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Welcome message

Dear Guests and Participants,

On behalf of the Organizing and Steering committees it is my privilege to welcome you to Albufeira 

and to the 26th edition of the Design of Circuits and Integrated Systems conference – DCIS2011. 

The DCIS series of conferences has just completed its first quarter-century of existence. During 

these 25 years, DCIS participants witnessed and contributed to the amazing progress of today’s 

microelectronics and microsystems products and technologies, and built-up a dedicated community 

who, year after year,  looks forward to meeting and participating in lively technical discussions.

That has also been the first goal of this year’s organizing committee – to o�er a high quality 

technical programme and to create the proper conditions for a warm and friendly meeting. The 

motto of DCIS 2011, “The next 25 years”, expresses our willingness for DCIS conferences 

maintaining their mission of, after bringing together di�erent knowledge and experiences, 

enlighten the vision for new developments on integrated electronic technologies. In fact, the topics 

of the three keynote speeches and the panel discussion were thought having in mind the technical, 

economic, and public-policy issues that are commonly involved in this domain. 

I would like to express my gratitude to everyone who contributed to setting-up this conference: 

papers’ authors and reviewers, session chairs, keynote speakers, panel members, students, hotel 

and technical sta�, the DCIS Steering Committee, and my organizing committee mates. In addition I 

would like to thank the support gently o�ered by the universities of Porto and Algarve, Fundação 

para a Ciência e a Tecnologia, INESC Porto, the City Halls of Albufeira and Silves, and the valuable 

assistance of other organizations and companies. 

Ladies and gentleman, finally allow me on behalf of the Organizing Committee to wish you a fruitful 

conference and a pleasant stay at Albufeira.

José Machado da Silva

General Chair
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Pedro Barquinha (CENIMAT, U. Nova de Lisboa)  

Pedro Barquinha received the Ing. degree in Materials Science from Universidade Nova de Lisboa in 2004. 
He received his Ph.D. degree in Nanotechnologies and Nanosciences at the same University, with a thesis 
titled “Transparent Oxide Thin-Film Transistors: Production, Characterization and Integration”. He is 
currently a researcher at CENIMAT, being his main research interests the study of new oxide 
semiconductors as well as low temperature high-κ dielectrics, both for application on transparent and 
flexible TFTs. He is also devoted to the study and fabrication of nanodevices using the SEM-FIB equipment 
recently installed at CENIMAT. In the last years he won four scientific/engineering contests, such as the 
“Stimulus to research 2008”, by the Calouste Gulbenkian Foundation, and “Innovation Prize for Young 
Engineers 2008”, by the Portuguese Order of Engineers.

Kofi Makinwa (EIL, TU DelfT)    

Dr. Kofi Makinwa holds degrees from Obafemi Awolowo University, Ile-Ife (B.Sc., M.Sc.), Philips International 
Institute, Eindhoven (M.E.E.), and Delft University of Technology, Delft (Ph.D.). From 1989 to 1999, he was 
a research scientist at Philips Research Laboratories, where he designed sensor systems for interactive 
displays, and analog front-ends for optical and magnetic recording systems. In 1999 he joined Delft 
University of Technology, where he is currently an Antoni van Leuwenhoek Professor of the Faculty of 
Electrical Engineering, Mathematics and Computer Engineering. 

Dr. Makinwa holds 14 patents, and has authored or co-authored 1 book and some 100 technical papers. He 
is on the program committees of several conferences, including that of the European Solid-State Circuits 
Conference (ESSCIRC) and the International Solid-State Circuits Conference (ISSCC). At such conferences, 
he has given several invited talks and tutorials. He has also served as a guest editor of the Journal of 
Solid-State Circuits (JSSC). For his Ph.D. research, Dr. Makinwa was awarded the title of 'Simon Stevin Gezel' 
by the Dutch Technology Foundation (STW). In 2005, he received a VENI grant from the Dutch Scientific 
Foundation (NWO). He is a co-recipient of several best paper awards, including one from the JSSC, one from 
the ESSCIRC and three from the ISSCC. He is an IEEE Senior Member, an IEEE distinguished lecturer, and a 
Fellow of the Young Academy of the Royal Netherlands Academy of Arts and Sciences (KNAW).

Pedro Diniz (ISI, U. of Southern California)   

Dr. Pedro Diniz received his M.S. in Electrical and Computer Engineering from the Technical University in 
Lisbon, Portugal and his Ph.D. from the University of California, Santa Barbara in Computer Science in 1997. 
He is a researcher with the University of Southern California’s Information Sciences Institute (USC/ISI) and 
an Research Assistant Professor of Computer Science at the University of Southern California in Los 
Angeles, California. At USC/ISI was the technical lead of DARPA-funded and DoE-funded research projects, 
in particular in the DEFACTO project which successfully combined the strengths of traditional compilation 
approaches with commercially available EDA synthesis tools. He is the Scientific co-coordinator of the 
EU-funded research project - REFLECT - which aims at using Aspect-Oriented-Programming techniques to 
allow the definition of high-level mapping strategies and guide the application of source-code 
transformations when mapping computations to heterogeneous reconfigurable multi-core computing 
systems. Over the past 15 years, he has participated in many scientific proposal review boards at the 
European Union, National Science Foundation and as part of the NPACI national resource allocation 
committee. He is heavily involved in the scientific community having participated as part of the technical 
program committee of over 16 international conferences in the area of high-performance computing, 
reconfigurable and field-programmable computing.
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A New Implementation of a Random Sampling Technique for Bandwidth Mismatch TI ADCs

Fatima Ghanem, Chadi Jabbour, Patricia Desgreys and Patrick Loumeau
LTCI-CNRS-UMR 5141-Institut TELECOMTELECOM ParisTech.
name@telecom-paristech.fr

Philippe Gandy and Christophe Erdmann
NXP Semiconductors.
firstname.lastname@nxp.com

A New Implementation of a Random Sampling
Technique for Bandwidth Mismatch TI ADCs

Fatima Ghanem1,2, Chadi Jabbour,
Patricia Desgreys and Patrick Loumeau

LTCI-CNRS-UMR 5141-Institut TELECOM-
TELECOM ParisTech.

Email: name@telecom-paristech.fr

Philippe Gandy and Christophe Erdmann
NXP Semiconductors.

Email: firstname.lastname@nxp.com

Abstract—Bandwidth Mismatch between channels sampling
circuits in a time-interleaved analog-to-digital data converter
(TI ADC) causes undesirable distortions in the output spectrum.
To reduce these undesired spectral components, a random sam-
pling time interleaved selection technique is proposed in this
paper. Compared to the existing random sampling solutions, less
power is consumed and less die area is used. The technique
consists of whitening the additional spurs caused by a periodic
bandwidth mismatch factor. As a result, the spurious free
dynamic range (SFDR) is highly improved without decreasing
the Signal to Noise and Distortion Ratio (SNDR). Furthermore,
an implementation of a pseudo-random sampling generator is
proposed in this paper.

Index Terms—Random sampling, bandwidth mismatch, time-
interleaved converters.

I. INTRODUCTION

The evolution of wireless communications moves towards
higher data rate analog to digital converters (ADCs). To break
this bottleneck, time interleaving is an efficient way to increase
the speed while maintaining a good accuracy [1]. Its main
idea consists of distributing signal samples between M ADCs
operating each at fs/M (fs is twice the Nyquist frequency).
The digital outputs of the ADCs are multiplexed at the digital
back-end to construct the overall output of the system. The
benefit of this approach is increasing the conversion bandwidth
while maintaining the same operation frequency of the analog
blocks.
An important condition to achieve a good reconstruction of the
signal at the digital back-end in a time interleaved architecture
is that all channels must be identical. Unfortunately, due
to process and environment variations, each channel has a
different behavior. These mismatches among channels generate
undesired spectral components and can significantly degrade
the linearity and the resolution of the system. These distortions
are created by periodic mismatch factors such as offset, gain,
timing and bandwidth [2] and increase with the number of
ADCs. Fig. 1 illustrates a time interleaved ADC architecture
including all these errors.
Much work has been done on calibration of offset and gain

mismatches [3], [4]. The problem of aperture errors can be
corrected by digital processing the ADC outputs to interpolate
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Fig. 1. M channels Time Interleaved ADC converter model including offset,
gain, time skew and bandwidth mismatch errors

the sample values that would have occurred at the ideal
sample times [3], [5]. The bandwidth mismatch is caused by
the difference between channels’ input filters. Most of the
solutions proposed to compensate this error treat its linear
term which is equivalent to time skew error. In [6], [7], the
authors propose digital solutions by designing adaptive filters
either on each channel or in the back-end of the TIADC. The
first solution uses an inverse Fourier transform to compute the
updated coefficients of the filters. The implementation of such
adaptive filters that have non constant coefficients has a high
complexity. The second solution, proposed in [6], is based on
polynomial time varying filter structures where the bandwidth
mismatch is compensated iteratively. The complexity of this
solution depends on the approximation order of the filter and
on the aimed resolution as well. Another solution to deal with
the bandwidth mismatch has been proposed in [8]. It consists
of adding identical ADCs to the time interleaved architecture
in order to perform sampling randomization thereby allowing
to improve the SFDR without decreasing the SNDR. The
drawback of this solution is that it increases significantly the
power consumption and the die area.
In this paper, we propose a new technique based on random
sampling in a TI architecture using not an entire channel but
only additional sampling circuits to suppress the distortion
and improve the SFDR. Compared to the previous works, the
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proposed method needs less analog circuits, and hence less
power consumption and less die area. The paper is organized
as follows. Section II presents the impact of the bandwidth
mismatch in a TI architecture. The proposed random sampling
technique is detailed in Section III. In Section IV, simulation
results illustrate the efficiency of the proposed technique.
Finally, conclusion is provided in Section V.

II. BANDWIDTH MISMATCH IN A TIME INTERLEAVED
CONVERTER

Fig. 2. The sampling circuit and its equivalent ”switch on” scheme in the
sampling phase: Rm, the on-resistance of the switch and Cm the sampling
capacitor

Fig. 1 shows the general architecture of the time interleaved
ADC. Each channel m is modelled as an input filter with
a transfer function Hm followed by an Analog to Digital
Converter (ADC). The input filter represents the sampling
network of the ADC. During the sampling phase of the m-
th channel, the switches are ”on”, hence they behave as an
equivalent on-resistance that will be denoted Rm as shown
in Fig. 2. As a consequence, during the sampling phase, the
input circuit is equivalent to a RC low pass filter and its cut-off
frequency is imposed by the sampling switches’ on-resistance
Rm and the sampling capacitor Cm.
In order to illustrate the impact of the bandwidth mismatch,
let us consider a two channels (M = 2) time interleaved
converter. A steady-state part of each sampling circuit as a
response of a sinusoidal input signal x(t) is expressed by:

ym(t) =
1√

1 + (ωτm)2
︸ ︷︷ ︸

Attenuation

cos(ωt+ arctan(τmω)︸ ︷︷ ︸
PhaseDelay

) (1)

where ω = 2πf .
Due to mismatch between channels, the input filters are
different. This leads to different values of τm which clearly
behaves on both of magnitudes and phases as shown in (1).
Assuming a Nyquist bandlimited input signal X(ω); −π ≤
ω ≤ π. The output spectrum signal with bandwidth mis-
matches can be expressed by [9]:

Y (ω) =
1

Ts

+∞∑

k=−∞
Ak(ω)X(ω − k

2π

MTs
) (2)

where

Ak(ω) =
1

M

M∑

m=1

Hm(ω − k
2π

MTs
)e−jkm 2π

M (3)

And Ts the sampling period. m ∈ {1,2}
It can be seen in (2) that additional spurs appear at k fs

M ±fin,
k ∈ [1,M] in the output spectrum signal [2]. The magnitude of
these spurs depends on the input frequency fin as shown in
(3) and illustrated for a two channels TIADC in Fig. 3 (a).
Moreover, the number of spurs increases with the number
of channels. This is shown in Fig. 3 (b) for a four channels
converter.

Fig. 3. The impact of the bandwidth mismatch on the output spectrum for
a sine input wave: (a) 2 channels TIADC and (b) 4 channels TIADC

The degradation of the SNDR depends on three parameters:
the number of channels [2], [8] in the TI architecture, the
amount of degradation (mismatch between channels) and the
ratio fc/fs, where fc is the mean value of the cut off
frequency. In order to illustrate the impact of the two last
parameters on each of SNR, SNDR and the SFDR, simulations
have been carried out on a four channel converter. The input
signal is a sine wave with fin/fs = 0.45.
Fig. 4 represents the variation of SFDR and SNDR versus the
mismatch variance for different values of fc/fs from 1 to 5.
The value of the SNR remains constant when the mismatch
στ varies. This is due to the fact that the bandwidth mismatch
error causes just the arising of additional spurs and does not
introduce additional noise. Moreover, the SNR decreases when
the fc/fs decreases due to the fact that when the cutt-off
frequency fc is close to fs, the input signal power decreases
due to a higher low pass filtering. Regarding the SNDR and the
SFDR, the degradation is higher when the mismatch increases
since it impacts directly the level of the spurs and then the
linearity measured by the SNDR and the SFDR.
The following section details the random sampling technique
proposed to improve the linearity impacted by the distortion
due to bandwidth mismatch.

III. THE PROPOSED RANDOM SAMPLING TECHNIQUE

As explained in the previous section, spurious components
are created by periodic bandwidth mismatches between chan-
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nels’ input filters (samplers) and therefore distort the output
signal.
The proposed technique in this paper consists of spreading
the power of the spurs in the band of interest. This is done
by adding at least one sampler to perform a randomization
of the provided samples. Let us consider a M-channel time
interleaved converter with bandwidth mismatch. To perform
the randomization, N samplers are added in parallel to the M
effective ones. In the classical TI architecture, the mth sample
is processed by the mth channel. The proposed architecture
allows to choose between N+1 samplers to process the mth

sample to the mth ADC converter. This sampler cannot be
chosen during the (M − 1) following periods to respect the
hold phase of the mth ADC.

Fig. 5. 3 samplers for 2 ADCs Random sampling

Fig. 5 illustrates a case of three samplers (M = 2, N = 1)
operating randomly to provide the sample alternatively to one
of the two ADCs.
As a result of this randomization, the whitening of the dis-
tortion tone throughout the bandwidth is illustrated in Fig. 6.
Another advantage of this technique is that it can eliminate
all kind of errors caused by mismatches between samplers
like clock skew mismatch. However, if errors are presents in
the channel itself, this is not applicable. Finally, this technique
does not require a large area, neither high power consumption
since it brings into play only one additional sampler.

IV. SIMULATION

The proposed random sampling technique is investigated by
simulation using a 4-channel (M=4), 16-bit time interleaved
converter with an input signal frequency of fin = 0.45fs.
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simulation

A. Impact of additional samplers

The impact of the number of additional samplers is studied
using a mismatch value of 1%

Fig. 7 shows the output spectrums of the ADC with and
without the employment of the proposed technique of com-
pensation. As it can be seen, the random sampling technique
allows to whiten the spurious due to bandwidth mismatch. The
SFDR is then highly improved without decreasing the SNDR
of the converter and this is true whatever is the number of
channels and the number of additional samplers.
In Fig. 7 (a), only one sampler has been added to achieve the
randomization. As a result randomness is weakened and noise
becomes non-white. Nevertheless, it can be seen in Fig. 7 (b)
where N=2 that the noise is whiter. Therefore, depending on
the application and its noise ripple constraints, the number of
additional samplers can be chosen.

Fig. 7. Random Sampling technique simulation (a)before compensation and
after compensation for M=4 and (b) N=1 (b), (c) N=2
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The previous results show that by adding only one additional
sampler, the desired result of suppressing the spurs could be
sufficient. We will use this result in the following section by
adding only one sampler to compare the values of SNR, SNDR
and SFDR before and after compensation while using a pseudo
random generator.

B. Implementation of the random selection

The random selection of the samplers is performed by
a pseudo random generator using a generalized Fibonacci
sequence (4):

Xn = Xn−l +Xn−k(mod(m)) (4)

where l > k > 0, and the l first values of X are needed in
order to compute the next sequence element.
The generator is implemented using l = 14 and k = 1(15
delays) coded on 3 bits. This is shown in Fig. 8.
In Fig. 9, the undesired spurs caused by the bandwidth
mismatch have disappeared whereas, additional spurs due to
the Fibonacci pseudo-random generator appear over the overall
bandwidth. This is due to the cyclic characteristic of the
generator. Nevertheless, the presence of these tones does not
decrease the SFDR and as it can be seen in Fig. 9 (b), the
linearity is higher than 100 dBc.

RN
D Q

RN
D Q

RN
D Q

3 bits

3 bits

3 bits

+

14 DFF

MSB

Pseudo−Random Sequence

Fig. 8. A Fibonacci Pseudo-Random Sequence Generator

Fig. 9. Impact of the Fibonacci pseudo-random generator after compensation.
Additional tones appear due to the Fibonacci cyclic factor

For a sine wave input signal, we choose for this simulation
fc/fs = 3 and illustrate the efficiency of the proposed solution
for M=4 and N= 1. This is shown in Fig. 10.
As it can be seen, after compensation the value of the SNDR
remains the same as before using the random sampling tech-
nique. This is explained by the fact that the spurs have changed

into noise, and hence the amount of global power remains the
same. Moreover, as a consequence of this result, the SNR after
compensation is assimilated to the SNDR since no more tones
appear. Finally, regarding the SFDR, the solution improves
considerably its value up to 30 dB.
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Fig. 10. SNR, SNDR and SFDR vs. στ (a) before and (b) after compensation

CONCLUSION

A new random sampling technique has been proposed in
this paper. It leads to eliminate the distortion spurs caused
by bandwidth mismatch in a time interleaved converter and
consequently improves the SFDR considerably. This is done
by adding only samplers and not entire channels to achieve
the randomization which is power and die area optimized.
Depending on the application aimed, this solution can be very
interesting since it improves the SFDR without degrading the
SNDR by adding only few analog circuits.
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Abstract—An off-line reconfiguration method has been im-
plemented into a pipelined ADC in order to optimize its lin-
earity. Some nonlinearities generated by op amps in pipelined
ADC stages depend on their bandwidth, while their equivalent
input-referred errors depend on the stage position. From these
premises, the optimization is conceived as a two steps process.
During the first step, an alternate-test based technique determines
the best stage, from its bandwidth point of view, as the front-end
stage. In the second step, analog residue path interconnections
and a stage scaling are configured accordingly to the results
from the first step. For a 10-bits ADC, designed in a 65 nm
CMOS technology, Monte Carlo simulations show that the
percentage of instances with SFDR above 70 dB could go from
55% to 75% after reconfiguration.

Index Terms—reconfiguration, analog-to-digital converter
(ADC), pipelined, BIST, OBT, CMOS.

I. INTRODUCTION

The performances after fabrication of analog and mixed
integrated circuits designed for present and future technologies
are less predictable than they were in the past. Because of that,
design techniques tolerant to process variations are topics of
active research.

Techniques based in reconfiguration can be tolerant to
process variations. In this work, reconfiguration is defined as
the capability of some circuit blocks in changing their default
connections with other blocks, as well as their operation.
By changing their default connections, damaged blocks could
be bypassed, for example, if some degree of redundancy is
present in the circuit, leading to an increase of the yield of
these circuits. By changing their operation, for example, the
performances of the blocks can be measured, allowing for a
diagnosis of the block health.

Reconfiguration techniques seem well-suited to pipelined
analog-to-digital converters (ADCs) because they fulfill two
conditions. First, pipelined ADCs can be designed as a set of
functionally identical stages, each processing part of the digital
output signal as an analog residue goes through the front-end
stages to the back-end ones. Second, the contribution to the
overall ADC error of each stage depends on its position in
the ADC, being the front-end stage errors those contributing
the most. The ADC reconfiguration strategy proposed in this
work sets the best performance stages at the logical front-
end to minimize the overall ADC error, no matter what their
physical position is. A reconfigurable pipelined ADC has been
previously reported in the literature [1]. The configuration to
be used in normal operation is chosen from a collection of

possible configurations, to improve the effective number of
bits (ENOB) after manufacturing. The optimum configuration
is determined by performing exhaustive external measurements
of the ENOB.

The main errors present in pipelined ADCs are interstage
gain, offset and nonlinear errors. Given that gain and offset
errors can be corrected, only the nonlinear errors are addressed
in this paper. Using redundancy and other error correction
techniques, the main remaining source of nonlinear errors
comes from limitations, either in gain-bandwidth product or
in slew-rate of the operational amplifier (op amp) embedded
in each pipelined stage. This work addresses the former.

Mass-production oriented reconfiguration techniques must
be performed as quickly as possible by cheap means. This
work proposes a method inspired in the alternate test method-
ology to lead the ADC reconfiguration [2]. During test opera-
tion, the stages are sequentially reconfigured as oscillators and
their oscillation frequencies are compared. Such comparison
allows for a fast and precise sorting of the stages depending
on their frequency response. Thus, the logical position of
the stages in the ADC can be changed according to this
information to reduce the overall nonlinear errors. This method
can be implemented as a built-in self-test (BIST), avoiding
expensive test devices.

This paper is organized as follows: Section II reviews a
standard pipelined ADC architecture, deliberately avoiding
any reconfiguration aspect. Section III presents a collection
of reconfiguration techniques applied in pipelined ADCs.
Section IV proposes a BIST and an algorithm to lead these
reconfiguration techniques, and Section V summarizes the
simulation results.

II. ADC ARCHITECTURE

A. General overview

Pipelined ADCs usually consist of a front-end sample-
and-hold circuit (S/H), followed by k multiplying digital-to-
analog converters (MDACs), a back-end sub-ADC, and digital
correction circuits for output code generation. Fig. 1 shows a
block diagram of a conventional pipelined ADC. Each MDAC
contains a low-resolution sub-ADC, a low-resolution sub-
DAC, and a subtracter and amplifier of closed-loop gain G.
In general, each MDAC processes n bits of the digital output
signal and feeds an analog residue into the following stage.
Very often, and also in this work, n = 1.5 bits, including
x = 0.5 bits of redundancy enabling digital correction. This
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Fig. 1. Pipelined ADC architecture

leads to G = 2n−x = 2 [3]. Given a back-end sub-ADC
of one-bit resolution, the overall ADC resolution can be
calculated as

N = k(n − x) + 1. (1)

If the error contribution of the i-th stage is modeled by an
error source, ei, the overall input referred error, ein, equivalent
to the contributions of all the individual error sources, is [3]

ein = e1 +
k∑

i=1

ei+1

Gi
. (2)

This means that interstage gains greater than one reduce the
effects on the overall input referred error of non-idealities of
the stages following the first MDAC.

B. MDACs

Both S/Hs and MDACs are implemented as switched-
capacitor networks and embedded op amps. The classical
topology for these circuits is the flip-around one. However,
the recent literature on pipelined ADCs shows an increasing
interest in the non-flip-around topology for MDACs [4] [5].
This work also follows this trend. The reported advantage
on the non-flip-around topology for MDACs is an unique
closed-loop gain G applied to both the input and reference
signals during the amplification phase. On the other hand, the
flip-around topology provides, in practice, slightly different
gains, specially in current low-voltage technologies where the
available open-loop op amp gains (A0) have been drastically
reduced [5]. In high-resolution pipelined ADCs, digital cali-
bration is indispensable. An unique closed-loop gain proves
useful because this simplifies the calibration circuits.

Fig. 2 shows a single-ended equivalent of the i-th MDAC
in sampling phase during normal operation, where Vouti

is the
analog residue to be fed into the following stage, and KiVREF

is the i-th sub-DAC output, being Ki = {− 1
2 , 0,+ 1

2}. The
sampling and feedback capacitors are denoted respectively by
CSi and CFi . In this scheme, the i-th MDAC G takes roughly
the value CSi

/CFi
. In amplification phase, the φ1-controlled

switches are opened and the φ2-controlled switch is closed.
According to (2), the MDAC requirements on speed and

accuracy are less constraining near the back-end stages. So,
the second MDAC components (op amp and capacitors) could

φ1

φ1

Vini

KiVREF

Vouti

φ2

CSi

CFi

Fig. 2. i-th MDAC during normal operation in sampling phase

be scaled down by a certain factor with regard to the first
MDAC components, and the scaling could continue up to the
last MDAC. This scaling saves power and die area. In practice,
only the i-th front-end MDACs, for i = 2, . . . , kfe, are scaled
down. The sizes of these MDAC components are determined
by the noise floor. On the other hand, the back-end stages keep
a constant size, mainly set by parasitic capacitances. In this
work, kfe = 4 and N = 10. The front-end MDAC components
are scaled down by a factor of roughly 2 to optimize the total
power dissipation [6].

C. Op amps

Op amps carry out charge transfers in S/Hs and MDACs.
The errors arising from these charge transfers are related to
finite and nonlinear A0, finite op amp bandwidth, and finite
available maximum slew rate. Those arising from both finite
op amp gain and nonlinear op amp gain are independent of the
sampling frequency (fs) and, hence, let us called them static
errors. On the other hand, those arising from finite op amp
bandwidth and finite available maximum slew rate are closely
related to fs and, hence, let us called them dynamic errors.

In this work, folded-cascode op amps with cascode PMOS
loads are used. By applying gain-boosting on all the cascode
devices, the nominal A0 reaches 79 dB for each op amp.
Slowly-clocked simulations of the complete ADC remove
dynamic errors and show that the static errors are low enough
to a targeted ENOB of 9 bits. More specifically, the available
spurious-free dynamic range (SFDR) at the ADC digital output
is still greater than 77 dB for a full-scale sinusoidal input. For
higher resolutions, static errors related to other error sources
as capacitor mismatch must be taken into account [7].

Both dynamic errors and op amp noise determine the
minimum op amp transconductance (gmi

) and bias currents
(IBi) to reach the desired ADC resolution for fs = 80 MHz.
By scaling the op amps, gmi and IBi have been chosen to
obtain a bandwidth-limited SFDR of 70 dB for the nominal
case.

III. ADC RECONFIGURATION

The ADC reconfiguration proposed in this work sets the best
MDACs, in terms of the actual bandwidth after manufacturing,
at the logical front-end to minimize the overall ADC error.
The whole process has two steps: the first one determines
which MDAC has to be placed at the logical front-end. The
second one reconfigures the ADC according to this choice.

50



51

3

While Section IV deals with the first step, this section focuses
on what the ADC changes are, from the analog residue path
point of view, once a decision has been made.

The second step consists of two parts: the MDAC intercon-
nections and the MDAC adaptive scaling.

A. MDAC interconnections

The changes of the MDAC interconnections are limited
to the front-end MDACs. These MDACs are embedded in a
ring structure, as shown in Fig. 3, where Vin is the analog

S/H ADC back−end

k
f
e -th

M
D

A
C

i-th
M

D
A

C

1stM
D

A
C

Vin

Fig. 3. Front-end MDACs in a ring structure

input signal. The input of any of these MDACs can be
connected to the front-end S/H output. So, in general, the i-
th physical MDAC can take the first logical position while
the [((i − 2)mod kfe) + 1]-th physical MDAC takes the kfe-
th logical position. The analog residue of the kfe-th logical
MDAC is subsequently processed by the non-reconfigurable
back-end MDACs. In Fig. 3, the first and the kfe-th MDAC
take the first and the last logical positions respectively.

B. MDAC adaptive scaling

The capacitors and op amps of the front-end MDACs must
be adapted to match the scaling factor associated with their
logical position, as described in Subsection II-B. While not
indispensable, these changes prevent the front-end MDACs
from wasting both die area and power unnecessarily. The back-
end MDACs do not implement the MDAC adaptive scaling.

To perform adaptive capacitor scaling, the sampling and
feedback capacitors of all the front-end MDACs must be
organized as a common capacitor array of smaller capacitor
sub-elements. These sub-elements can be grouped and con-
nected to the front-end MDACs as appropriate according to
their logical position. The capacitor array and the connection
between sub-elements must be designed minimizing the die
area increase with regard to a non-reconfigurable ADC. The
details of this capacitor array are beyond the scope of this
work. However, the feasibility of this technique has been
previously demonstrated in far more complex systems [7].

To enable adaptive op amp scaling, the op amp transistors
are divided into parallel transistors, each keeping the same
gate length but taking different widths and programmable bias
voltage sources. Fig. 4 shows, in a dashed box, a group of
parallel PMOS transistors, where Wj denotes the width of
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di,1

di,jdi,1

IBi

VB

di,j

Vdd

W1 Wj
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Fig. 4. Detail of adaptive op amp scaling by transistor division and
programmable bias voltage sources

the j-th parallel transistor, for j = 1, . . . , kd. On the box’s
left, di,j denotes the j-th bit of the digital control word
Di = {di,kd

, . . . , di,1}, where each bit takes one of the logical
values {1, 0}. The common bias voltage source VB is shared
by the parallel PMOS transistors, although a simple digitally
programmable switched network turns on or off each transistor
independently. A transistor is turned on by connecting its gate
to the common bias voltage source. On the other hand, a
transistor is turned off by connecting its gate to ground –
for NMOS transistors– or to the power supply –for PMOS
transistors. As a result, IBi

can be adjusted by Di. From a DC
point of view, the group of transistors behaves as an equivalent
transistor of width

WT =
∑

∀j

di,jWj . (3)

From an AC point of view, the turned off transistors add
parasitic capacitance that is not present in the equivalent non-
adaptive op amp. To get round this drawback, the planned bias
currents of the op amps must be slightly increased.

Fig. 4 scheme applies to both current source and cascode
transistors of the mentioned folded-cascode op amp with
cascode PMOS loads. For the op amp input transistors, the
scheme must be modified by replacing VB with the op amp
input signal. In this case, from an AC point of view, both the
turned off transistors and the control switches add parasitic
capacitance that is not present in the equivalent non-adaptive
op amp. To get round this drawback, the planned IBi and A0

must be slightly increased.
When transistor division and programmable bias voltage

sources are applied to all the op amp transistors, it is possible
to adaptively scale gmi

, keeping A0 constant, independently of
the MDAC logical positions. This can be theoretically verified
by knowing that gmi and the small-signal output resistance
of transistors operating in saturation are, respectively, directly
and inversely proportional to IBi

[8].
In this work, all the closed-loop MDAC bandwidths in

amplification phase have been kept roughly constant regardless
of its logical position, by adaptively scaling gmi according to
the scaling of CSi and CFi . To do so, there are three parallel
transistors, i.e., kd = 3, for each transistor of an equivalent
non-reconfigurable op amp, being W3 = 4W1 and W2 = 2W1.
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From the digital control point of view, Di takes the values
{1, 1, 1} (hence WT = 7W1), {1, 0, 0} (WT = 4W1), {0, 1, 0}
(WT = 2W1), and {0, 0, 1} (WT = W1) for the logical
positions from one to four respectively.

IV. OSCILLATION-BASED BISTS

The proposed ADC reconfiguration is based on the results of
kfe oscillation-based BISTs. These tests are used as an indirect
measure to get qualitative information about the actual band-
width of the op amp of the i-th MDAC after manufacturing,
in amplification phase during normal operation. Theoretically,
the 3-dB bandwidth of the i-th MDAC for a single-pole op
amp model is given by

ω3dBi
= gmi

/CTi
, (4)

where CTi is the total load capacitance seen from the op amp
output. This includes its own feedback loop in amplification
phase, and the next MDAC’s sampling capacitor. During the
oscillation-based BISTs, Di = {1, 1, 1}, and the capacitor
scaling is configured as that of the first and second logical
MDACs in normal operation for the MDAC under test and
the next physical one, respectively.

The oscillation-based BISTs are performed off-line, during
start-up, by reconfiguring separately each MDAC under test
into a continuous-time feedback network. All the stages are
sequentially checked by connecting, one at a time, their inputs
and outputs to the same feedback network. Due to process
variations on the feedback network, the measured ω3dBi , for
i = 1, . . . , kfe, are only qualitative measures. However, they
allow for a fairly comparison between op amps in the same
die.

Fig. 5 shows the i-th MDAC reconfigured as an oscillator.
The feedback network consists of the resistors R, RA and RF ,

CFi
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Vini+

Vini−

CSi

C

R

R

C

RA

RA

A
G

C

A
G

C

Vouti+

Vouti−

RF

RF

Fig. 5. MDAC reconfigured as an oscillator

and the capacitor C. Automatic Gain Control (AGC) acting
on RF prevents the saturation of the op amps during the test.
Although not shown in Fig 5, the sampling capacitors of the
next physical MDAC are connected to the op amp output.

Using a single-pole model for the op amps, it can be
shown that the oscillation frequency (ωosci

) of the feedback

network is determined by its ω3dBi
and the feedback network

components according to the expression

ωosci
=

√
ωβ ω3dBi

, (5)

where ωβ takes the value 1/RC.
The relation between ωosci

and ω3dBi
has been verified by

a Monte Carlo simulation of 50 instances. Fig. 6 shows the
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[Grad/s]

ωosci
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Fig. 6. ωosci vs. ω3dBi
plot

ωosci
vs. ω3dBi

plot extracted from this simulation. A circle
marks the nominal op amp instance, while a X marks each
Monte Carlo instance. This plot proves that it is possible to
use ωosci

to estimate ω3dBi
.

A digital circuit based on a period counter can quantify and
store the number of periods Pi, for i = 1, . . . , kfe, observed
during a predefined and fixed test time for the i-th MDAC.
The higher Pi is, the higher ω3dBi

is supposed to be.
All Pi are used to set the first logical MDAC among kfe

physical MDACs, as described next. Inspired by (2), let the
i-th overall weighted bandwidth (WBWi), for i = 1, . . . , kfe,
be defined by

WBWi =
kfe−1∑

j=0

1
Gj

(
P[(i+j−1)mod kfe+1]

)2
. (6)

The first logical MDAC is that having the maximum overall
weighted bandwidth. This decision aims to optimize the circuit
after manufacturing from the MDAC actual bandwidth point
of view.

V. SIMULATION RESULTS

To evaluate the proposed technique, a set of 20 ADC
instances have been analyzed, where transistor level op amp
designs have been replaced by bandwidth-equivalent single-
pole op amp models. The parameters of the op amp model of
each MDAC have been varied randomly, according to process
variations extracted from a transistor-level design in a 65-nm
technology.

Fig. 7 shows a X for each instance of the op amp of the first
physical MDAC. A circle marks the nominal op amp instance.
The ordinates represent the value of gm1 , while the abscissas
represent the value of the op amp output resistance (ro1). A



53

5

gm1
[mS]

ro1
[MΩ]

1.41.21.00.80.60.4

3

4

5

6

7

8

Fig. 7. gm1 and ro1 op amp model parameters

continuous line shows a constant A0 curve. Note that in a
single-pole op amp model, A0 is given by

A0 = gmro. (7)

The constant A0 curve identify the lowest A0 necessary
to guarantee the desired ENOB1. Otherwise, the SFDR is
degraded below the desired threshold. From slowly-clocked
simulations, the lowest A0 necessary to obtain a SFDR higher
than 70 dB is 69.6 dB. The X positions with regard to the
constant A0 curve and the nominal op amp position show
that the instances of this ADC are not likely to be limited by
process variations on A0 to obtain a SFDR above the desired
threshold. This is a necessary condition to apply the proposed
technique, because only bandwidth information is taken into
account by this technique.

The value of capacitors have also been varied randomly,
according to variations extracted from the technology spec-
ifications. Process variations on the overall load capacitance
and gm1 modifies the actual value of ω3dB1 . Fig. 8 shows a X

ro1
[MΩ]

ω3dB1
[Grad/s]

2.0

2.1

1.9

1.8

1.7

1.6

0.7 0.8 0.9 1.0 1.1 1.2 1.3 1.4 1.5

Fig. 8. Estimated ω3dB1 , and ro1 parameter

for each instance of the op amp of the first physical MDAC.
Again, a circle marks the nominal op amp instance. The
ordinates represent the values of the estimated ω3dB1 , while

1The constant A0 curve in fig. 7 is drawn assuming that A0 is the same
for all the op amps in the ADC.

the abscissas represent the values of ro1 . A continuous line
marks the nominal ω3dB1 , as a visual aid to identify its position.
Remember that the nominal case is designed to obtain a SFDR
of value 70 dB for fs = 80 MHz. The X positions with regard
to the nominal ω3dB1 show that half of the instances of this
ADC are likely to be limited by process variations on ω3dB1 to
obtain a SFDR above the 70 dB threshold, if no reconfiguration
is applied.

The observed mean SFDR from the digital samples of a full-
scale sinusoidal input of around 36 MHz sampled at 80 MHz
is 70.4 dB with no reconfiguration applied. The percentage
of instances above the 70 dB threshold is 55%, as expected.
When the proposed reconfiguration is applied, the mean SFDR
is 71.5 dB, and the percentage of instances above the 70 dB
threshold is 75%. By systematically trying each front-end
MDAC at the first logical position for each ADC instance,
the best mean SFDR available is 71.6 dB. This means that the
proposed overall weighted bandwidth method provides MDAC
logical positions very closed to the optimum ones.

VI. CONCLUSION

A collection of reconfiguration techniques are combined
to cope with manufacturing process variations in pipelined
ADCs, from the MDAC actual bandwidth point of view.
These techniques modify the logical order of MDACs, adapt
the capacitor and op amp scaling to the selected logical
position, and enable BISTs. A simple algorithm is proposed to
select the logical positions offering almost the best available
performances from a SFDR point of view.

Simulation results show that the proposed technique proves
useful to improve the expected yield at a low cost, for middle-
range resolution and high sampling frequency pipelined
ADCs.
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Abstract—The lack of architectural support for high-level data
abstractions such as streaming or vector operations and the
data management coupled by the inability of tools to easily
target reconfigurable architectures has effectively hampered their
use as high-performance computing accelerators. This article
proposes a micro-architecture that greatly facilitates the design of
custom reconfigurable processors that directly support streaming
and vector computations pervasive in scientific and engineering
applications. The micro-architecture combines a custom data-
path with parallel data ports for accessing memory operands
using a microcoded sequencer with nested looping and streaming
capability. Each port includes a programmable address generator
and vector index translator that feeds the data-path inputs from
on-chip memories that can be either temporary buffers for local
storage or a heterogeneous multi-caches. We highlight the use
of this micro-architecture in the design and synthesis of a well-
known image processing kernel for two distinct implementations.
Both designs require a mere 7 micro-instructions for address
generation and array access of nested loops, thus underscoring
the extreme flexibility of the proposed micro-architecture.

I. INTRODUCTION

Configurable computing devices, such as Field-
Programmable Gate-Arrays (FPGAs) have evolved from
small regular arrays of fine-grained configurable logic
blocks to very large user-programmable devices, integrating
in a single chip a rich variety of logic elements such
as unconstrained logic blocks, memories and arithmetic
multipliers. The increasing number of these elements in
today’s high-end FPGAs have allowed then to cater to the
needs of more performance demanding scientific applications
by directly supporting floating-point arithmetic processing [1].

To be effective, however, FPGA-based computing designs
must include deeply pipelined functional units [2] (or aggre-
gation of these), require operands to be fetched in a stream-
like fashion at the highest possible clock rate to keep all its
internal functional units busy. As the sheer size of these FPGA
devices has grown, so have the number of internal functional
units. As a consequence the need for high data throughput has
effectively become the limiting performance factor for FPGA-
based engines for scientific computing.

The standard approach to address this issue has been the
use of custom memory structures that exploit the limited (but
highly available) internal RAM blocks (BRAMs) in these
devices [3]. This approach however, is extremely bridle as

it hampers the reuse of designs, and further complicates
the translation process for compiler tools from high-level
computing constructs, most notably loop nests with array-
based computations, to hardware. The end results are designs
that, while custom and high-performance, work only for an
extremely narrow set of hardware data-paths and are error-
prone to test and debug.

In this article we describe and evaluate the design of a
configurable micro-architecture for supporting streaming data
accesses. The architecture organizes internal storage elements
to offer an application-specific caching memory structure with
programmable and micro-programmed data access engines
capable of supporting sophisticated high-level loop nesting
constructs pervasive in high-performance scientific computing.
Although the approach is general, the system proposed as a
proof-of-concept is geared for contemporary FPGA devices,
exploring the feasibility of building independent and hetero-
geneous on-chip cache memory blocks to interface an external
large memory or scratch memories for temporary data.

This paper makes the following contributions:
• It proposes a generic micro-architecture enabling the

development of custom data-path that support vector and
streaming oriented computations.

• It presents design and implementation results for a mi-
crocoded sequencer capable of supporting the efficient
address generation for nested for loops.

• It describes an addressing generator unit that implements
iteration commands on the vector indexes, based on
simple post-increment/decrement commands.

• It presents design and implementation results that validate
the micro-architecture for a stencil image processing
kernel that manipulates two-dimensional arrays.

The experimental results for our case study application
focus on two implementation designs of the kernel code. Both
designs require a mere 7 micro-instructions each with 18 bits
for address generation and array access of nested loops and
leveraging distinct local storage sub-systems thus underscoring
the extreme flexibility of the proposed micro-architecture. The
performance results on a contemporary FPGA device reveal a
performance comparable to hand-tuned designs.

High-performance scientific and engineering computing is
an area where memory structures such as the one described
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here will undoubtedly continue to play an important role given
the continuous need to data availability in key computational
kernels. The flexibility and excellent performance enabled
by the proposed micro-architecture provides clear indication
that such an approach can be instrumental in substantially
easing the burden of compilation from high-level programming
constructs to configurable computing architectures, and to
scientific computations in particular.

The remainder of this paper is organized as follows. We
briefly survey related work in the next section. In section III
we describe our micro-architecture and its main components
are presented in the subsequent two sections. We then present
in section VI experimental results of the use of this architecture
for a selected image processing computing kernel and the
paper is concluded in section VII.

II. RELATED WORK

Given their regularity in terms of memory access patterns
vector computations were recognized early on in commercial
super-computers machines [4] or at a finer granularity in
early DSP processors with specific vectorizing access modes.
Vectorization has been revisited recently in the context of
processing-in-memory hardware architectures. The VIRAM
architecture [5] is a scalable vector co-processor implementing
a multi-lane processing core with a centralized vector register
file. Its instruction set is geared for multimedia applications
with a complete vector load-store unit defined as a co-
processor extension for the 64-bit MIPS architecture. An
evolution of this work [6] uses a clustered vector register file
that distributes the vector registers defined in the ISA by dif-
ferent (physical) groups, thus reducing the data traffic among
functional units. However, as these architectures were designed
as processor cores to be integrated in ASIC designs, they do
not provide special support for instance-specific customization
targeting FPGA implementations.

Various FPGA-based vector computing units have been
proposed to extend the computing power of soft processors
embedded in FPGA devices. Jason et. al [7] describe a vector
co-processor for the Altera Stratix III FPGA family, which can
be configured at design time, by selecting several parameters
such as the number of vector lanes, the processor data width
or the organization of the local memory. The scalar core is a
NIOS-II compatible soft-processor and the vector instruction
extension set is similar to the one used in VIRAM. Other
authors (e.g. [8]) have developed custom, yet programmable
address generation units for FPGA-based computing engines
that exploit strided access modes in particular for stride-
1 accesses as is common in vector operations. Ang et.
al[9] describe a flexible multi-ported caching architecture for
FPGA-based computing systems where a single cache can
feed a multi-ported data-path with asynchronous data memory
accesses to the various ports of this cache. Internally it divides
the caches into sub-cache memories and uses an arbitration
logic for coordinating the accesses to the sub-caches.

Other hybrid architectures (e.g., VESPA [10]), combine a
MIPS-based scalar soft-core with a configurable vector co-

processor, supporting the same instruction set defined for the
VIRAM architecture. Although this was designed for FPGA
implementation, it does not make specific assumptions on
specific aspects of each FPGA family, as the block RAM size
or its usable aspect ratio.

Although several recent approaches are very similar in spirit
to the work presented here, our approach focuses on offering
the illusion of a cache of multiple distinct resources (possibly
heterogeneous), rather than combining homogeneous storage
resources in a single address space abstraction. In addition, we
developed a micro-coded address generation unit implementa-
tion that is more flexible than previous programmable but still
hardwired implementations.

III. MICRO-ARCHITECTURE FOR STREAMING AND
VECTOR COMPUTING

We now describe the proposed micro-architecture for a
custom processor for streaming and vector computations on
FPGA-based platforms. The processor includes an application-
specific data-path, synthesized from the core computations
as identified from the application source code, including the
data ports for accessing operands from local memories, and
a microcoded sequencer with nested looping capability (typi-
cally a compiler will represents the computation as a Control-
Flow-Graph (CFG) where nodes are straight-line sequences of
instructions — it’s basic blocks). Each memory port provides
operands to the data-path inputs, from on-chip memories,
either temporary buffers for local storage or heterogeneous
cache blocks. Associated with each port there is a custom
address generator that translates references to vector elements
into its absolute memory address, supporting strided array
addressing. Because the vector access patterns commonly
observed in streaming applications can be generated by simple
iteration commands performed on its indexes (like the post in-
crement/decrement operators in the C programming language),
its implementation can be done efficiently by custom logic that
embeds the vector base address, its size along each dimension
and other pre-computed constants, thus simplifying the mem-
ory address calculation to simple additions and subtractions.

In a streaming application several kernels or computing
cores usually operate over distinct data vectors, where some
cores act as producer and consumers of the data in these
vectors. Each computing core commonly structured as one
or more nested loops will require a specific data-path which
consumes two or more operands and produce one (or more)
result. If these operands are provided concurrently from inde-
pendent data lanes, a one cycle issue rate pipelined data-path
can actually be clocked at the data read rate, thus resulting in
maximum execution performance. Data reuse can be exploited
by using conventional cache memories associated with each
memory port or custom memory organizations specifically
designed for each computing core as is the example of FIFOs
or stacks. However, while this later option generally leads to
the best memory utilization, the various computing cores exe-
cuted during the lifetime of an application may require several
different memory organizations, which may be impractical to
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satisfy simultaneously or reconfigure in run-time to reuse the
same physical memory. On the other hand, while conventional
memory caching do not exploit any particular knowledge of
the application, it provides a efficient, albeit not optimal, way
to exploit the data locality observed in different streaming
cores.

We propose to assign to each memory port a set of
conventional cache memories which may be independently
configured (in terms of its size, aspect ratio and organization)
according to the needs identified for each particular memory
port. By associating to each memory port (or cache) a set
of data variables used by the application, the cache block
that interfaces that port should be configured according to the
access patterns identified for its set of variables and also the
available amount of on-chip memory. In addition, vectors that
provide data to each computing core should be assigned to
different memory ports in order to provide data in parallel at
the maximum possible rate (this only happens if the requested
data already resides in the caching memories associated to
each port).

The following example illustrates this idea. Consider an
application made of 4 computing cores operating on memory
vectors, that are executed in 4 sequential stages. The cores
require different arithmetic data-paths, synthesized from the
core operations in the innermost loop. In this example we
assume that each element of the result vector requires only
one element of each vector operand and the variables used
are:

• core 1 consumes vectors A, B and C and produces vector D
• core 2 uses vector A and D and rewrites vector C
• core 3 uses vectors B, D and C and produces E
• core 4 inputs vectors A, C and E and writes the output vector

into B
From this example, the best solution for core 1 is to assign

the four vectors (operands and result) to 4 distinct memory
ports (each one associated to a local cache block) to maximize
the data throughput for this computation; a similar solution
also satisfies core 2 (because it uses the same vectors used in
core 1, A, C and D) but core 3 involves an additional vector, E,
that may share a cache memory with other vectors not used in
this stage (ie. A). However, because vector A is used as input
in the next computing block (core 4), the best solution would
be to use a 5th independent memory port for this vector.

In addition to this assignment, the organization of each
cache memory can be chosen according to the size and the
access patterns observed for each vector. All these decisions
can be extracted from the source code of the streaming
application, annotated with design constraints (for example the
maximum number of memory ports allowed) and additional
hints to help guide the synthesis of the custom processor.

Figure 1 depicts the general organization proposed for the
streaming processor. The example presented here uses 3 cache
memories that interface to a single external memory through
a memory access scheduler (like the Xilinx MPMC - Multi-
port Memory Controller), one scratch memory for temporary
storage and a 4 operand data-path that can be configured
to perform some different combinations of operations. The
control-path is implemented with a microprogrammed con-

Fig. 1. General Organization of the Custom Programmable Streaming
Processor.

troller that automates the execution of nested loops with a
minimum overhead in the microinstruction size. The memory
address generators and the loop controllers are the main focus
of this article and described in the next sections.

IV. MICROCODE SEQUENCER

The proposed microarchitecture runs a stored (and encoded)
microprogram and offers additional programming flexibility
for the control-path. This programmable controller allows
easy reconfiguration of the control section and facilitate the
compilation process from high-level software specifications.
The custom microcode includes 3 different sections: loop
control, operand specification and (optionally) an additional
field that specifies the data-path configuration.

A. Looping Controller

The loop control system is capable of executing nested loops
with fixed iteration limits and a total number of loops in a
program that is constrained by the size of a local memory
used to store the loop parameters (number of iterations of each
loop). The looping control is done with a single 2-bit field in
the instruction word that specifies whether an instruction is
a no-loop instruction (002), a start loop (012) or end loop
(112) (the code 102 can be used later for additional looping
control such as operations similar to the break or continue
statements of the C language. Looping with non-fixed iteration
limits can also be supported with the loop parameter table
implemented with a RAM loadable by the running application.
Figure 2 exemplifies the microcode bitfield that encodes a
sequence of loops.

The bitfield that specifies the looping is concatenated with
the other fields of the microinstruction. The shortest loop is
implemented with just two microinstructions that also specify
data-path operations.

This function is implemented by a hardware template of a
finite state machine that is customized at synthesis phase with
the (i) maximum number of loops found in the application,
(ii) maximum number of nested loop levels and (iii) maximum
number of iterations in each nested loop level. A table with
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Fig. 2. Example of the 2-bit microcode that implements the looping
instructions. The loop limits are stored in an auxiliary memory).

the number of iterations for each loop is addressed by a loop
index that is the order of appearance of each loop in the
code. This table can be maintained in a local RAM loaded
at run time (this enables loops with variable iteration limit)
or can be built with a ROM defined at hardware synthesis
time. The complexity of the hardware for this block does not
depend significantly on the absolute number of loops found
in a program but more importantly on the allowed maximum
number of nested loops and the width of the loop iteration
counters.

Table I summarizes implementation results for a few con-
figurations of this module (target FPGA is the Virtex5LX30-3,
and the synthesis tool used was XST 10.1 with optimization
goal set to ’speed-high’). These results show a small FPGA
occupation (less than 2% of the FPGA logic resources) with
a running clock frequency above 200 MHz.

V. MEMORY ADDRESSING

The microinstruction of the microcoded address generator
specifies a set of operands to be read/written from/to memory,
either from local buffers, caches or register files. Rather

TABLE I
SUMMARY OF SYNTHESIS RESULTS FOR THE LOOP CONTROL UNIT.

Max loops
iterations instructions total nested LUTS / FFs / MHz

255 512 7 3 121 / 47 / 290
255 512 7 7 228 / 86 / 259
1023 512 15 7 273 / 104 / 240
1023 512 15 3 164 / 53 / 275
2048 64 3 3 104 / 47 / 301

TABLE II
ITERATION COMMANDS FOR EACH INDEX OF A N-DIMENSION VECTOR;

THE CONSTANT STRIDE (S) IS PART OF THE VECTOR PARAMETERS
DEFINED AT HARDWARE SYNTHESIS TIME.

3-bit command action iteration on index i
000 keep index M[i,j]
001 post-increment M[i++,j]
010 post-decrement M[i–,j]
011 add a constant stride M[i+S,j]
100 sub a constant stride M[i-S,j]
101 set to 0 M[i=0,j]
110 set to maximum M[i=Max,j]
111 reserved

than including in each instruction the absolute address of
the operand, addresses are associated to each local memory
port by an address generator that automates the generation of
addresses based on index iterations on 1D and 2D vectors.

The address generators build the effective memory addresses
for one or more vectors assigned to its memory port through
simple addressing iteration commands. At hardware synthesis
time an address generator if configured with a table that
specifies a set of pre-computed constants for the various
vectors assigned to it (base/end address, dimensions, constant
stride). These constants allow the execution of the iteration
commands described below using only additions and sub-
tractions. Although one address generator can handle several
different vectors that reside in the same memory associated
to it, the selection of one vector for subsequent read/write
requires the execution of a special instruction to make it the
active vector. A simple 3-bit command for each vector index
implements the iteration operations listed in table II and an
additional 2-bit command specifies the operation to execute
with that vector element, as presented in table III (the ”set
vector” command specifies the vector to make active with the
bits normally used for the index iteration command).

TABLE III
THE COMMANDS FOR ACCESSING A VECTOR ELEMENT; THIS IS

CONCATENATED WITH ONE OR TWO INDEX ITERATION COMMANDS, AS
LISTED IN THE PREVIOUS TABLE.

2-bit command action
00 no operation
01 read data
10 write data
11 set vector
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VI. CASE STUDY: THE SOBEL EDGE DETECTION
ALGORITHM

To illustrate the effectiveness of the proposed architecture,
we implemented and evaluated the performance of a hardware
design for the Sobel edge-detection algorithm. The source C
code of the algorithm is depicted in figure 3 and is structured
as two loops with fixed bounds corresponding to the image
width and height. At each iteration of the loop, the algorithm
computes the value corresponding to one output pixel.

void edge_image(int Width, int Height, int th,
int image[Height][Width],
int edge[Height][Width]){

int i, j, v, h;
int c1, c2, c3, c4, c6, c7, c8 , c9;
for(i = 1; i < Height-1; i++){
for(j = 1; j < Width-1; j++){
c1 = image[i-1][j-1]; c2 = image[i-1][j];
c3 = image[i-1][j+1]; c4 = image[i][j-1];
c6 = image[i][j+1]; c7 = image[i+1][j-1];
c8 = image[i+1][j]; c9 = image[i+1][j+1];
h = ( (-1*c1) + (-2*c4) + (-1*c7) +

(+1*c3) + (+2*c6) + (+1*c9));
v = ( (-1*c1) + (-2*c2) + (-1*c3) +

(+1*c7) + (+2*c8) + (+1*c9));
if(h < 0) h = -h;
if(v < 0) v = -v;
edge[i][j] = (v + h) < th ? 0 : 1;

}
}

}

Fig. 3. A Sobel edge-detection algorithm software implementation.

We explore two hardware implementations for this compu-
tation as describe in further detail in the following subsections.
A first, and naive, implementation of this computation requires
8 memory loads and 1 memory store per output pixel and
therefore per loop iteration, as the C code presented above.
In a first hardware implementation we explore a limited form
of data reuse along the lines of the image by caching 5 out
of the 8 pixel values required at each iteration of the j loop.
A second hardware implementation, uses two hardware delay-
lines corresponding to the size of two rows of the image and
thus exploits data reuse both at the i and j loops and thus
substantially reducing the number of memory accesses per
iteration to a single access.

A. Custom Processor Configuration

Figure 4 depicts the architecture of a 4-stage pipelined data-
path for the first hardware implementation of of the Sobel
algorithm. The figure includes the data-path that computes the
value of each pixel alongside a description of the symbolic
microcode. The dashed box calculates the absolute value of
both vertical and horizontal filters in this algorithm; adds
them and compare the result with a threshold to produce
the required 1-bit result. This implementation minimizes the
critical path to a single adder/subtracter as the multiplications
by the constants ±1 and ±2 are embedded into the add/sub
network. To compute the output pixel value at position (i, j)
the data-path receives, in three consecutive clock cycles, the
values corresponding to the array locations (i − 1, j + 1),
(i, j +1) and (i+1, j +1), reusing the remaining 5 pixels in

columns i and i− 1 already in the pipeline from the previous
iteration.

The microcode depicted in figure 4 is structured in several
fields. The first field specifies whether the instruction is a loop,
no loop or end of loop (i.e. Next); the second and third fields
define the operation of the address generators associated to the
two memory ports (vector I has the source image and vector
O receives the result image). The index iteration commands
are applied after the read or write operations. A Nop field
represents the same operation as Set I[i,j] (maintain the
matrix indexes, do not write or read).

The microprogram for the first implementation variant con-
sists of the following sequence of instructions:

• line 0: set I and O as the current working vectors for the two
memory ports setting both indexes to (0, 0);

• line 1: set address of matrix I to (−1, 0) and keep the indexes
of matrix O; this prepares to start the outer loop

• line 2: start outer loop 480 times (this goes through lines 2 to 6,
until the closing Next); set I indexes to column 0 and next row
(this will be 0 in the first iteration); set O indexes to column
−1 and next row;

• line 3: start inner loop 640 times; read current I element and
increment row (when computing the pixel (i, j) this reads pixel
at (i− 1, j + 1)

• line 4: continue inner loop; read pixel in the next row, same
column, and increment row (this reads the pixel at (i, j + 1))

• line 5: end inner loop; read current pixel ((i + 1, j + 1)) and
set the input indexes to two rows above (decrement constant
stride set to 2) and one column ahead; write the output pixel
and advance column

• line 6: end outer loop; keep the row index of output matrix and
set its column index to 0;

The second hardware implementation, with the more exten-
sive data reuse has a similar micro-code in terms of number
of micro-instructions despite the need to access a single data
item at each iteration of the i loop.

B. Performance Analysis

The total number of integer operations executed in the inner
loop (not counting the multiplications by the constants ±1) is
37. This count includes 13 add/sub plus 4 multiplications by 2
(shift left) to compute the output pixel; 4 increment/decrement
to compute the indexes i± 1 and j ± 1 and 8 additions and 8
multiplications to compute the memory address for the i and
j indexes.

The proposed micro-architecture parallelizes these opera-
tions among its three main components: loop control, address
generators and data-path. The first hardware variant computes
one output pixel in each iteration of the inner loop, executing
3 pixel read in 3 clock cycles. This represents the execution of
the 37 equivalent integer operations in each inner loop iteration
(or 3 clock cycles). The second hardware implementation only
reads one pixel to calculate the output pixel and performs in
approximately 1 clock cycle per output pixel.

C. Synthesis Results

The programmable architecture was synthesized to a Xilinx
Virtex 5 LX-3 FPGA with the microprogram and data-path
for the simpler implementation variant as shown in figure 4.
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Fig. 4. The microcode and custom data-path for the Sobel edge-detection algorithm with partial reuse.

For the second, more aggressive implementation variant we
show implementation results but have omit the diagram for
space considerations. The configuration parameters for the
address generators and the loop control modules for both
implementation variants is:

• memory address generator: 19 bits for memory address,
11 bits for matrix indexes.

• loop controller: maximum of 64 instructions, 2 nested
loops, 11 bits for iteration counters.

Table IV summarizes the FPGA occupancy and maximum
clock frequency reported by the Xilinx XST synthesis tool
(ISE 10.1) with the optimization goal set to speed-high. We
report results for the two complete implementation variants,
named here full-reuse and partial-reuse. The re-
sults discriminate the resources devoted to the core data-path
excluding data memories.

TABLE IV
SYNTHESIS RESULTS FOR THE SOBEL EDGE-DETECTION PROCESSOR

CONFIGURATION (THE PERCENTAGES REFER TO THE NUMBER OF
RESOURCES OF THE FPGA V5X30).

Sobel design LUTs Flip-Flops MHz
partial-reuse 1625 (8%) 665 (3%) 186

data-path only 174 (< 1%) 248 (1%) 496

full-reuse 1972 (10%) 1314 (6%) 186
data-path only 523 (2%) 896 (4%) 470

As can be observed both designs are fairly small occupying
less than 10% of the total device resources with the more
aggressive design having a larger data-path component. Both
data-path exhibit an excellent critical-path and thus very large
maximum clock rates. Overall design clock rates are limited
by the micro-coded controller still achieving in moth cases a
very respectable 186 MHz clock rate.

VII. CONCLUSIONS

This article described the organization of a custom micro-
coded hardware architecture that greatly facilitates the de-
sign of custom reconfigurable processors that directly support
streaming and vector computations pervasive in scientific
and engineering applications. The micro-architecture relies

on a custom application-specific data-path that receives data
operands from different data ports supplied by on-chip mem-
ories, either conventional caches or local scratch memories.
The microprogrammed controller supports the implementation
of nested loops with constant bounds, only using a 2 bit
field in the micro-instruction word and a small ROM to store
the loops parameters. The experimental results presented here
highlight the flexibility and excellent performance enabled
by the proposed micro-architecture providing clear indication
that such an approach can be instrumental in substantially
easing the burden of compilation from high-level programming
constructs to configurable computing architectures, and to
scientific computations in particular.
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Abstract—In this paper a new ROM-less structure for binary-
to-RNS conversion modulo {2n ± k} is proposed. The proposed
structure is based on adders and constant multipliers units
without the need for ROMs. The development of this generic
structure is motivated by the inefficient performance and area
occupation of structures that are generated for larger Dynamic
Ranges, from the existing ROM based conversion structures for
modulo {2n ± k}. Experimental results obtained for an ASIC
technology suggest that the proposed conversion structures are
on average 6 times faster and require 91% less area resources
when compared with the residue converters topologies know to
date.

I. INTRODUCTION

The modular characteristics of Residue Number System
(RNS) offers the potential for high-speed, parallel arithmetic
since that it is a carry-free arithmetic system [1]. RNS is
a non-weighted numbering system, which uses remainders
to represent numbers. The basic arithmetic operations (add,
subtract, and multiply) are easily implemented in RNS and
performed over operands that are significantly shorter than
the resulting RNS Dynamic Range. Typical applications for
RNS are in Digital Signal Processing (DSP) for filtering,
convolutions, correlations, and FFT computations [2]–[6].

The state of the art is mainly focused on RNS proces-
sors using co-prime numbers to form the three moduli set
{2n − 1, 2n, 2n + 1} [7]. DSPs based on the binary system
have a Dynamic Range of Mbin = 2m − 1, when considering
an implementation of an equivalent RNS processor, with
this traditional moduli set the dimension of n, has to be
n = �log2(2m)/3� = �m/3�. The Dynamic Range of this
RNS processor is given by MRNS = (2n−1)·(2n)·(2n+1) =
23n − 2n.

Different moduli sets for the RNS processors have been
proposed, in order to increase the Dynamic Range or to reduce
the width of RNS channels, for example {2n± 1, 2n± 3} [8],
and {2n ± 1, 22n} [9], with m = 4n bit representation.

Nevertheless, the choice of moduli sets with modulo {2n ±
k} channels, with unrestricted k values, are quite useful in
the definition of well balanced and large Dynamic Range
RNS. In addition, for a specific Dynamic Range, the choice
of large RNS moduli set would result in circuits with better
performance. This is due to the fact that each channel provides
operands with a smaller number of bits, thus reducing the
delay of the entire RNS processor.

Currently one of the most efficient binary-to-RNS converter
modulo {2n±k} is implemented using the periodic properties
of powers of two of modulo {2n ± k} [10], herein denoted
as 〈2j〉2n±k. However, this approach provides a ROM-based
topology for the converters modulo {2n ± k}. In fact, all
the topologies known to date will derive into unfeasible
performance implementation for medium and large values of
n.

In this work, a novel ROM-less based generic binary-to-
RNS converters for RNS with a Dynamic Range of m = 4n
using {2n ± k} channels is proposed. This topology splits the
4n input bits into 4 input-sets in order to multiply each input-
set by its corresponding factor and reducing by using addition
operations. Furthermore, the use of constant multipliers in the
proposed scheme does not exhibit the exponential increment
as do the structure proposed in the related state of the art.
In fact, implementation results suggest, improvements of 91%
in area and 6 times faster when compared with the modulo
{2n ± k} RNS converters known to date.

This paper is organized as follows. Section II introduces the
formulation needed to design the converters modulo {2n±k}
described in Section III. Section IV presents the experimental
results of the obtained converters implemented in a 0.13µm
Standard Cell ASIC technology from UMC. Conclusions for
this work are presented in Section V.

II. FORMULATION OF RNS CONVERTERS MODULO
{2n ± k}

In this section, two different ways to derive the computation
of 〈X〉2n±k are detailed.

A. Conversion from binary-to-RNS based on periodicity
A converter modulo {2n ± k} transforms a integer X with

m-bit inputs, {xm−1, ..., x1, x0}, into a residue word R of
w-bit outputs, {rw−1, ..., r1, r0}, where w = �log2(2n ± k)�,
typically w = n and w = n + 1 for modulo {2n − k} and
{2n + k} respectively. The input value X is converted from
X =

∑m−1
j=0 2j · xj into 〈X〉2n±k =

∑w−1
j=0 2j · rj . In other

words, it computes:

〈X〉2n±k = 〈
m−1∑

j=0

2j · xj〉2n±k . (1)

However, to compute the division of X by 2n±k, in order to
find the remainder, is a hard operation. The technique proposed
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in [1] give us an improved algorithm based on the expression:

〈X〉2n±k = 〈
m−1∑

j=0

〈2j〉2n±k · xj〉2n±k . (2)

If the weight values, 〈2j〉2n±k, associated to the inputs are
directly available, 〈X〉2n±k can be computed by merely adding
these weight terms 〈2j〉2n±k for which xj = 1.

The weight-selection of the inputs, xj , will be of key
importance for designing the proposed converters modulo
{2n ± k}. From definitions based on the periodic properties
of 〈2j〉2n±k adapted from [11] can be derived two weight-
selection of the inputs for 0 ≤ j ≤ m− 1.

Definition 1: The period P (2n±k) of the odd modulo {2n±
k} is the minimum distance between two distinct 1’s in the
array of m-residues of 〈2j〉2n±k, i.e. P (2n±k) = min{j|m >
j > 0, 〈2j〉2n±k = 1}. P (2n ± k) is simply called the period
of {2n ± k} [10].

Definition 2: The period HP (2n ± k) of the odd modulo
{2n±k} is the minimum distance between a pair of subsequent
1 and 2n±k−1 in the array of m-residues of 〈2j〉2n±k. Note
that 〈2n ± k − 1〉2n±k = −1 [11]. While P (2n ± k) exists
for any 2n ± k, HP (2n ± k) only exists for some 2n ± k.
HP (2n ± k) is called a half-period because if it exists then
P (2n ± k) = 2HP (2n ± k).

Let us denote the two ways of weight-selection, that can
be derived from these definitions, as case 1 and 2 based on
P (2n ± k) and HP (2n ± k) respectively, with 0 ≤ i ≤ 2n ±
k− 1 for case 1, and −2n ∓ k+ 1 ≤ i ≤ 2n ± k− 1 for case
2. The range of the residue converter needs to be standardize
in case 2, by means of the addition of a correction term COR,
in order to obtain residue values in the desired range 0 ≤
|i| ≤ 2n ± k − 1, as is directly obtained in case 1. If the
inputs with associated negative weights are complemented, it
is possible to chose a COR value which standardizes the range
to 0 ≤ |i| ≤ 2n ± k − 1 [10]. Therefore, the correction value
COR, is chosen as the minimum value that satisfies:

〈
∑

j∈〈2j〉2n±k>0

〈2j〉2n±k · xj+ (3)

+ |
∑

j∈〈2j〉2n±k<0

〈2j〉2n±k · xj |+ COR

〉

2n±k

= 0

This can be computed by setting the inputs
(xm−1, ..., x1, x0) to 0 and obtaining the value of COR
that provides the correct output.

B. Conversion from binary-to-RNS based on arithmetics

Considering a binary representation of X , with 4n-bit of
Dynamic Range, it is necessary to compute (4) in order to
obtain the residue modulo {2n − k} of X .

〈X〉2n−k =
〈
23nX[4n−1:3n] + 22nX[3n−1:2n]+

+2nX[2n−1:n] +X[n−1:0]

〉
2n−k

=
〈
23nX3 + 22nX2 + 2nX1 +X0

〉
2n−k

=
〈
k3X3 + k2X2 + kX1 +X0

〉
2n−k

(4)

Where X[k:l] represents the bits l to k of the integer X .

Identically, the residue calculation modulo {2n + k}, is
obtained by:

〈X〉2n+k =
〈
23nX[4n−1:3n] + 22nX[3n−1:2n]+

+2nX[2n−1:n] +X[n−1:0]

〉
2n+k

=
〈
23nX3 + 22nX2 + 2nX1 +X0

〉
2n+k

=
〈
−k3X3 + k2X2 − kX1 +X0

〉
2n+k

.

(5)

Taking into consideration the particular cases of modulo
{2n − 1} and {2n + 1}, conversion from binary-to-RNS can
be performed by:

〈X〉2n−1 = 〈N3 +N2 +N1 +N0〉2n−1 ; (6)

〈X〉2n+1 = 〈−N3 +N2 −N1 +N0〉2n+1 . (7)

For these two modulus, memoryless architectures which pro-
vide fast implementations from the weighted binary-to-RNS
have been described in [9] and [12].

To compute 〈X〉2n+k modular subtractors are required.
Nevertheless, (5) can be simplified in order to only use
addition operations, as depicted in (8).

〈X〉2n+k =
〈
−k3X3 + k2 ·X2 − kX1 +X0

〉
2n+k

=
〈
k3

(
X3 + k + 1

)
+ k2X2 + k

(
X1 + k + 1

)
+

+X0〉2n+k

=
〈
k3X3 + k2X2 + kX1 +X0 + k3 (k + 1)+

+k (k + 1)〉2n+k

=
〈
k3X3 + k2X2 + kX1 +X0 + c0

〉
2n+k

(8)

Since:

〈−X〉2n+k = 〈2n − 1−X + k + 1〉2n+k

=
〈
X + k + 1

〉
2n+k

, (9)

were:
c0 =

〈
k3 (k + 1) + k (k + 1)

〉
2n+k

. (10)

Considering the particular case of {2n+1} modulo equation
(7) can be rewritten as:

〈X〉2n+1 =
〈
N3 +N2 +N1 +N0 + 4

〉
2n+1

. (11)

III. RNS CONVERTER ARCHITECTURES

In this section, the most efficient generic converters modulo
{2n ± k} presented in the related state of the art and the
proposed structures are described.

A. Related work in converters modulo {2n ± k}
Efficient parallel architectures of converters which are suited

to cover the whole spectrum of {2n±k} are presented in [10].
The first scheme is based on three levels as is shown in the
Figure 1(a), which can be described by means the next four
steps.

Step 1: The chosen weight-selection of the input bits
{xm−1, ..., x1, x0} will be case 1 or case 2 depending if the
modulo {2n ± k} is P (2n ± k) or HP (2n ± k), respectively.



127

〈X〉2n±k = {rw−1, . . . , r1, r0}

P (2n ± k)/HP (2n ± k)− bit

Cyclic Adder

(a) Structure of the m-input converter
based on periodicity

〈X〉2n±k = {rw−1, . . . , r1, r0}

τ

(b) ROM-based converter

〈X〉2n±k = {rw−1, . . . , r1, r0}

〈X
′′

1 〉2n±k〈X
′′

1 〉2n±k − (2n ± k)

X
′′

1 X
′′

2

Cout

(c) CPA-based Final Converter

Fig. 1. Modulo {2n ± k} converters proposed in [10]

Step 2: If m < 2P (2n±k)(or HP (2n±k))+1, is assumed
that m′ = m and go to Step 3. Otherwise, compress m input
bits to m′ using a CSA with End-Around Carry (EAC) of
length up to P (2n ± k)(or HP (2n ± k)).

Step 3: Compress m′ bits into m′′ = P (2n±k)(or HP (2n±
k))+1 using a P (2n±k)(or HP (2n±k))-bit CPA with EAC.

Step 4: Due to the {xm′′−1, ..., xw+1, xw} outputs are not
in residue modulo {2n ± k}, a Final Converter (FC) ROM-
based is required to compute the modulo of the resulting EAC-
addition.

The FC modulo {2n ± k} depicted in Figure 1(c), was
presented in [10] with the functionality described as follows.
The set of m′′ inputs is partitioned into two disjoint subsets
X

′′

1 = {xm′′−1, ..., xw, xw−1} and X
′′

2 = {xw−2, ..., x1, x0},
so that X

′′

2 =
∑

w−2
j=0 2j · xj is a residue modulo {2n ± k}

without the necessity of any more modulo computation. X
′′

1 is
converted in parallel into 〈X ′′

1 〉2n±k = 〈
∑

m
′′−1

j=w−1 2
j · xj〉2n±k

and 〈X ′′

1 〉2n±k−2n∓k, which is carried out by means of two
2(m

′′−w+1)×(w+1) ROMs. At the end, 〈X〉2n±k is computed
according to:

〈X〉2n±k =

{
〈X ′′

1 〉2n±k +X
′′

2 , if Cout = 0,

〈X ′′

1 〉2n±k − 2n ∓ k +X
′′

2 , if Cout = 1,
(12)

by taking into account the least significant bits (LSBs) only.
It is important to emphasize that for large values of m′′ the

use of ROMs in this FC is too costly. This situation is majority
common when the value of n is larger, due to in general m <
HP (2n±k) < P (2n±k), every coefficient 〈2j〉2n±k, 0 ≤ j ≤
m−1, represents a different residue modulo {2n±k} without
the necessity of the COR addition. Thus, the FC-inputs for the

scheme presented in Figure 1(a) is m′′ = m, resulting in an
unpractised performance for large values of n.

Therefore, for the cases where the use of large input-ROMs
are required, a second scheme of residue converter modulo
{2n ± k} was proposed in [10]. The scheme translates the
group of bits, xq , for which 〈2q〉2n±k are not powers of
two (herein simply denoted as x∗) into binary, in order to
reduce the number of input bits of the FC. The use of only
one ROM to carry out the translation into binary provides
a high hardware cost for large Dynamic Ranges. Thus, the
computation is split into several ROMs as proposed in [10] in
order to optimize the design.

Figure 1(b) shows this second topology for the particular
case of m < HP (2n ± k) < P (2n ± k). Essentially consist
in a stage of ROMs, a stage of CSA+CPA and a stage with a
FC.

The CSA+CPA stage computes the summation of the ROM-
outputs and the inputs {xw−1, ..., x1, x0}. The maximum value
for the summation of the FC-inputs provides a word of τ

bits, which is smaller than the parameter m′′ derived from
the Figure 1(a). Therefore, the cost of the FC is reduced with
this structure since τ < m′′. The last stage of the FC consist
of an adder modulo {2n ± k}.

B. Proposed converter modulo {2n ± k}

Our proposal is to implement the binary-to-RNS converters
only with arithmetic units, using constant multipliers and
adders units. This is a possible alternative to optimize the
described ROMs implementation in order to minimize the
area and performance cost of the generic converters, for larger
Dynamic Ranges.
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Fig. 2. Proposed structures for converter units from binary-to-RNS

Two identical structures are proposed, one for modulo {2n−
k} and another for modulo {2n+k}, given that representation
values on each modulo have n-bit and n+1-bit, respectively.
In order to implement optimized structures it is considered a
restriction to the k value, namely:

p = �log2 k� ≤ n

2
. (13)

Considering (4) and the restriction of k, the conversion from
binary-to-RNS modulo {2n − k} can be computed as:

〈X〉2n−k =
〈
k3X3 + k2X2 + kX1 +X0

〉
2n−k

=
〈〈

k3
〉
2n−k

X3 + k2X2 + kX1 +X0

〉

2n−k
.

Where the constant value given by k3 could be greater than
2n − k, since k < 2

n
2 and k3 < 2

3
2n, in this case the constant

multiplication can be pre-computed providing an n bit array.
Also, in the case of k2 the constant could be greater than
2n − k. This value is also reduced to the modulo residue.

Considering mi,j as the ki constant multiplication by the
addition vectors Sj , of previous reduction step j. In the first
stage S0 is directly X deriving:

m3,0 =
〈
k3

〉
2n−k

X3

m2,0 = k2X2

m1,0 = kX1

m0,0 = X0 .

(14)

〈X〉2n−k =
〈
m3,0

[2n−1:0] +m2,0
[2n−1:0] +m1,0

[n+p−1:0]+

+m0,0
[n−1:0]

〉

2n−k
=

〈
S1
[2n+1:0]

〉

2n−k
(15)

The addition result S1 obtained in (15) is not reduced
modulo {2n − k}, thus other reduction steps are needed to
calculate the final residue:

〈X〉2n−k =
〈
k2S1

[2n+1:2n] + kS1
[2n−1:n] + S1

[n−1:0]

〉

2n−k

=
〈
m2,1

[n+1:0] +m1,1
[n+p−1:0] +m0,1

[n−1:0]

〉

2n−k

=
〈
S2
[n+p:0]

〉

2n−k

=
〈
k2S2

[n+p] + kS2
[n+p−1:n] + S2

[n−1:0]

〉

2n−k

=
〈
m2,2

[n−1:0] +m1,2
[n−1:0] +m0,2

[n−1:0]

〉

2n−k

=
〈
S3
[n+2:0]

〉

2n−k

=
〈
kS3

[n+2:n] + S3
[n−1:0]

〉

2n−k

=
〈
m1,3

[p+2:0] +m0,3
[n−1:0]

〉

2n−k
.

(16)

From (16) it can be concluded that the converter herein
proposed is implemented with three binay adders, six constant
multipliers, and one modular adder. The resulting structure is
depicted in Figure 2(a). This structure can be further optimized
when n ≥ 2p + 1, given that this optimization allows to
eliminate one binary adder and one constant multiplier in
the converter structure, reducing the third reduction step, as
depicted in Figure 2(a) in grey color.

The conversion from binary-to-RNS modulo {2n + k} has
similar implementation as modulo {2n−k}, described in (17).
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Fig. 3. Experimental results for the proposed converter for moduli {2n − k}
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Fig. 4. Experimental results for the proposed converter for moduli {2n + k}

〈X〉2n+k =
〈〈

k3
〉
2n+k

X3 + k2X2 + kX1 +X0 + c0

〉

2n+k

=
〈
m3,0

[2n:0] +m2,0
[2n−1:0] +m1,0

[n+p−1:0] +m0,0
[n−1:0] + c0

〉

2n+k

=
〈
S1
[2n+1:0]

〉

2n+k

=
〈
k2S1

[2n+1:2n] + k(S1
[2n−1:n] + k + 1) + S1

[n−1:0]

〉

2n+k

=
〈
m2,1

[n+1:0] +m1,1
[n+p−1:0] +m0,1

[n−1:0] + k(k + 1)
〉

2n+k

=
〈
S2
[n+p:0]

〉

2n+k

=
〈
k(S2

[n+p−1:n] + k + 1) + S2
[n−1:0]

〉

2n+k

=
〈
m1,2

[n:0] +m0,2
[n−1:0] + k · (k + 1)

〉

2n+k
(17)

The constant compensation c0 obtained in (10) is substituted
by the constant value c1. This new value has the two other
compensation values needed on the reduction steps and it is
given by:

c1 = c0 + k(k + 1) + k(k + 1)

=
〈
k3 (k + 1) + 3k (k + 1)

〉
2n+k

. (18)

The structure of the generic converter modulo {2n+k} is im-

plemented with two binary adders, six constant multipliers and
one modular adder, this converter is depicted in Figure 2(b).

IV. EXPERIMENTAL RESULTS

In order to evaluate the performance of the binary-to-RNS
converters herein presented, the topologies were described in
VHDL and implemented on a ASIC technology, namely the
0.13µm Standard Cell Technology from UMC. The ROMs
have been implemented using the Synchronous Via-1 ROM
Compiler to UMC 0.13um High Speed Logic Process from
Faraday. The area and delay results were obtained after syn-
thesis with Design Vision Version A-2007.12-SP5.

The first analysis was to evaluate the behaviour of converter
structures, the one proposed by Piestrak [10] and the ones
herein proposed, with variation of k for different values of
n. The experimental results presented in this paper were
obtained for n ∈ [6, 30] and for k in [−15,+15]. As expected,
the structure presented by Piestrak [10] has no variation for
different values of k for the same n. The only exception
is for 5 and 4 values (out of the 65 considered values) for
modulo {2n − k} and {2n + k} respectively. This is due to
the rest of combinations w < HP (2n ± k) < P (2n ± k). The
proposed structure has variations of circuit area and time delay
when increasing the value k for the same n, as represented
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Fig. 5. Results for binary-to-RNS converter for moduli {2n ± k}

in Figures 3(a)- 4(a) and Figures 3(b)- 4(b), respectively for
area and delay. Furthermore, as expected from the theoretical
analysis when comparing the area and delay values for k = ±7
and k = ±9, the k = ±9 structures have less area occupation
and are faster than the first ones. This difference can be
explained by the number of one bits that the value k has
for each modulo, for k = ±7 the constant k have three one
bits and for k = ±9 only two one bits. Considering this, the
implementation of a constant multiplier has less requirements
in terms of circuit area and has a smaller critical path.

In the second analysis the proposed structures are compared
with the ones proposed by Piestrak [10]. This analysis is
made using the average value of k for a fixed n, also for
a fair comparison the proposed maximum (designated as
Proposed max) and minimum (Proposed min) k-values are
represented. In Figure 5(a) the experimental results for circuit
area are presented. From these values it can be conclude
that the proposed structures allows to reduce the circuit area
requirements up to 91%, when considering values of n larger
than 6. Furthermore, the use of constant multipliers in the
proposed structure will not presents the exponential increment
exhibited in the Piestrak [10], as the obtained experimental
results shows in Figure 5(a). The proposed converter has a
speedup up to 6 regarding the related state of art, as depicted in
Figure 5(b). Furthermore, it can be observed that the Proposed
{2n−k} converter is slower than the Proposed {2n+k}, given
it has one more step in the reduction process as depicted in
Figure 2.

Also, AT 2 performance metric is presented for the range
of n and k values used in the experimental results (see
Figure 5(c)). From these results it can be concluded that our
proposal achieves a better performance than the ones proposed
in [10].

V. CONCLUSIONS

In this paper, generic binary-to-RNS converter units for
Residue Number Systems (RNS) using modulo {2n − k}
and {2n + k} channels are proposed and compared with the
related art. Performance results for the proposed converters for
modulo {2n±k}, obtained using a 0.13 µm ASIC technology,
suggest that the proposed conversion structures require an

average of 91% less area resources and is 6 times faster
when compared with the state of art. In conclusion, this paper
proposes new, generic, and efficient implementation of ROM
less conversion units for the modulo {2n ± k}.
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Abstract—This paper presents the first stage of the building
process of a low-cost signing android. We have designed, created
and tested a robotic hand which allows the representation of
the configuration Phonologic Parameter (PP). Although the hand
does not allow to represent a signed message, it is enough for
the representation of the fingerspelling dictionary, which is the
base for our evaluations. Particularly, we have tested the Spanish
Sign Language (LSE) fingerspelling dictionary. However,the hand
allows the representation of any hand shape.

The robotic hand consists of twenty different axes along the
different finger joints. The complexity of sign language requires
great precision when representing hand shapes; thus, the control
systems allows an accurate positioning and synchronization of all
the phalanges when defining the values for each joint.

After the testing stage of the constructed hand, we conducted
an evaluation in order to verify the performance of the system
when used for fingerspelling representation. The obtained result
shows an average recognition rate of 96% of correct answers.
Hence, the developed hand can be used for correctly representing
the configuration PP of the sign languages.

I. INTRODUCTION

Human–robot interaction is an extended research area. The
perception of an user when interacting to a physical element
like a robot is quite different to the perception of screen
representations. It is quite different to see and to drive a race
car in your computer screen than driving a real RC car. Robots
have been used in a wide variety of situations [2], [8], [12]
for interacting with users. One of the applications of robots is
related to accessibility [1], [13], where robots are designed to
assist people with special needs.

In this work we propose a new contribution to the accessibil-
ity aspect of the human–robot interaction, aiding Deaf people
by means of Sign Language (SL) communication. Literature
provides different examples of embodied agents that allow
representing different Sign Languages (SLs) [4], [7], [9], [11],
[17]. However, using robots for SL representation is a new
research direction. Nowadays, according to the estimation of
the World Federation of the Deaf, there are in the world more
than 70 million people with hearing impairment.

Our long term project is the design and construction of
a signing android, a complete torso with every requirement
for signing. In this paper, we present the design, construction

and implementation of a human–like low cost robotic hand.
The communication capabilities of the robotic hand have been
evaluated by means of the representation of the Spanish Sign
Language (LSE) fingerspelling dictionary.

A quick view of SLs is given in section II and the state of art
about robotic hands and their actuators is presented in section
III. The design of our robotic hand and how it is controlled,
are presented in sections IV and V respectively. Finally, the
experiments carried out can be found in section VI and section
VII summarizes this work as well as presents our conclusions.

II. INTRODUCTION TO SIGN LANGUAGES

There are different theories describing the phonologic prin-
ciples of the SL [15], [20]. The main difference between them
is the number of phonologic parameters (PP) that are involved
in the definition of each element in a signed message. The last
linguistic theory for LSE, described in the first official LSE
grammar [10], proposes five different PP: The configuration
PP, the Orientation PP, the Location PP, the Movement PP and
the Non-Manual PP. The configuration PP describes the hand
shape. The Orientation PP defines the orientation of the hand.
The Location PP defines the spatial position of the hand. The
Non-Manual PP defines the facial expression and the body
posture. The Movement PP defines variations to any of the
previous PP in the representation of the sign. A complete
description of a sign is made assigning values (phonemes)
to every PP.

To perform an effective communication in SL, it is neces-
sary a complete torso because the different PPs are produced
using hands, wrists, arms, shoulders, thorax, head and face.
This work has focused on the construction of a robotic hand
with full range of motions for the fingers. This hand only
allows representing the configuration PP. Hence, a complete
signing is not possible. However, a signed message uses the
fingerspelling dictionary during the signed communication to
spell words like names. The fingerspelling dictionary is quite
related with the configuration PP, as each letter of the alphabet
is related to a configuration phoneme. Therefore, although it
is not possible to perform a complete signed message using
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just one hand, it is possible to spell a word and evaluate the
intelligibility of this robotic hand in this task.

The fingerspelling dictionary varies for the different SL,
around the world. In this work we have defined the configura-
tion phonemes related to the LSE fingerspelling dictionary, that
is showed in Fig. 1. However, defining any other fingerspelling
dictionary would be a simple task.

Fig. 1. The fingerspelling dictionary on LSE

III. ROBOTIC HANDS: STATE OF ART

Creating a robotic hand for the emulation of the movements
of a real one is a difficult task. The human hand is a complex
structure with many different and specific movements. In order
to generate those movements, several techniques are being
used. Those elements that provide motion are called actuators,
and each axis where a movement is applied, is called a Degree
of Freedom (DoF). The election of the best actuator to be
used in a robotic hand is strictly related to the purpose of the
hand. This purpose also determines the number of DoF that
the structure requires.

A common approach creating a robotic hand is to use
electric motors for generating the motion and gears to apply
it. Hands like the DRL/HIT [16] hand, the MA-I [22] hand
or the SKKU [3] hand, which can be seen in Fig. 2, use this

kind of actuators. These hands are designed for interacting
with objects and testing grip algorithms, so they have different
pressure, temperature or position sensors, to acquire data from
the environment.

(a) DRL/HIT Hand (b) MA-I Hand (c) SKKU Hand

Fig. 2. Robotic hands with electric motors

Another approach for creating robotic hands, is to use
electric motors placed away from the DoF, like the forearm,
and to transmit the movements using tendons to the phalanges.
Examples of hands that use this kind of technology are the
Shadow hand (a commercial hand valued 130 000 e), the UB
3 hand [18], or the Cyber Hand [5], which can be seen in
Fig. 3. This robotic hands have similar dimensions to a human
hand, as they situate the actuators on free areas.

Other actuator technologies that are used for this kind of
robotic projects, are those which try to imitate the actions
of the human muscles. Two different technologies are: (I)
Pneumatic Muscles (PM) [21], which run on compressed air,
and (II) Shape Memory Alloy (SMA) muscles [6], [19] which
contract when electric current passes through them. Some
hands built with this kind of actuators are depicted in Fig. 4.
The presented hand with PM technology, is a commercial hand
from the Shadow Robot Company (valued 85 000 e).

A. Discussion about the State of Art applied to our Robotic
Hand

Although the hands presented before can perform different
movements, they do not fulfill the requirements for being used
in a low-cost signing android. We will discuss the pros and

(a) Shadow Hand (b) UB 3 Hand (c) Cyber Hand

Fig. 3. Robotic hands with electrical motors and tendons
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(a) Robotic hand
with PM actuators

(b) Robotic hand
with SMA actuators

Fig. 4. Robotic hands with tendon-based technology

cons of each technology and the possibility of using them in
our project.

Hands presented in the first group have all the actuators and
the mechanical parts placed in the interior of the hand, making
easier the possibility of adapting it to any other structure (i.e.,
any robotic arm). Consequently, this kind of hands are bigger
than a natural one and its shape is less anthropomorphic. For
this project it is necessary to create a self-contained robotic
hand, in the shape and proportions of a human hand. This will
make easier its adaptation to the future android.

Hands with electric motors placed in the forearm, do not
meet the requirement of being self-contained. However, they
are more similar to human hands than the previous ones.
Moreover, the control system and the mechanical parts are
too complex and expensive to apply to our low-cost aim.

Finally, hands with “muscles-like” actuators, produce nat-
ural movements because they are created the same way as
human’s. These actuators are very expensive, and is needed a
specific control system to support the compressed air or the
high currents needed. Hence, they have been discarded for our
project.

In our case, as the hand only needs to adopt different
postures without taking special care about the strength, an
accurate and fast actuator with a simple control system is
required. In that way, it has been decided to use low-cost
servomotors placed in the palm and the interior of the finger
joints.

IV. THE ROBOTIC HAND

In order to correctly represent the configuration PP, the
robotic hand needs to be able to adopt all the positions that the
human hand allows. For doing this in a low-cost environment,
it is necessary to achieve an efficient and functional design
that allows simplifying the mechanics and the electronics.

A. Design

The human hand has three joints per finger [14], the
metacarpophalangeal joint (MP), which links the finger to
the palm; the proximal interphalangeal joint (PIP), which
links the proximal and the medium phalanges; and the distal
interphalangeal joint (DIP), which links the medium and
the distal phalanges. Each joint has different movements,
involving flexion, abduction and a small rotation afforded by
the movements of the palm. A simplified design of the hand,
removing the palm’s movements, proposes a complex structure
composed by twenty DoFs. This means, that for doing each
movement independently, it will be at least necessary twenty
different actuators.

A deep study of the of human hand’s anatomy reveals
a possible simplification of the previous design: due to the
disposition of the tendons that create the flexion of the PIP
and DIP joints, it is almost impossible to move the DIP
joint alone. When the PIP joint flexes, the DIP joint flexes
too, with nearly the same angle. This is because both joints
share the tendon that generates the movement. Considering
this property in our design of the robotic hand, the DIP joint
motion will be linked mechanically with the PIP one, reducing
one actuator per finger. In this new design it is only necessary
three actuators per finger: one providing flexion to the PIP
and DIP joints, another providing flexion to the MP joint, and
the last one providing abduction to the complete finger on the
MP joint. However, for the thumb finger, this simplification
is not valid, as the DIP joint can flex independently. With
three servomotors per finger and four in the thumb, our motion
model of the robotic hand has sixteen actuators that manage
the twenty different DoFs to correctly adopt any position.

To generate the PIP flexion for each finger, and therefore
the DIP flexion, an actuator is placed inside the joint, applying
directly the movement to the phalanx. To link the movement
of the DIP joint with the PIP joint, a system of rod-crank
has been developed. A rod is fixed at the end of the proximal
phalanx and on the distal phalanx, near to the DIP joint. When
the PIP joint flexes, the medium phalanx moves and, because
of the action of the rod, the distal phalanx flexes too. This
system is presented in Fig. 5, where it can be observed how
the rod acts over the DIP joint when the PIP joint flexes.

Another relevant issue related to the design of the robotic
hand is the MP joint. It manages the flexion and abduction
movements of the finger. Some of the robotic hands built with
electric motors (see section III) use in this joint two motors
in simultaneous rotation that communicate their motion to a
set of differential gears. If the motors rotate in the same way,
the finger flexes, whereas the motors rotate in different way,
the finger does abduction. Our low-cost solution devised for
this complex joint is to separate the placement of the two
servomotors that create the motion of the finger. In this way,
the actuator that manages the flexion is placed in the MP
joint and applies the motion directly to the finger, whereas the
actuator that provides the movement of abduction is placed in
the palm, and applies its movements to the lateral of the finger
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through a steel rod.
A 3D model of the final design is presented in the Fig. 6(a),

and the built hand can be observed in the Fig. 6(b)
The final price of the robotic hand built, including materials,

actuators, mechanics and electronics, is less than 100e . So we
have achieved the aim of a low–cost robotic hand.

V. CONTROL OF THE ROBOTIC HAND

The robotic hand is controlled by a specially designed
hardware. This hardware connects the hand to a PC and allows
the user to control it by sending three different commands.

A. The Hardware control system

To control the sixteen servomotors we have designed and
created a Printed Circuit Board (PCB) with a low-cost micro-
controller as the “brain” of the system. The PCB also contains
a chip to adapt the communications between the PC (FTDI
232) and the micro-controller (ATMEGA 162, ATMEL), all
the necessary electronics, and the necessary ports for connect-
ing the actuators and programing the system.

The servomotors are actuators that contains in their interior
an electric motor, the reduction gears, a position sensor, and all
the electronics needed to control the position of servomotors’
axis. The control of a servomotor is made by sending a
Pulse Wide Modulation (PWM) signal which consists on a
narrow, width-variable pulse between 1,5 and 2,5 milliseconds
repeated with a period between 10 and 30 milliseconds.
Depending on the width of the sent pulse, the servomotor
places his rotor on a proportional position; if the pulse is the
narrowest possible, the rotor will be placed on the 0 degrees
position, whereas if the pulse is the widest, the rotor will be
placed on the 180 degrees position.

To generate an independent control signal for each of the
servomotors used in the robotic hand, it is needed at least
sixteen counter units. Each counter unit, should create the
control pulse that defines the position of the related actuator.
As we are using a low-cost micro-controller to generate that
control signals, it is not possible to create sixteen different

Fig. 5. Diagram of the DIP link. The dotted circle represent the action ratio
of the rod that links the proximal phalanx with the distal one. If the medium
phalanx moves, the distal ones do it too because of the rod.

(a) 3D model of the Robotic
Hand

(b) The Robotic Hand built

Fig. 6. Design and results of the Robotic Hand

PWM signals because it has not enough counter units. The
solution of this problem is to multiplex the PWM signals.
The multiplexing algorithm used consists of taking advantage
of the time that the control pulse is off on each period of
the signal, dividing it into little windows. The width of that
windows, is the maximum possible width of a control pulse,
and on each of them, the algorithm will sequentially create a
different pulse to control the multiplexed servomotors. Thus,
in each period of the control signal, the control pulse of each
multiplexed servomotor is sent. Fig. 7 shows one period of
a signal that controls five servomotors with this algorithm,
where each servomotor places his rotor on a different position
depending on the width of his control pulse.

Fig. 7. Algorithm used to control several servomotors with one control
signal.

Another problem using servomotors as actuators is to con-
trol the speed, which is a dual problem. On one hand, a fast
movement can create problems of inertia by moving parts
and therefore, some internal pieces can suffer damage. On
the other, making the representation of any fingerspelled letter
understandable and avoiding collisions, the fingers should
reach its final position in a particular sequence. Meaning that
each joint needs to have a different speed depending on the
variation of the angle. This dual problem has been solved
by making each servomotor reaching its new position in a
configurable number of hops, established with a variable called
“speed”. We control the overall speed and also, since all the
actuators reach their final position in the defined number of
hops, the gesture is correctly represented.
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B. Controlling the Robotic Hand with a PC

In order to control the robotic hand connected to the serial
port of a PC, three commands have been implemented. These
commands allow setting individual values to each joint, to
change the global speed and to execute the movements.

To make easier the control of the robotic hand, the Java
application shown in Fig. 8 has been developed. With this
application, by moving the sliders of the right side, the
corresponding joint will receive the new commanded position.
Moreover, group movements can be ordered easily by selecting
one of the preconfigured letters of the LSE fingerspelling
dictionary. Pressing the “move” button, commands the hand to
perform the movement. The speed of the movements can be
defined by moving the slider placed above the “move” button.

Fig. 8. Java application for controlling the robotic hand

VI. EXPERIMENTS

In order to test the functionality of the built robotic hand,
some internal tests and an user evaluation have been carried
out.

To test the robotic hand we have represented, as it was
our goal, the configuration PP of the LSE fingerspelling
dictionary. An image representing this dictionary, using the
robotic hand can be found in Fig. 9. We verified that all
the joints correctly reach their limits. We also checked the
strength of the structure, both in static positions and during
the movements.

The user evaluations consisted of a set of twenty different
configuration phonemes. Two different groups of seven people
each performed this evaluation. Users where positioned in
different places, so they observed the robotic hand from
different angles. During the experiments users were asked to
recognize, with the help of the LSE fingerspelling dictionary
depicted in the Fig. 1, the letter that the robotic hand was
representing. The whole experiment lasted for each group an
average time of fifteen minutes, leaving around twenty seconds
to observe and find represented letter and ten seconds time to
write the answers.

The users (4 women and 10 men) did not have any knowl-
edge of SL. The age of the users are from 22 to 58, being
the average around 32 years old. First group was compound
of 7 engineering students (3 women and 4 men), whereas the

Fig. 9. LSE dictionary represented with the robotic hand

second was compound of 7 engineering teachers (1 woman
and 6 men).

The results of the experiments can be seen in Table I. In
SL, some letters share the same configuration PP but differs
on the orientation or the motion of the sign. For that reason, as
the robotic hand can only represent the configuration PP, the
answers have been considered valid when any of the letters
that share the configuration phoneme have been recognized.

While analyzing the results of the first group of users, we
noticed that there was a common error identifying the letters
of the group M-W, that had been confused with P. This little
mistake was resolved exaggerating the hand–shapes of both
configurations. It can be seen in the results, that this change
improved the recognition of these conflicting letters.

The obtained results after the experiment shows a recogni-
tion rate of 95.7%.

VII. CONCLUSIONS

We have present in this paper the building process of a low–
cost robotic hand to represent the configuration PP, evaluated
with the representation of the LSE fingerspelling dictionary.
This is the first step in a much larger project which involves
the construction of an signing android.

Some of the existing robotic hands are very expensive and
difficult to control. However, we have achieved the goal of
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TABLE I
RESULTS OF THE EXPERIMENT. THE TABLE SHOWS THE NUMBER OF CORRECT ANSWERS OF EACH GROUP.

Question
Group B D IZJ F MW R K Q A UVN S E O UVN L LL C P T X Y Average

1 7 6 7 7 2 7 7 7 7 7 7 7 7 6 7 7 5 7 7 7 93,6%
2 7 6 7 6 7 7 7 7 7 7 7 7 7 7 7 7 6 7 7 7 97,9%

Total 95,7%

creating a low-cost hand by means of a optimal design. This is
possible due to an effective placement of the sixteen actuators
that provide the hand with twenty different DoFs. Moreover,
we use cheap and easy-to-control actuators, the servomotors,
that provides a fast and accurate movement to the parts of
the hand. We have presented how to control sixteen different
servomotors with multiplexed signals generated from the two
existing counter-units of the low–cost micro-controller.

Experiments have been carried out by two different groups
of users without previous knowledge of LS in order to test
if the represented letters were recognized. The results show a
recognition rate of 95,7%.
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Abstract—The design of fault-tolerant electronic sys-
tems had involved several aspects, from technological
platforms (like microcontrollers or FPGAs) to error-
minimization design methodologies, with the main
objective designing a complete system with a low
probability of failure. A proposal currently in research
is based on the Triple Module Redundancy (TMR)
implemented in a FPGA. This paper proposes an
architecture based on Network-on-Chip (NoC). It is
inspired on the features of a TMR system, to pro-
vide fault tolerance with respect to an original non-
redundant system. With this proposal a fault model
analysis has been made to demonstrate its fault toler-
ant capabilities and establish under what conditions a
system failure can occur. Also, this analysis has been
validated using a behavioural simulation.

I. Introduction

In the area of fault-tolerant systems design, there
are research efforts in electronic technologies and design
techniques focused on developing safety-critical systems,
where a system failure can result in catastrophic events
like accidents or human deaths. Both, in design and in
operation, the main objective is having a probability of
failure as low as possible (usually bounded by regulations
bodies), but also taking account of the overall cost among
other trade offs. Nowadays, the design efforts are focused
on using Commercial Off-The-Shelf hardware (COTS),
and on the application design techniques in order to
enforce fault tolerance in the overall system, and thus get
a better compromise between functionality and cost [1],
[2].
On the other hand, trends in COTS hardware (and

electronics in general) are directed to Deep Sub-Micron
technologies (DSM); now having greater computational
power and greater integration levels. With increasingly
complex integrated circuits, design methodologies are
focused to create complete systems on a single device
or System-on-Chip (SoC) designs. In addition to this,
designs are growing in size and complexity, to the point
of talking about Multi-Processor System-on-Chip (MP-
SoCs). At this level of complexity several problems occur:
signal delays on the connections inside the chip becomes
important, component synchronisation is limited, using
traditional bus architectures lacks scalability, among other
problems.
In order to overcome previously mentioned problems,

there are several proposals collectively known as Network-
on-Chip (NoC) architectures [3] [4]; those are based on a
communications network to link heterogeneous or homo-
geneous IP cores. These NoC architectures are conceived

for designs where conventional buses are the bottleneck for
performance in the overall system. In this case, the NoCs
provides some advantages like [5] : efficient and reliable
communications between components, detachment be-
tween communications and computations, interface stan-
dardisation that eases IP core reuse, allow application
of the GALS paradigm (Globally-Asynchronous Locally-
Synchronous) [6] that aim to solve signal distribution
problems on the chip, among others [7], [8], [9].

Implementation of that kind of systems can be done
with FPGAs, not only offering a test platform but also a
viable choice for a final implementation (compared with
an ASIC design). However, designs with FPGA has special
considerations related to its reliability, and it must be
carefully managed. Particularly, SRAM based FPGAs are
sensitive to radiation induced faults [10]. Those faults goes
from bit flips in block RAMs, changes in configuration
memory that can modify implemented logic, up to per-
manent hardware failures. For these reasons, there is a
growing interest focused on design and implementations
of fault tolerant systems with FPGAs [11].

In order to improve the overall fault rate in FPGA based
systems, this paper proposes a novel architecture based
on a NoC that implements a triple redundant system in a
FPGA. As shown below, this architecture not only reduces
the overall system fault rate, but also provides additional
advantages:

• It allows to trace faults in each component of the NoC
(nodes, routers, or links), allowing to apply correction
strategies involving affected components.

• It allows a customized configuration, as with the
redundancy level as with the network topology. This
configuration allows to make trade off decisions: ei-
ther have greater fault tolerance or use less resources.

Based on this architecture a fault model analysis was
made, identifying its possible fault events and conse-
quences to establish the list of fault events and conditions
needed to a system failure.

This proposal was asserted initially with a behavioural
simulation based on a Transaction Based Model (TBM)
with fault injection support, developed for this proposal.
This simulation only covers high level aspects of the NoC
architecture: IP cores and routers modelled as objects
with a behavioural algorithm, exchanging information in
a transaction - based approach.
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Fig. 1. Proposed NoC TMR architecture

II. Previous work

There are several proposals to enhance fault tolerance
on NoC systems. Park et al. [12] had proposed tech-
niques and enhancements to the NoC structure and its
components. Those techniques are applied to overcome
on-chip errors like SEUs (Single Event Upset) or SHEs
(Single Hardware Error, or hard fault as mentioned in the
paper) with some protection measures like error detection
and correction on interconnection channels. Also, they
propose a retransmission scheme and a deadlock recovery
mechanism for their routers architecture.

Another approach towards fault tolerance was pre-
sented by Dumitraş et al. [13]. They proposed a ran-
domised gossip protocol that provides fault tolerance by
means of random dissemination of a message through the
NoC. They argued that the probability of a failed message
transmission can be reduced with that scheme without
resorting to a flooding algorithm. With this approach,
they made communications in the NoC more reliable with
a certain probability, and also they briefly mentioned
duplication of IP cores to increase fault tolerance of the
chip’s functional behaviour.

The proposal in this paper had been inspired by some
of these previous ideas: apply some techniques for on-chip
errors in NoC components, use IP core replication, and the
idea of disseminating messages through the NoC has been
used but in a deterministic manner. However, the proposal
approach is focused towards the following objective: give
fault tolerance to a complete system, considering that
its individual components can fail and eventually recover
from the faulty scenario.

III. Triple module redundancy architecture

Based on a composite system made of several IP cores
or Functional Blocks (FB), a triple module redundant
architecture is classified in [14]:

• Single voter TMR: the system is replicated three
times and one voter is used at the output.

• Multiple voter TMR: each replicated FB has one
voter, with its output connected to the next set of
FBs.

• X-TMR : architecture used by TMRTool from Xilinx
[15]. It uses a set of intermediate majority voters for
its combinatorial and sequential logic, and another
set of minority voters with three-state buffers for its
output.

The proposed architecture is shown in the figure 1.

Each replicated FB (shown as rectangles) has its own
router inside the NoC. Routers are the main components
in the NoC (shown as circles); they provide both network
functionality and fault tolerance, as explained in section
III-A.

The NoC topology is based on a 2D grid, where each
row element is replicated FBs of the same type, and each
column element is a different stage in a sequential scheme
computation. On the last stage we started using a single
output FB for convenience of the simulation model, but
it can also be replicated providing an output voter.

Routers use point-to-point connections between its FB
and neighbour routers called Router Links (RL). The link
between FB and their router can be seen as the network
interface for the FB, is called Local Node Bus (LNB).
Since the nature of FBs are usually input - output boxes,
where it is waiting for input and generating output, the
LNB is master on the router side and slave on the FB
side. Communications can be initiated by the router or the
FB through an interrupt signal, and the router can have
access to other registers (e.g. FB state registers). Also, the
reverse case can be used for FBs receiving inputs or when
it is preferable to have FB as master.

The interconnections between routers are not based in
a master-slave scheme, but a symmetrical link, when the
data transfer can be started independently by each router.
For this link, a dual symmetric Wishbone - based bus
has been proposed, where each end has a master and
a slave interface, allowing independent send and receive
operations.

It should be noted that, keeping aside the LNB interface
and the access to state registers, the FB behaves like a
non-redundant, not fault-tolerant, isolated system: just
waiting for input and generating output. Its fault toler-
ance emerges within the NoC architecture, as explained
below:
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A. Router architecture

Fig. 2. Router structure

The internal structure of a router is shown in the figure
2. A brief description of its components:

• Router Intercon (RI): interface to the router inter-
connection link.

• FIFO: memory FIFO that hold incoming - outgoing
packets.

• Matrix interconnect: crossbar controlled by routing
control.

• Routing Control: executes the routing algorithm,
keeps information about its neighbours (like static
routing tables) and makes routing decisions by con-
trolling the Matrix interconnect.

• Link status: maintain information about fault events
and defines link states based on that information.

• Local Node Bus (LNB): interface to the router’s FB.
• Arbiter (Arb): applies arbitration decision on this

router before sending data to FB.
• Packet generator (PktGen): prepares data for sending

as a NoC packet.

The routers direct generated packets from its FB (data
received by LNB and packet generated in“PktGen”) to the
indicated destination. That destination is the next FBs
in the calculation sequence, and its programmed into the
router table beforehand. This router table is a list of all
possible packet destinations and routers that are closer to
this destination.
The routing algorithm is based on packet splits inside

routers: when a packet arrives to a router, it checks its
“multicast” destination addresses and which neighbour
routers can relay the packet for each destination. When
one of these addresses is the same as the router, it
makes a copy to send it to the voter (Arb). When the
packet has other destination addresses that can be relayed
through one neighbour, it sends the packet with the same
destination addresses (without this router address in case
of the destination contains it). And, when the packet
has other destination addresses that need different relay
neighbour routers, the packet is split: the packet is copied
for each relay router, and the destination addresses in each
copy are adjusted depending on the destination. Figure 3

Fig. 3. Example of the packet split mechanism

presents an example of how a packet is split: a packet
with destination addresses {1, 2, 3} is first split into two
packets with destinations {1} and {2, 3}, and then sent to
different neighbours.

Due to the TMR structure, each information unit from
LNB generates a new packet with a three addresses desti-
nation, because the packet must arrive at three FBs (the
next replicated FBs). Note that these three destinations
will arrive on three different routers, each of them with
individual voters. For each calculation stage the NoC must
transport three initial packets or nine split packets.

For the simulation model we choose a store-and-forward
switching technique, but other techniques like VCT or
wormhole switching are also applicable. For the sake of
analysis, different switching protocols give different fault
probabilities in the router fault model. However, this ar-
chitecture requires that routing decisions must be taken in
each router, i.e. the packets don’t have information about
the route they should take, only destination address. A
routing path for a packet is “made” in each inter - router
transfers.

Between the Matrix interconnect and LNB, a majority
voter (“Arb”) is put as a filter for input data.

• The voter receives three packets from the preceding
FBs. Each packet is identified by a source address
(router in which the packet was generated) and a
sequence number that identifies a particular calcu-
lation in the replicated FBs. In that way, packets
with the same sequence number should have identical
data payload from that FBs. Then the voter selects
the correct data by majority and with a timeout
mechanism, which detects when a packet has not
arrived and judge the missing packet as an error.

• The packet generator set up multicast packets to
predefined destinations. In the packet the sequence
number is added, and a jump counter that records the
number of router-to-router transfers of the packet.
This jump counter allows discard a packet moving
in the NoC for a long time without reaching its
destination.
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B. Router interfaces

Router-to-router links should have error correction and
detection codes in order to identify faulty connections and
allowing a router to avoid error transfers. However, this
code must have a fast implementation to avoid excessive
transmission delays between routers. For this architecture
a SECDED code (Single Error Correction and Double
Error Detection) is proposed (e.g. Hamming codes with
additional parity bit), although it was not used on the
simulation model.

C. Packets

In a basic packet there are several mandatory header
fields: a source address, a destination group or addresses,
a sequence number for the voting process and a jump
counter. When the packet arrives to a router, it checks
its destination addresses and jump counter to make the
routing decision. The destination addresses are one-hot
encoded because it is easy to check and modify in hard-
ware. Source address is binary coded because it is only
useful to the voter together with the sequence number.
Through the NoC, PktGen in the router create the initial
packet, and then the routers will modify its destination
addresses and jump counter.

This type of packet is used during main operation of the
system, but also the NoC can have other types of packets:
router status information can be transmitted to other
routes or to a special monitor node, FB synchronisation
packets can update the FB status with regard to other
redundant FB, or even non-critical packets in case of
a hybrid NoC structure with normal and safety-critical
components.

Since the main packets flowing in the NoC has fixed
destinations and does not have a “broadcast” nature,
algorithms like randomised gossip protocol or flooding
protocols are not applicable [13].

IV. Fault model

This analysis was made based on the assumption that
only one fault on the system affects only one of the
components. Other type of faults may affect more than
one component, but in that case they are considered as
a multiple fault case, which is modelled as some simple
faults on the affected components.

Based on the affected component there is defined three
different fault types:

A. FB fault

Inside a FB there are two options:

• (PFBe) Error on data output. This fault is detected
and corrected in the voter of the destination router.
This is the equivalent functionality of a TMR system.

• (PFBm) Missing data output. In this possibility, the
source router does not generate any output packet,
therefore the destination router uses the timeout
mechanism to identify the faulty FB and calculate
the correct data from the other two FBs.

B. Router interfaces fault

Each channel that connects two routers can have faults
(noise or signal stuck, caused by crosstalk, SEUs or SHEs)
that cause packet errors (PICONs). This fault is defined as
detectable error, although depending of the error type it
can be corrected at router arrival. In this case the channel
coding along with acknowledge signals provide informa-
tion about channel state and error events. Through the
router interconnection interface, this faults are reported
with the acknowledge signal; with this information the
router can decide to use an alternate route. In this case
the packet can suffer a delay in the destination voter.
A more serious fault (defined differently as PICONh) can

overcome the channel error detection capability, and a
erroneous packet can arrive at a destination router. In
this case the voter must identify the packet as erroneous
data and take the other two packets.

In case of multiple faults (e.g. multiple channels faults
enough to make the router unable to send the packet), as
last resource the packet will not arrive at voter and the
timeout mechanism is used.

C. Router fault

A router fault is the most critical, because it not only
affects its FB but also routing paths from other routers. In
this case the router faults are more diverse and complex
to localise.

• (PRi) Port to router interface fault (Router Interconn
and FIFO): Although this components are part of
the router, this fault is modelled as a router interface
fault (defined in section IV-B) because the router can
operate through its remaining ports.

• (PRl) FB local bus fault: This fault covers voter faults
(Arb), packet generator faults (PktGen) or FB LNB
faults. This fault affects only FB functionality, other
router functions are not affected, therefore this fault
is equivalent to a FB fault.

• (PRrt) Transient routing fault: a packet wrongly
routed can “wander” through the NoC and uses net-
work resources. A transient decision error could cause
a packet to arrive to another router, but the routing
tables in each router has information on how to reach
any of the other routers in the NoC, therefore the new
routing decision bring the packet back to the correct
path in exchange of an additional delay.

• (PRrm) Multiple routing fault: Similar to the pre-
vious case, multiple error decisions can be detected
through its jump counter. In this case, when the
packet reaches the maximum number of router-to-
router jumps, it must be discarded to avoid network
congestion. Again, a missing packet is managed by
the destination voter.

• (PRmi) Matrix Interconnect fault, packet corruption:
A minor fault in this component can alter a packet on
its way and make it erroneous. This packet is detected
at the router interface. Also, a major fault can keep
the packet flow. In both cases the destination voter
assumes missing package and calculates the correct
decision.
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• (PRt) Total router fault: for instance, a clock fault
can take the router“off-line”, effectively disconnecting
its adjacent routers. This fault is detected when all
its router interfaces are faulty, and it requires special
help from its adjacent routers to record the fault.
A missing router means a missing packet from its
FB (compensated by arbitration mechanism in next
calculation stage) but also affects other routers that
have to use alternate routes for its packets, increasing
packet delay.

D. Multiple faults

Previous sections showed that each single fault event
has its compensation mechanism. In that case, the system
can operate in“degraded”mode: the system keeps working
but its fault tolerance capability has been reduced. Taking
account of the separation of FBs from different IP cores,
a set of FB as the grouping of replicated FBs and its
associated elements are defined. This grouping is shown
in Figure 4.

Fig. 4. FB set and its fault types

With this approach, the NoC guarantees that various
faults can be tolerated, as long as there is only one fault
per FB set. In that case, each FB set is independent in
its fault modes, i.e. a single fault in a FB set (the FB set
will be in “degraded”mode) will not affect other FB sets.
In a FB set there is four event groups:

• (PD) Packet delay event: Included faults are
(PICONs), (PRi) and (PRrt).

• (PPE) Packet error event: Included faults are (PFBe),
(PICONh), (PRl), and (PRmi).

• (PPM) Packet missing or discard event: Included
faults are (PFBm), (PICONh), (PRl), (PRrm), and
(PRt).

• (PALT) Alternative route event: Included faults are
(PRrt) and (PRt).

• (PR) Router failure event: Included fault are (PRt).

This event groups defines the consequences of each
event. With this definition we found that packet events
(PPE) and (PPM) could cause total system failure:

• Two faults on the FBs, making packets with data
errors in two of three of the replicated FBs (two
events of type (PPE)). In this case, the destination
voter sees three different inputs and cannot calculate
a decision.

• One fault in a FB making packets with data errors,
and one fault that causes a packet discard (two

events of type (PPE) and (PPM)). In this case, the
destination voter sees two packets (one valid and one
erroneous) and a missing packet. Again, the voter
cannot calculate a decision.

Other fault combination causes two missing packets
(two events of type (PPM)). In this case, the voter has
additional information about faults in two packets and
can work with the last packet (assuming the scenario of
two faults: last packet being correct).

V. Simulation

The proposed architecture was simulated to validate its
fault model analysis. A custom modelling and simulation
platform for NoCs called NoCModel was used [16]. This
platform allows using several models from high level
descriptions to detailed descriptions close to a hardware
implementation.
The simulation model has three levels: a high level

behavioural model, an intermediate model which each
component is behavioural but with detailed interface
descriptions, and a fully detailed model close to a RTL
model. This model scheme allows fast simulation and
easy architectural and topology changes with the first
level, verification of the NoC protocol with the second
level, components verification with the third level, and
also incremental corrections on the design with each level.
Also, the models allowed to verify the mechanisms to mask
injected faults from the previous fault model analysis and
ascertain the conditions for system failure mentioned in
section IV-D. NoC model was based on a 2D grid with
seven nodes as shown in figure 5.

Fig. 5. NoC model for behavioural simulation

• FBs: there are three FB types: Source FBs that
generate data from a test vector, Processing FBs
that work as input - output blocks, and a Sink
FB at the end which asserts the processed output
with expected values. This FBs were modelled as
algorithms handling integers as data units, with a
custom delay in its processing. Each FB model can
inject two kind of faults: change data on output and
avoid send data output.

• Router interconnections: modelled as generic chan-
nels for the first level, they are data relays with
a delay parameter. For second level model, dual
symmetric Wishbone interfaces are included. Channel
model can inject two kind of faults: change data on
output and channel disconnection.

• Router: the router model implemented the routing
algorithm described before in software with a custom
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delay on output for the first and second level model.
Also, the voter and packet generator algorithms have
separate delay parameters. The third level model
includes a detailed description close to RTL. Fault in-
jection for this model includes six fault types: Router
Interconn disconnection, voter disconnection, packet
generator disconnection, wrong routing, packet alter-
ation, and total router disable.

Simulation results are assertions over the test vectors
and expected results, together with logging information of
each component of the model. Checking of the assertions
are done in the Sink IP core, recording the received result
and the received time. At the end of the simulation the
tool output a summary report with the received test
vectors at the Sink IP core. An extract of the log output
is shown in figure 6.

Simulation on the first level model checked the in
section IV-D. Tests included injected faults on IP Cores,
channels and routers. Double faults were also included:
faults on separate FB sets and faults on the same FB set.

Normal Operation
27:INFO :Router ’Proc_a’ - arbiter: starting voting. Data=5
32:INFO :Router ’Proc_a’ - arbiter: update voting. Data=5
47:INFO :Router ’Proc_a’ - arbiter: update voting. Data=5
51:INFO :Router ’Proc_a’ - do_arbitration values=[5, 5, 5]
51:INFO :Router ’Proc_a’ - arbiter: decisition: [0] => 5

Data error on ’Src_a’
127:INFO :Router ’Proc_a’ - arbiter: starting voting. Data=-12
132:INFO :Router ’Proc_a’ - arbiter: update voting. Data=12
147:INFO :Router ’Proc_a’ - arbiter: update voting. Data=12
151:INFO :Router ’Proc_a’ - do_arbitration values=[-12, 12, 12]
151:WARN :Router ’Proc_a’ - do_arbitration 2of3 return winner=12
151:INFO :Router ’Proc_a’ - arbiter: decisition: [1] => 12

Missing packet on ’Src_a’
232:INFO :Router ’Proc_a’ - arbiter: starting voting. Data=50
247:INFO :Router ’Proc_a’ - arbiter: update voting. Data=50
268:INFO :Router ’Proc_a’ - do_arbitration values=[50, 50, None]
268:WARN :Router ’Proc_a’ - do_arbitration 2of3 return winner=50
268:INFO :Router ’Proc_a’ - arbiter: decisition: [0] => 50

Double data error on ’Src_a’ and ’Src_b’
427:INFO :Router ’Proc_a’ - arbiter: starting voting. Data=11
432:INFO :Router ’Proc_a’ - arbiter: update voting. Data=8
447:INFO :Router ’Proc_a’ - arbiter: update voting. Data=6
451:INFO :Router ’Proc_a’ - do_arbitration values=[11, 8, 6]
451:WARN :Router ’Proc_a’ - do_arbitration no-winner failure
451:ERROR:Router ’Proc_a’ - arbiter: FAILED : values = [11, 8, 6]

Final report
999:ERROR:IPCore ’Sink’ - finalcheck: there are 1 missing values!
999:INFO :IPCore ’Sink’ - finalcheck: missing data: <(401, 30)>
999:INFO :IPCore ’Sink’ - finalcheck: received: <[(1, 118, 25), ...

Fig. 6. Log extract for Router ’Proc a’

VI. Conclusions

In this paper we present a novel architecture based on
a NoC and TMR concepts that provides fault tolerance
at system level. This architecture provides an infrastruc-
ture in which a composite system can be extended to a
functionally equivalent fault-tolerant system with minimal
modifications on its individual components (basically a
bus wrapper for the network interface and access to its
state registers). That allows the use of existing IP cores
with its minimal adaptation to the NoC requirements.

The fault model analysis proves that, under the as-
sumption of single faults that affects one component at
a time, the system keeps its complete functionality, and

under certain conditions, with multiple faults. Also, the
behavioural TBM simulation asserted this conclusion.

Future work in this research includes the HDL imple-
mentation of the presented architecture, and its further
validation with a RTL cycle-accurate simulation. Another
proposal in this research is based on the inherent capacity
of the NoC to identify the faulty components, to develop
and implement repair strategies (in case of SEU, which
can be repaired) or reconfiguration strategies to compen-
sate for permanent failures (in case of SHE, which are
permanent) [10]. Also, starting with the presented TMR
structure on a square mesh NoC, other NoC topologies
(e.g. 3D NoC) or with n-redundancy level are being
considered for further analysis.

VII. Acknowledgements

This work has been partially supported by the Govern-
ment of the Basque Country within the research program
ETORTEK (project IE08-221).

References

[1] S. N. Chau, L. Alkalai, A. T. Tai, and J. B. Burt, “Design of
a fault-tolerant cots-based bus architecture,”Reliability, IEEE
Transactions on, vol. 48, no. 4, pp. 351 –359, 1999.

[2] P. Civera, L. Macchiarulo, M. Rebaudengo, M. S. Reorda,
and M. Violante, “An fpga-based approach for speeding-up
fault injection campaigns on safety-critical circuits,” Journal of
Electronic Testing, vol. 18, pp. 261–271, 2002.

[3] L. Benini and G. De Micheli, “Networks on chip: a new
paradigm for systems on chip design,” in Design, Automation
and Test in Europe Conference and Exhibition, 2002. Proceed-
ings, pp. 418 –419, 2002.

[4] L. Benini and G. De Micheli, “Networks on chips: a new soc
paradigm,”Computer, vol. 35, no. 1, pp. 70 –78, 2002.

[5] R. Holsmark, A. Johansson, and S. Kumar, “On connecting
cores to packet switched on-chip networks: A case study with
microblaze processor cores,” in 7th IEEE workshop DDECS,
vol. 4, 2004.
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Abstract—This work addresses the design of an impulse-based
ultra-wideband transmitter targeting short-range radio systems
in the 3–10 GHz band. In this paper we describe the complete
transmitter at circuit level, from baseband data input up to the
antenna interface. To ensure the output signal fits within the
FCC-UWB spectrum mask, the transmitter comprises nearly-
independent tuning structures and supports multi-modulation
formats. The proposed circuits have been designed in a mixed-
signal/radio-frequency CMOS 90-nm process. Post-layout sim-
ulation results are presented, including several process corners,
which further demonstrate the ability of the transmitter to proper
compensate for parameter deviations.

I. INTRODUCTION

The regulation of the ultra-wideband (UWB) spectrum by
the Federal Communications Commission (FCC) [1] gath-
ered remarkable interest in new technologies for low-power
wireless communications [2]. Two different approaches have
been followed in the deployment of UWB-based systems,
one relying on orthogonal frequency-division multiplexing
(OFDM), and the other employing impulse-radio (IR) tech-
niques. Essentially, the former targets high data-rates, while
the latter is particularly suited for short-range communication
systems [3]. In this last case, the design of energy-efficient
IR transmitters favors numerous battery-operated applications
where power is a scarce resource. When compared to other
low-power narrow-band alternatives, IR-UWB has been shown
to be more efficient due to typically reduced energy consump-
tion in the transmitter hardware [4]. With simplified physical
layers, power consumption tends to µ-Watt levels, which
further enables power-harvesting techniques [5]. The pulses
can be realized in the 3.1–10.6 GHz band with extremely
low radiation levels (below -41.3 dBm/MHz). This enables
the implementation of highly-integrated solutions using CMOS
processes. As a result, the UWB application range widens from
military radar to wireless personal and body area networks
(WPANs and WBANs, respectively), imaging systems, and
sensor networks.

Lately, some interest has also been drawn on IR-UWB
technologies for medical applications [6]–[8]. In fact, for long-
time operation, impulse radio presents some advantages for
centimeter-range communications when compared to typical
Medical Implant Communication Services (MICS) [8]. This is
particularly attractive for short-range telemetry in biomedical
systems where wired links are undesirable due to the risk of
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generator
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format
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outnBPF
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Fig. 1: Proposed front-end IR-UWB architecture.

infections. Some examples include neural recording implants
[9], retinal implants, capsule endoscopes [7], among other
related in-body or wearable monitoring systems [10]. In some
of these applications, the amount of data to be transmitted
can be considerably large [11]–[13]. However, high data-
rate communication can compromise energy efficiency in IR-
UWB systems and increase sensitivity to process variations.
As such, tuning circuits are needed to ensure compliance
with the FCC spectrum mask [14]–[16]. In this paper, we
present the CMOS design of an IR-UWB front-end using the
architecture depicted in Fig. 1. To reduce the dependence on
process corners, the proposed architecture incorporates several
tuning schemes as nearly-orthogonal processes for adjusting
amplitude, bandwidth and central oscillating frequency.

II. PROPOSED ARCHITECTURE

The architecture of an IR-UWB is essentially defined by the
pulse generation approach. Carrier-less techniques can be used
to produce sub-nanosecond pulses without requiring any local
oscillator. Most approaches rely on monocycles synthesized
with delay elements [17]. Although this method aims at fully-
digital implementations, a pulse-shaping circuit is most of the

{cvmartins, a38318, jsemiao}@ualg.pt
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times required at the transmitter output. Moreover, since pulse
shaping is typically implemented through passive devices, this
approach only allows for delay adjustments. This represents
a limiting factor in assuring the FCC compliance of the
synthesized pulses.

Alternatively, carrier-based techniques extend the flexibility
to proper calibrate the sub-nanosecond pulses [18]. The trans-
mitter architecture described herein relies on this approach.
Fig. 1 shows the circuit blocks that comprise the proposed
front-end system, namely a baseband modulator, glitch gener-
ator, high-frequency (HF) oscillator (INV1, INV2, and RST),
output buffer and bandpass filter (BPF). This architecture
provides nearly-independent calibration schemes for the UWB
pulses to fit within power-spectral-density (PSD) mask as
regulated by the FCC.

The peak PSD of the transmitted pulses, which must be
lower than -41-dBm, can be adjusted using the voltage signal
Actr at the output buffer. Additionally, the central frequency of
the pulse spectrum can be shifted through proper calibration
of the VLO input at the high-frequency oscillator. The pulse
bandwidth is imposed at another circuit block, that is the glitch
generator. By regulation of the BW signal, the pulse length
produced by the glitch generator can be adjusted. This has
immediate impact on the bandwidth of the transmitted pulses.

These three ideally-orthogonal mechanisms can still be
complemented at data-encoding level. The present transmitter
is designed to attain 1-Gbps data rate, but the required pro-
cessing gain is essentially dictated by the receiver performance
in collecting the transmitted bits. Hence, pulse repetition can
be employed during data encoding and set accordingly with
the required data rate. In the proposed transmitter, the data
rate is defined at baseband. At the modulator input, the
baseband data uses a clock signal (CLK) as its time reference.
Additionaly, the desired modulation scheme can be selected at
the modulator block, which is responsible for defining how the
CLK and data signals are applied to the IR-UWB front-end.

A. Baseband modulator

To accommodate for channel diversity, the front-end sup-
ports different modulation formats. The present architecture is
designed to support binary phase-shift keying (BPSK), pulse-
position modulation (PPM), and on-off keying (OOK). As
shown in next sections, the chosen approach for the imple-
mentation of a multi-modulation scheme has no significant
impact on design complexity.

Referring to Fig. 1, BPSK is accomplished by connecting
the data input directly to the buffer (VP), and with the CLK
signal driving the glitch generator to synchronize data output.
Through the voltage level of VP, high or low, the pulses can
present opposite phases. For PPM, VP is kept at a constant
voltage. The data input imposes the required delay driving the
glitch generator. Similarly, the pulses for OOK modulation
are accomplished by connecting the data input directly to the
glitch generator.

B. Glitch generator

The glitch generator is responsible for the activation of
subsequent transmitter blocks. A glitch is generated for each
bit to be transmitted, triggered by positive-edges of return-to-
zero pulses from its input. During this time interval, the ring-
oscillator is activated, and at the end of the glitch, the reset
block (RST) forces the ring-oscillator nodes to a well-known
state.

VDD

TST

VD

VG

A0 Ctun
A2A1

C0=C C1=2C C2=3C

Vtun

Fig. 2: Glitch circuit with pulse-length calibration.

Fig. 2 shows a circuit adopted from [19]. A test signal
(TST) is added to deactivate the glitch generator and allow
for independent calibration of the ring-oscillator operating
frequency. The pulse length can be adjusted through a binary-
weighted capacitance array. The signal BW depicted in Fig. 1
corresponds to the digital word A2–A0 associated to the binary
weighted capacitance array C2–C0. The input Vtun controls
the varactor Ctun to provide fine tuning for the desired glitch
length. With this adjustment, it is possible to calibrate the
rising and falling edges of the first NAND gate. Fig. 3 shows
the calibration obtained with different digital control words
and tuning voltages.

−0.1

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

1.1

0.0 0.1 0.2 0.3 0.4 0.5 0.6

V
G

(V
)

Time (ns)

A=′000′

Vtun=0.0 V

A=′011′

Vtun=0.5 V

A=′111′

Vtun=1.0 V

Fig. 3: Glitch calibration through the capacitance array.



175

C. High-frequency oscillator

The proposed high-frequency ring oscillator is depicted in
Fig. 4. A fully-differential topology is preferred to improve
rejection of power-supply and substrate coupling interferences.
The oscillator comprises two inverters in a cross-coupled
configuration with regenerative feedback, which allows for a
higher oscillation frequency. A reset circuit is included as well
to force fast damping when the glitch-generator voltage VG
goes into low state.

VDD

VLO

VG

VDDVDD

LOp

LOn

Fig. 4: High-frequency oscillator.

The voltage VLO controls the current drawn from power sup-
ply and, consequently, the oscillation frequency. Fig. 5 shows
the oscillating frequency tuning-range controlled through the
VLO input. Different capacitance values are used to represent
the influence of the output load. Optimizing transistor ratios,
this configuration allows relatively low-power dissipation at
high-frequency regimes. The central frequency is chosen at
the mid-range of the FCC mask, between 5 and 6-GHz.
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Fig. 5: Oscillator output frequency as a function of VLO.

D. Output amplifier and pulse shaping

The output amplifier is shown in Fig. 6a. Amplitude control
is provided by the Actr voltage, which defines the current
drawn at each differential stage. This plays an important
role since for different modulations, e.g. PPM and OOK, the
voltage Actr has to be properly regulated at the baseband
modulator to comply with the peak PSD1.

Another interesting feature of the proposed buffer is that,
depending on the voltage VP imposed by the modulator, the
output polarity is defined – this is particularly useful for the
BPSK modulation.

Pulse shaping is implemented through the balanced tee-
section shown in Fig. 6b. Simulations performed on the
bandpass filter allowed to define its bandwidth and central
frequency, taking also into account the need for a fast transient
response. As a result, to comply with the FCC mask, the filter
can be designed with inductances in the range of 1 to 5-nH
with unloaded quality factors above 15, and 100 to 400-fF
for the capacitors. This enables full integration of the passive
devices in CMOS technology. The filter was designed with on-
chip circular inductors and metal-insulator-metal capacitors. It
provides a 6.5-dB bandwidth at -10-dB with an insertion loss
of 5-dB at central frequency of 6-GHz.

inp

inn

VP

VG

Acrtl

VDD VDD

Op

On

(a)

outp

outnOn

Op

(b)

Fig. 6: Circuits proposed for the (a) output buffer and (b)
pulse-shaping filter.

1In fact, under nominal conditions, each modulation has its own Actr voltage
value due to different power densities. Hence, this needs to be taken into
account at the baseband modulator upon modulation selection.
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Fig. 7: Time-output simulation waveforms for the IR-UWB
modulation formats supported in the present architecture – (a)
OOK, (b) BPSK, and (c) PPM.

III. SIMULATION RESULTS

The proposed UWB transmitter architecture has been de-
signed in a mixed-signal/radio-frequency CMOS 90-nm pro-
cess with low-κ dielectric and 1.2-V triple-well MOS devices.
All post-layout simulations have been performed using Spec-
treRF from Cadence Design Systems with BSIM3v3 device
models. Calibre from Mentor Graphics was used for layout
parasitic extraction (PEX).

In order to fully test the proposed UWB architecture, a set
of post-layout simulations were performed applying different
types of modulations to the transmitter. Fig. 7 depicts the sim-
ulation results under typical operating conditions. As shown,
good symmetry can be noticed for the pulses. For both OOK
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Fig. 8: Pulse PSD for post-layout simulation of CMOS process
corners.

and BPSK modulations the bit period was held at 1-ns, which
translates into a 1-Gbps data rate. Fast transient response is
achieved for any of the proposed modulations, although the
data rate in the PPM has been made considerable lower (500-
Mbps) to prevent pulse overlapping.

The reliability of the design was also put under test with
post-layout simulations of different types of process devia-
tions. Fig. 8 shows the results for a 1-Gbps BPSK signal with
four different CMOS process corners: slow-slow (SS), fast-
fast (FF), slow-N fast-P (SNFP), and fast-N slow-P (FNSP).
The proposed tuning circuits were used to correct subsequent
parameter deviations – the results presented were obtained
after calibration. As seen, all process deviations considered can
be properly adjusted so that the respective PSD falls within
the FCC UWB spectrum mask.

Process deviations have also a great impact on overall
power consumption. For the case of 1-Gbps BPSK modulation,
energy per pulse is about 14.6-pJ for nominal conditions.
When considering process deviations, and without any adjust-
ments, this value can go from 13.2 to 19.6-pJ for SS and FF
corners respectively. Nevertheless, the required compensation
is limited to the way process corners affect side lobes of
the pulse PSD. As such, proper adjustments have little effect
on efficiency – following UWB pulse calibrations, the same
corners respectively lead to 13.3 and 18.9-pJ. This is also
related to the way power is distributed among circuit blocks.
For typical operation, most of the power consumption takes
place at the HF oscillator (57%) and glitch generator (41%).

The layout of the transmitter is shown in Fig. 9. It occupies
solely 0.46-mm2 with bond-pads. All components are inte-
grated, including the six inductors.
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Fig. 9: CMOS design layout of the proposed transmitter
(675×675-µm2).

IV. CONCLUSION

In this work, an IR-UWB transmitter front-end has been
presented. Without a significant increase in design complexity,
the proposed solution provides a flexible way of UWB trans-
mission using different modulation schemes, namely BPSK,
PPM, and OOK. High data-rates can be accomplished for any
of these modulations. Furthermore, the proposed architecture
allows for the adjustment of the output pulse waveforms in
order to obtain FCC-compliant spectrum masks. Center oscil-
lator frequency, amplitude, and pulse length can be adjusted
almost independently. The implementation of the circuits
comprising the proposed architecture has been presented for a
fully-integrated 90-nm CMOS design. Post-layout simulation
results demonstrate that the proposed approach can effectively
compensate for parameter deviations to obtain FCC-compliant
pulse waveforms.
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Abstract—Testing nowadays analogue and mixed-signal in-
tegrated circuits is a difficult task. In order to cope with
distinct circuit design characteristics and lack of standardized
test principles, we rely on a test platform based on a novel
general test methodology. The presented solution bridges the
gap between design and test processes by offering an intuitive
unified interface. On the top of this methodology, in the software
platform layer, we propose a software tool developed to assist
both designers and test engineers in the process of automatic
generation and configuration of test sequences. The proposed
tool is capable of detecting test parameters from the input
HSPICE-compliant test specification files. Moreover, an extension
to the HSPICE format is proposed to express mutually exclusive
values for test parameters. The tool also provides the automatic
creation of new HSPICE-compliant test sequences based on
the selection of test parameters through an intuitive graphical
interface. Additionally, it allows parameter reordering in pre-
existing test sequences. The benefits of using the proposed
solution are presented when generating a large number of test
sequences, providing a significant reduction of time devoted to
design and test.

I. INTRODUCTION

Over the years, the performance of Integrated Circuits (IC)
has been continuously enhanced. As referred in the ITRS 2010
update [1], the modern trends are moving towards solutions
based on systems in a package to obtain higher performance.
These solutions are tightly coupled with technology improve-
ments, thus leading to more dense and complex ICs. Over the
last years, analogue and mixed-signal ICs experience a consid-
erable growth, sometimes higher than the industry average [2].
Although many functions in nowadays integrated systems
are performed with digital circuitry, there are still tasks that
remain in its analogue counterpart, e.g., interface between the
electronic system and the surrounding environment [2]. Hence,
reliability and performance of analogue ICs are key factors [3]
urging the development of new and efficient test methods.

In contrast with solutions for digital circuit testability de-
sign [4], the design of testable mixed-signal circuits is a
more recent topic [5], where existing methodologies are not
widely accepted. The first books addressing digital testing
were published in early 1970s, e.g., [6], [7], and nowadays
design and test of complex digital circuits are completely
automated. For analogue cores, most of the efforts are oriented
to specific techniques and their use on a certain class of

circuits [8]. The main problem faced when testing analogue
and mixed-signal ICs lies in the complexity of the analogue
blocks [9]. Typically, analogue circuits are more difficult to test
due to distinct design characteristics [10], which require con-
sidering continuous signals and circuit parametric deviations
in addition to catastrophic faults [11]. Although the domain
of analogue testing tries to cope with a controversy between
functional and structural testing, functional testing is usually
considered [11] since applying structural testing to analogue
circuits requires detailed analysis and modifications on a case-
by-case basis [10].

Design and test of ICs are activities that should be developed
simultaneously [9], [12]. However, over the years there has
always been a gap between these activities and the benefits
of their interaction are not considered [9]. In most cases,
after the design process is concluded, engaging the designers
in the test process is usually difficult due to the lack of
knowledge about the test equipment and the employment of
different tools. The current state of the art rarely focuses on
bridging the gap between design and test of analogue and
mixed-signal ICs. For example, [13] presents an approach
that allows integration of design and test efforts through the
development of Automatic Test Equipment (ATE) instrument
models. These models are applied to a mixed-signal design
simulator to generate device test data and share the data
with the test-programming environment, thus allowing to start
the test program development during the simulation process.
However, this approach does not provide a tool for the designer
to follow the test process. Also, the work presented in [9]
develops HSPICE models for ATE instruments to provide
more detailed simulations, but it does not replace the need
to test the IC. Moreover, both methodologies are based on
expensive ATE reserved for high volume production.

It is not only the relation between test and design that must
be reinforced, but also it is desired to automate the overall
test procedure. Test engineers often experience pressure to
produce test setups in a short time frame due to its negative
influence on product costs [14]. In fact, ITRS 2009 [15]
refers that the test process must become shorter and more
automated to allow reduction of time devoted to test and
product development. In this context, there are already ef-
forts to automate mixed-signal ICs design and test processes.
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For instance, [14] describes an industry-based methodology,
which uses evolutionary computation to automatically generate
software and optimal configurations for ATE. The major
drawback of this approach, besides relying on ATE, involves
the software optimization based on the Standard Commands
for Programmable Instruments (SCPI) that is not an universal
standard and may limit the implementation.

Correspondingly, the solution development must strive to
satisfy both requirements, namely to automate and optimize
the test process and also to provide an adequate link between
design and test. The methodology proposed herein allows
the designer to characterize the Device Under Test (DUT)
using the same tools that are normally involved in the design
environment, i.e. SPICE [16] netlists and waveform viewers,
to allow the direct interaction of the designer in the test
process. The proposed methodology uses the design validation
testbench to perform the automatic configuration of the test
setup and DUT interconnections. The developed test platform
controls automatic data acquisition and converts it to a format
compatible with the simulation tools. Hence, the implementa-
tion of this solution involves three main areas: hardware inter-
face with DUT, control and synchronization of measurement
equipment and software interface with simulation.

To guarantee that designers perceive the test setup as an
additional functionality of the simulation tool, the developed
solution must be able to analyze the HSPICE netlist and main
auxiliary HSPICE files, e.g., Alter and parameter definition
files. These files allow redefinition of the simulation models
and/or parameter values. Whereas for the designer it may
be irrelevant which parameter should be simulated first, for
the test environment the parameter testing order is highly
important. Also, designers often have to manually input certain
parameter values or conditions before starting the simulations,
which can be time consuming. In this paper we propose a
Test Scheduler tool that not only improves the test process by
organizing information in Alter and parameter definition files,
but it also generates the simulation information to improve
the design process. By relying on pre-existing Alter files, the
tool assists the test process by reorganizing the parameters
and modifying the test sequences regarding available test
equipment. The tool also helps in the design process through
the generation of new Alter and parameter definition files for
simulation purposes.

A more detailed description of the proposed work is pre-
sented in the next sections. Section II elaborates the main
objectives of the test methodology and the test platform major
structural blocks (specifically designed to meet the method-
ology objectives). Section III describes the functionality and
implementation details of the Test Scheduler designed for
automatic management and test plan creation. Section IV
presents the conclusions of the work.

II. PROPOSED TEST METHODOLOGY

The methodology proposed herein allows the designer to
directly interact with the test process without requiring a
deep knowledge in the test area. The methodology is based

on the design simulation testbench, which is used to auto-
matically configure the test setup. The technique is adequate
for analogue and mixed-signal cores, with special emphasis
given to power cores, namely DCDC converters, Low Dropout
Regulators (LDO), Charge pumps (CP) and Bandgaps (BG).
The key parameters to study are the ones typically used in
the characterization of these core types. The implementation
process mainly considers hardware and software development,
delivering two major components: 1 – a hardware platform
that interfaces the DUT, the design environment and test
workstation; and, 2 – a software tool, having an input similar
to the simulation tools, which controls the test platform and
stores the test results.

Considering the hardware development, it is mandatory to
design dedicated hardware that replaces some of the external
equipment and allows the automatic configuration of the test
environment based on HSPICE netlists and user commands.
The goal is to attain a fully configurable system that avoids
the need of any interaction with the user during the DUT
characterization test. Accordingly, the test system consists
of two types of boards, a main board (containing the main
test structures) and a daughterboard (designed to perform
the hardwired connections between the DUT and the main
test structures). This approach allows reusing the main board
whenever a new DUT needs to be characterized.

The main board is composed of six blocks: control, power
supplies, programmable loads, expansion connector, onboard
instrumentation and a reference voltage generator. The power
supplies block was developed to allow full configurability.
Moreover, to permit the evaluation of several DUT parameters,
the power supplies present low output impedance, wide current
and voltage output range, low noise and fast output response
capability. In terms of onboard loads, the main board is
equipped with wide range programmable loads with capability
to change their value to perform load transient tests. Taking
into account that the implementation details of the test plat-
form are out of scope of this paper, we provide herein only a
brief description of the relevant functional blocks and a more
detailed description can be found in [17], [18].

The proposed test solution consists of five configuration lay-
ers, whose hierarchical disposition can be observed in Fig. 1.
The layers are the HSPICE testbench, the control software,
the main board and laboratory equipment, the daughterboard
and the DUT itself. The HSPICE netlist is at the top of
the control hierarchy, based on the testbench created by the
designer. Being at the highest level of test environment control,
the HSPICE netlist can be perceived as a vehicle used by
the designer to indicate the type of test to perform. The
second configuration level corresponds to the control software
that is responsible for control and synchronization of both
main board and measurement equipment. Thus, the control
software is responsible for: interpretation of HSPICE netlists,
configuration of the test platform and data acquisition control.

The layers placed deeper in the configuration hierarchy
operate at hardware level, namely the instrumentation layer,
daughterboard and DUT. The instrumentation layer consists
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Fig. 1. Methodology layers

of the dedicated hardware (main board) and the laboratory
equipment. As previously referred, the daughterboard per-
forms the hardwired configuration between the DUT and the
test equipment. Furthermore, the DUT level corresponds to
the configuration of the core control registers to allow the
controllability of internal nodes. In this particular case, the in-
terface with the DUT is accomplished through communication
protocols (e.g.: SPI or I2C).

The dedicated hardware structures are interfaced using an
ASCII proprietary communication protocol. On the other hand,
concerning the measurement equipment, the system relies
on the features available in the Virtual Instrument Software
Architecture (VISA) [19] and the Interchangeable Virtual In-
struments (IVI) drivers [20]. The goal is to allow the expansion
of the system and instruments interchangeability. In fact, the
IVI driver’s architecture incorporates several classes of differ-
ent instrument types developed to guarantee that each device
responds to the generic commands of its own class type. Thus,
the use of VISA and IVI drivers allows to develop a system
that can interface any type of instrument without the need
to rewrite any code. Furthermore, nowadays manufacturers
present test equipment compatible with IVI drivers.

The main goal of the software implementation is to develop
a tool capable of analyzing the HSPICE netlist and identifying
the necessary commands to control the test execution on hard-
ware boards and test equipment. Nevertheless, it is mandatory
to guarantee that the main commands used by the designer
in the testbench can be reproduced and interpreted. In fact,
from the designer point of view, the automatic characterization
test platform allows the DUT and the test hardware to be
seen as additional simulation functionalities. To simplify the
interaction between the platform and the designer, a test library
is developed using the designer’s schematic entry system.
The main goal is to define cells with correspondence to the
hardware board structures and laboratory equipment that can
be used by the designer in testbenches. Thus, the designer is
allowed to configure the test setup by relying on the library
instances of the available equipment. Moreover, the library
only uses native elements of the designer schematic entry
software to guarantee that all testbenches are compatible with

Fig. 2. Project flow resulting from the application of this methodology

both, test platform and the designer simulation tools.
Fig. 2 depicts the project flow starting from the core

design and simulation setup, down to the automatic DUT
characterization using the proposed test platform. The process
starts with the core design and configuration of the simulation
setup developed with elements from the test library. The
main advantage of the proposed solution is that the same
simulation setup used for running circuit simulations is also
used for configuration of the test platform, thus allowing the
designer to automatically configure the hardware test setup and
collect test data. To guarantee a full compatibility between the
platform and the simulation tools, not only the HSPICE netlist
must be analyzed, but also the main auxiliary files (normally
used for simulation purposes) have to be considered. Thus,
to provide a complete interaction between design and test
environments, the proposed platform supports the following
file types (besides the HSPICE netlist file): Header, Footer,
parameter definition and Alter files.

Header and Footer are files that complement the netlist,
adding parameter definitions and simulation options that are
not explicit in the testbench. These files are concatenated with
the HSPICE netlist in order to deliver the set of instructions
to be executed during the simulation. The parameter definition
file is an HSPICE type file that includes the definition of
the parameters used in all sub-circuits. This file is intended
to free the designer from constantly redefining the project
parameters. The parameter definition file can also be associated
with the Alter file that includes sequences of commands used
to redefine the models and parameter values used during
simulations. Hence, in order to configure the test setup, the
auxiliary files (namely, Alter, Header, Footer and parameter
definition files) must also be analyzed.

The proposed solution, Test Scheduler, provides a mecha-
nism to organize the testing parameters, since the parameter
ordering can influence the test process. For instance, consider-
ing the temperature tests, it must be guaranteed that all other
parameters are tested before changing the temperature condi-
tion, since usually the process of changing the test chamber
temperature is a time consuming task. The tool also provides
the means to exclude test parameters, because associated
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Fig. 3. Test Scheduler data flow diagram

equipment may not be available or might be under failure at the
moment of testing. The Test Scheduler can also automatically
generate a complete set of test sequences making exhaustive
parameter combinations, thus it can be used in the design
process. In fact, although EDA tools suffer a considerable
evolution over the past years, today’s analogue simulation tools
usually require the user to manually configure certain SPICE
parameters, as for example the definition of the Alter files.
Thus, before starting the simulations, the designer has to input
parameter values and conditions, which can be a time consum-
ing process. This process can lead to errors since the designer
can overlook some parameter combinations for a particular
simulation. The proposed tool also improves the generation of
Alter and parameter definition files for both design and test
environments. From the design point of view, the tool can help
in the process of automatic generation of Alter and parameter
definition files, and in the test schedule optimization, from
the test point of view. The next section will present a detail
description of the proposed tool implementation and available
functionalities. The automatic characterization test platform
(see Fig. 2) analyses the outputs from the Test Scheduler and
configures the test setup. Afterwards, the characterization tests
are conducted on previously produced silicon package (DUT),
and the collected data is converted to allow direct comparison
with the simulation results [17], [18].

III. TEST SCHEDULER: SOFTWARE TOOL FOR
GENERATION AND ORGANIZATION OF TEST FILES

In order to automate the process of redefining the simulation
models and corresponding parameters, we propose herein a
platform-independent Test Scheduler application, developed
in Python programming language, whose data flow diagram
(DFD) is depicted in Fig. 3. At this point, it is worth to
emphasize that all included processes in the DFD are internal
processes for sustaining the application automation, except
”modify parameters” and ”modify selection” which require
user actions. Considering the structural blocks, double-lined
emphasized blocks are completely accessible by the user
or require user input, whereas the rest of structural blocks
represent application-specific internal structures.

As mentioned, the Test Scheduler processes two types of
input HSPICE-based auxiliary files for defining the test setup,
namely Alter and parameter definition files. In addition to
the traditional testbench specification with HSPICE-compliant
parameter enumeration in the Alter file, we also provide an
extension to the current specification methodology. This exten-
sion allows designation of several mutually exclusive values
for a single parameter, whose complete set of combinations
has to be considered in the final output simulation model,
as depicted in Fig. 4. This is accomplished by introducing
the reserved || (OR) operation to the HSPICE specification to
allow concatenation of parameter values in a single statement,
e.g., .PARAM vin=vinmax||vinmin. Hence, this forms a
closed set of three possibilities to express the input Alter
testbench in an understandable way for both designers and
test engineers. Namely, the input Alter file may be specified
not only in its traditional HSPICE-compliant form, but also by
relying onto the || (OR) operation to enumerate all possible
parameter values, or by combining both approaches.

Although the Test Scheduler outputs, in terms of both Alter
and parameter definition files, are strict HSPICE-compliant
codes, the same cannot be generally applicable for the man-
ually user-edited input files. In order to ensure the correct
application functionality, we provide the specific built-in file
parsers for both input file types (Alter and parameter definition
files), which are depicted via ”parse” actions in the DFD
diagram (see Fig. 3). The results of the parse operations can

Fig. 4. Extended HSPICE-based Input File
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be previewed by the application user through inspection of
Parse Logs and Error Logs for each input file type. Parse Log
provides the information about all correctly specified and iden-
tified parameters that are further used to create the application
interface and output files. Error Logs depict all the parameters
detected in the input file that do not comply with the cur-
rent HSPICE programming standards or application-specific
extensions. Practically, this provides an additional feature to
the application end-user to check and correct possible errors
in the provided input testbench specifications.

After ensuring the correctness of the input simulation di-
rectives, the application builds an internal Initial Structure
to store the information detected in the specified input Alter
file for each statement (e.g., .PARAM, .TEMP, .LIB,
etc.), parameter and value. On the other hand, all detected
information from the input parameter definition file is gathered
into the Translation Table. These values are used in the
process of building the application interface by retrieving
the numeric resolutions for symbolic parameter values in the
Initial Structure (depicted as ”select” and ”update” actions in
Fig. 3). According to the information in the Initial Structure,
the application ”collapses” the stored data into an internal
Test Plans Packed structure by cross-plan inspection, in order
to provide an unified view on used statements, parameters
and values at the overall simulation level. At this point it
is worth to emphasize that by the Test Plan we assume the
specification and exact ordering of the instructions defining a
single test to be performed on the DUT (set of instructions
enclosed by a single .ALTER statement in the input Alter
file). Correspondingly, the input Alter file can be perceived and
represented as a single or a collection of distinct test plans.
Furthermore, the produced Test Plans Packed structure is used
to build the main application window, which allows the end-
user to reorganize the order of instructions in the output Alter

Fig. 5. Main application window for parameter modification

file by setting the priorities at all three levels, i.e., statement,
parameter and value level (see Fig. 5). The application user is
also free to exclude/include the statements/parameters/values
from the output by simple selection at the desired level, as
shown in Fig. 5. The process of user interaction with the
application is depicted by ”modify parameters” action in
Fig. 3. At the same time, the application stores all detected test
plans from the Initial Structure (as found in the input Alter
file) into an internal Selected Test Plans structure.

All the used statements, parameters and values are unified
and classified in Test Plans Packed structure, thus allowing
automatic creation of a full set of test plans to cover all
possible combinations. This procedure is achieved by ”unfold-
ing” Test Plans Packed structure into a Test Plans Unpacked
structure to hold all the possible combinations. Moreover, this
information is also used to create an important additional
feature in the application interface where the user is allowed
to include/exclude desired test plans, which is depicted in
DFD as ”modify selection” action. Fig. 6 presents this func-
tionality from the user interface point of view. After the test
plan selection process is finished, the application ”collapses”
currently selected plans from Test Plans Unpacked structure
into Test Plans Packed structure, and exports the selection to
the Selected Test Plans structure.

Once the user has finished with the modification
processes, it is allowed to preview and retrieve the final
Alter and parameter definition files. The Test Scheduler
automatically generates the output Alter file by constructing
HSPICE-compliant test plans according to the content
stored in Selected Test Plans structure. The application
also allows the user to decide if each Test Plan
should be guarded with .PROT/.UNPROT statements
to designate the sections to be encrypted, and it also
automatically creates synopsis for each Test Plan

Fig. 6. Application interface for test plan selection
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previewing the contained parameter values, following
the adopted practice normally used in industry (for example,
*vinmax||vcasnmin||vcaspmin||mos_ff||tempmax).
The produced output parameter definition file contains only a
subset of data from the Translation Table, which are relevant
for instructions in Selected Test Plans structure.

Fig. 5 and 6 show the usability of Test Scheduler interface
when performing an automatic generation of 4096 test plans
for a real case scenario by combining 12 HSPICE instructions
each with two mutually exclusive variations for the parameter
values, namely: 7 .PARAM, 1 .TEMP, and 4 .LIB statements
(as presented in Fig. 4). The means for intuitive and simplified
parameter modifications are presented in Fig. 5, where the user
is allowed to change the order of testing parameters by simply
altering their relative priority (with + and - buttons), or to
include/exclude complete set of parameters. Fig. 6 presents the
interface where the user can select a subset of automatically
generated test sequences. Due to the space constraints, in
Fig. 6 only 4 test plans are depicted (out of 4096), where
the automatic variation of .LIB parameters can be observed
in case of .ALTER 1 and .ALTER 4, according to the given
priorities (see Fig. 5). These features are also important when
organizing the test sequences with .TEMP statements, where
test sequences can be grouped and ordered by the temper-
ature values guaranteeing the most efficient test execution,
as referred in previous section. An additional advantage of
the tool is the capability of excluding specific combinations
of parameter values. For example, for a boost converter the
maximum output voltage can only be tested for some input
voltages. Finally, by using the Test Scheduler, parameter
modifications and automatic generation of the output files are
performed in a negligible amount of time, whereas the same
amount of operations might require several hours or even days
if the modifications are performed manually. Additionally,
the manual modifications of the input files often results in
erroneous outputs caused by the human factor, which is greatly
suppressed by the capabilities of the proposed tool.

IV. CONCLUSION

In this paper we present the Test Scheduler, a tool for
automatic generation and configuration of test sequences for
analogue and mixed-signal ICs. This tool is part of a test
platform’s software layer developed using a novel test method-
ology that bridges the gap between design and test. The
proposed tool analyses the auxiliary simulation HSPICE-based
files to identify test parameters and test sequences (based on
.ALTER syntax). Moreover, we provide herein an extension to
the current HSPICE format to support specification of mutu-
ally exclusive values for parameters. By relying onto detected
parameters, the developed Test Scheduler offers an intuitive
graphical interface that allows the user to modify the order
and select the parameter values to be used in simulation and
also to define characterization test sequences. It is important to
emphasize that the proposed tool produces HSPICE-compliant
output files retrievable by the end-user at any moment. Finally,
we investigated the benefits of using the developed tool in a

real case scenario when parameter modifications and automatic
generation of a large number of test sequences are performed.
The results prove that the tool can be used for automation and
optimization of the test sequences in both designer and test
environments, and that it also offers a significant reduction of
setup time when compared to the amount of time required to
perform the same operations manually.
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STATE RESET;  
SIR 8 TDI(18);  
SDR 32 TDI(12345678) TDO(10101010); 

DEFINE_PINS (4); 
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DEFINE_TOPOLOGY STAR; 

ALL_TAP_ON; 
TAP_OFF (ADDR); 
TAP_ON (ADDR); 
ALL_TAP_OFF; 

DATA (ADDR) 8 (10101010); 

STATE RESET (ADDR); 

SIR (ADDR) 8 TDI(18);  
SDR (ADDR) 8 TDI(FF) TDO(AA); 

DEFINE_PINS (4); 
DEFINE_TOPOLOGY STAR; 
STATE RESET (2);  
SIR (2) 8 TDI(18);  
SDR (2) 32 TDI(12345678) TDO(10101010); 
DATA (2) 8 (FF); 
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Abstract—A new inductive coupling based wireless system is
being developed to monitor the condition status of aortic stent-
grafts. It relies on the measure of the stent-graft’s outer pressure
using a capacitive sensor placed in a LC resonant circuit. The
work presented herein addresses the testing of the LC sensor
circuit to diagnose whether observed pressure deviations are due
to defects occurring in the sensor’s inductor and capacitor or to
an actual degradation of the stent-graft.

I. INTRODUCTION

AN abdominal aortic aneurysm is a localized widening
(dilation) of the aorta resulting from a loss of strength of

the vessel’s walls. The treatment of this dangerous weakness
by means of surgical reconstruction, though effective, is nev-
ertheless responsible for a significant morbidity and mortality
rate (3% to 7%) [1].

Endovascular stent grafting provides a less invasive
and safer treatment in many cases. However, in spite of
improvement of stent-grafts’ technology, deficient healing
between the grafts and the blood vessels may lead to
several problems. Reintervention after endovascular repair
(EVAR) of abdominal aortic aneurysms (AAAs) is required
in up to 10% of patients until 30 days after the first
intervention [2]. Traditional stent-graft monitoring include
computed tomography (CT) and magnetic resonance imaging
(MRI) [2]–[4]. These are expensive, raise risks to patients’
health, and may be incompatible with some stent-grafts
technologies. Some other proposed methods present less
health impacts, but many of them require some degree of
surgical invasion [2], [3] and take long time to be performed,
leading in some cases to false positive findings [5].

Despite improvements in stent-grafts over the last decade
one of the most frequent complications is still the occurrence
of endoleaks [6]. These are defined as the persistence of blood
flow outside the lumen of the endoluminal graft but within the
aneurysm sac and can be identified in 15% to 52% of patients
after endovascular repair. Often the pressure in the aneurysm
sac in patients with an endoleak is the same as systemic arterial
pressure, raising concerns of possible aneurysm enlargement
and rupture. The need for monitoring intrasac pressure after
endovascular repair is widely accepted, and there is currently
great interest in the possibility of intraprocedurally implanting
sac pressure sensors that can subsequently be interrogated
remotely either intermittently or continuously. The sensor
would measure the pressure within aneurysm thrombus around
itself.

A. Remote Monitoring System

A wireless based endoleakage monitoring system is being
developed which allows avoiding additional intervention after
the first EVAR. The monitoring principle is based on the
detection of pressure variations within the aneurysm sac by
means of a cluster of capacitive pressure sensors attached
to the stent-graft (figure 1). Each sensor comprises an LC
resonant circuit, whose oscillation frequency is sensitive to
pressure variations. An external reader delivers energy and
detects sensor’s resonance frequency through an inductive-
coupling link.

Sensor Cluster

Aortic Artery

Stent-Graft

Figure 1: Sensor cluster in an abdominal aorta stent-graft.

The use of passive resonant LC sensors and their inductive-
coupling based reading and powering by has been explored
as a means for monitoring different processes [7]–[11]. A
transformer is commonly used to model the established com-
munication link 2. The secondary circuit includes a parallel
resonant loop formed by the pressure sensitive capacitor Cs

and inductor Ls. Rp and Rs model inductors parasitic series
resistances, and Rvs represents the voltage source vvs internal
resistance. Figure 2 shows the resulting circuit when the
transformer is replaced by its T equivalent version. Inductor
Lm represents the mutual inductance created between the
primary and secondary windings. It is determined by Lp and
Ls inductors’ values and on the magnetic coupling which
depends on the distance and the medium existing between
them. The use of a group of sensors placed in the same stent-
graft maximizes the system sensitivity to leakages, which is an
advantage comparing to the system presented in [5] which uses
only one sensor. The communication with the sensor cluster
uses the 12.5 MHz to 20.0 MHz frequency band, specifically
allocated for use in medical applications [12].

Despite conceptual simplicity, this monitoring system
presents actually some technical challenges. Since the sensor
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+
−vvs

Rvs Rp Lp − Lm Ls − Lm Rs

CsLm

vo

Figure 2: T equivalent model of the inductive-coupling.

circuit is powerless the operating energy needs to be trans-
mitted via inductive-coupling. This and the communication
efficiency are affected by the type and thickness of the bio-
logical tissue transmission medium. An important aspect to
be considered concerns the frequency shift due to the sensor’s
inductor bending after placement in the stent. Consequently
the corresponding inductance can change [13] due to bending.
This deformation may have a direct impact on variations of
the sensor’s oscillation frequency, producing uncertainty in the
pressure detection.

The reading process is commonly based on the measurement
of the transformer’s input impedance with a network analyzer,
after which one extracts the sensor capacitance value. The
approach being used here relies on the direct analysis of LC’s
resonant frequency. This allows decreasing the sensitivity to
angle misalignments between the two inductors. However,
interpreting the captured oscillation frequency cannot be made
in a simple single observation. The pressure in the stent-
graft varies periodically with the arterial blood pressure. In
consequence, what one actually captures is a distribution of
resonant frequencies, modulated, on one hand, by the cardiac
beating (60 to 100 beats per minute for a healthy heart) and
the range of pressures it generates. On the other hand, the
frequency is also affected by the operating condition status of
the pressure sensor. Therefore, in case an abnormal resonant
frequency distribution is observed how can one distinguish
a defective stent-graft from a defective sensor? The work
presented here addresses this problem in order to improve the
reliability of the proposed endoleakage monitor.

II. A DIFFERENTIAL READING APPROACH

The resistive elements in the model shown in figure 2 can
be ignored in the calculation of the oscillation frequency. If
the mutual inductance Lm is replaced by k

√
LpLs, k being

the magnetic coupling factor, the equivalent inductance can
be described as Leq = (1 − k2)Ls = (Ls − Lm) + (Lp −
Lm)‖(Lm), and then one obtains equation 1 for the equivalent
natural frequency of the resonant LC circuit.

Figure 3 shows the variation of the oscillation frequency
using three different approaches: equation 1, Agilent ADS
simulations, and by means of the transfer function of the
circuit presented in figure 2. One can see that the oscillation
frequency shifting due to k variations is relatively small,
particularly if k is smaller than 0.1 – in fact that is the case
for the sensors placed a few centimetres underneath the skin
in an environment comprising biological tissue [14].
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fosc =
1

2π
√
(1− k2)LsCs

. (1)

A reader circuit based on the inductive coupling presented
in figure 2 has some limitations regarding signal’s quality.
Since the captured signal has a very small amplitude, it
is difficult to differentiate it from noise and harmonics. A
new circuit has been developed (figure 4) which resorts to
a twin circuit added to the first part of the reader in order to
provide a differential detection of the reflected oscillation. By
duplicating the undesired signal the common-mode noise is
also eliminated, increasing the output signal’s quality.

+
−vvs

Rvs Rp

Lp

Ltp

RtpRtvs

Ls

Rs

Cs

vo

k

vto

Reader Sensor

Twin
Inductor With

Isolation

Figure 4: Remote pressure variation detector circuit.

Equation 2 gives the transfer function found between volt-
ages vvs and vo when a capacitor is placed between vo and
ground. This corresponds to a band-pass filter function that
converts into a low-pass filter (eq. 3 and figure 5) if Rs

is small, which is actually an objective. Both the natural
frequency and quality factor of this function depend on the
stimulus generator internal resistance Rvs. The higher this
resistance the wider and flatter the passing band of this
function becomes. Figure 5 shows the transfer characteristic
obtained with a value of Rvs = 1kΩ. This allows for reducing
the variation of the detected oscillation frequency with the
coupling factor and provides a means to minimizing amplitude
variation when different frequencies are to be detected in a
specified bandwidth.
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Vo

Vs
(s) =

sLmRvs

RpRs +RsRvs + s(CpRpRsRvs + LpRs + LsRp + LsRvs)+
(...)

(...)
+s2(CpLsRpRvs + CpLpRvsRs + LpLs − Lm2) + s3(CpLpLsRvs − CpRvsLm2)

(2)

Vo

Vs
(s) =

LmRvs

LsRp + LsRvs + s(CpLsRpRvs + LpLs − Lm2) + s2(CpLpLsRvs − CpRvsLm2)
(3)
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Figure 5: Transmission gain frequency responses for different cou-
pling coefficients given by the third order function and it’s second
order approximation.

III. FAULT DETECTION

As this detection process provides an indirect pressure
measurement, the occurrence of defects in the capacitor may
mask the detection of anomalies in the stent-graft. Possible
capacitor defects could be: a capacitor stuck at a constant
value, a reduction of capacitor’s nominal measurement range,
a large deviation of capacitor’s nominal value, and a collapsed
capacitor. A stuck capacitor would lead to a constant resonant
frequency measurement; a reduction of capacitor’s nominal
measurement range would allow detecting pressure deviations
but these could be taken as still admissible; a large deviation
of capacitor’s nominal value could lead to a false defective
stent-graft detection (e.g. a leaking stent-graft); and a collapsed
capacitor would show no oscillation frequency. The work
presented herein addresses the implementation of additional
measurements and operations which allow diagnosing the
occurrence of defects in the LC sensor.

The aortic blood pressure (ABP) waveform (figure 6)
conveys information about the cardiovascular system such
as heart rate, systolic, diastolic and mean arterial pressures.
Moreover it provides information on possible complications in
the endovascular stent-graft. Reading the stent-graft pressure
(LC resonant frequency) at a 100-200 Hz sampling frequency
allows reconstructing the ABP signal for future features ex-
traction.

When the sensor is calibrated and ready to be placed around

the stent-graft all the circuit elements (Ls, Rs and Cs) values
are known. However, these components’ performance may
change overtime due to bend, wear and friction. In cases where
the measured ABP is outside the nominal range, distinguishing
that these values are caused by the pressure applied on the stent
and not due to changes in the sensor components’ values are
of utmost importance.

Figure 6: Aortic blood pressure waveform.

Figure 7: Distributions of good and degraded stent-graft pressure
measurements.

The set of resonant frequencies captured during a number of
ABP cycles allows to build an histogram of the captured values
distribution. The shape of this histogram is a preliminary
indicator of the occurrence of anomalies. Figure 7 shows
three distributions obtained with a signal that mimics the ABP
waveform – the nominal case (Cs = 8.5 ± 3.5 pF) and two
defects (Cs = 4 ± 0.5 pF and Cs = 8.5 pF). Just from
the observation of the defective distributions one cannot infer
whether the defect has occurred in the stent-graft or in the
sensor.



254

A. System Description

To distinguish between each possible situation, one can
resort to the measure of the power transmission from the
sensor to the reader circuit, as well as of the impedance seen
at node vo(ω). These additional measurements combined with
the measured oscillating frequency enable the determination
of the circuit components values.

Figure 8: Circuit used to measure coupling power and impedance.

Using the circuit presented in figure 8 one can perform
a frequency sweep to obtain the characteristics of input
impedance (ZL) and power (P ) as functions of frequency –
power is proportional to the product of vo(ω) and vi(ω) and
ZL = vo

vi
nRi. With m frequency sweeps one can obtain the

inductive coupling power spectrum (figure 9) which allow us
to obtain the quality factor (Q = 1

Rs

√
Ls

Cs
) of the resonant

circuit.

P =
1

m

m∑

j=0

vo(ω)i(ω) ≡
1

m

m∑

j=0

vo(ω)vi(ω)

nRi
(4)

Figure 9: Mean transmitted power.

The real and imaginary parts of the impedance obtained
from the frequency sweep (figure 10) are given by equations 5.

Once power and impedance measurements have been per-
formed, one can estimate preliminary values for the coupling
factor k and Rs, using fo and Q equations and the nominal
Ls and Cs values as a first guess ("seed") values. The Ls

and Cs values are then estimated by means of a fitting
process of the measured impedance real and imaginary parts
to equations 5. This process is then iterated until a specified
estimation error (difference between measured and estimated

Figure 10: Real and imaginary parts of impedance ZL.

resonant frequencies) is verified. The following pseudo-code
summarizes this approach.

Introduce the estimated values
start_points =
=[k=0.06, Rs=50, Cs=8.5e-12, Ls=12.5e-6]
WHILE (abs(fo_meas-fo_calc))>f_step
k_iter = 1-1/2*pi*fo_meas*sqrt(1/Ls*Cs)
Rs_iter = 1/Q_meas*sqrt(Ls/Cs)
k = k_iter
Rs = Rs_iter
FUNCTION curvefitting(ZL_real, ZL_imag)

estimate Ls_iter
estimate Cs_iter
Ls=Ls_iter
Cs=Cs_iter

fo_calc=1/2*pi*sqrt(Ls*Cs*(1-k^2))
END

This data modelling assumes capacitor’s value Cs remains
constant during the measurements but in a real time measure-
ment it varies with the pressure inside the aneurysm sac. A
sequence of operations must be performed in order to acquire
the needed data (transmitted power and impedance) during
a time interval corresponding to a known pressure when the
capacitor has a low variability (figure 11). The telemetry
system comprises an electrocardiogram (ECG) equipment to
record a real time electrocardiogram and the fault detection
circuit to measure the transmitted power and impedance. The
ECG acquisition has two purposes, the assessment of the
patient’s cardiac condition and to provide the fault detection
triggering signal. The ECG is a widely used exam in patients
with diseases associated with cardiac function, and is an
important factor in the determination of risk of open surgery
and EVAR [15]. To guarantee that the transmitted power and
impedance measurements are carried out during a period when
the capacitance is almost constant, the measurements must
start in the onset of the systolic pressure and stop when the
blood pressure drops again. The systole occurs around 0.2s
after the contraction of the ventricles (QRS complex), so if
the ECG is recorded in real time it is possible to determine
the QRS occurrence and start the fault detection measurements
during the systole. Then, the recorded transmitted power and
impedance are used for the data modelling to extract the
nominal values of the sensor’s components. With this approach
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the small variability of the capacitor sensor is assured and
the signal acquisition is carried-out during the most critical
situation when the pressure is maximum. The fault detection
system enables the assessment of sensor’s components values
and, depending on the fault gravity, it could help recalibrate
the reading system so the sensor’s readings are used instead
of its dismissal.

B. Simulation Results

If the measured oscillating frequency is higher or lower
than the expected one, it is possible to estimate the sensor’s
components values to make sure the frequency shift was
caused by the pressure sensor and not by an eventual change
of the inductor value. This situation was simulated using
Agilent ADS to obtain the corresponding transmitted power
and impedance curves for Rs = 12 Ω, Ls = 10 µH, k=0.1 and
the sensor’s capacitance Cs was varied to evaluate the fitting
algorithm performance. The initial guesses were Rs = 12 Ω,
Ls = 10 µH, Cs = 10 pF and k=0.1. The estimated nominal
values for the circuit components are presented in table I for
three different Cs expected values.

Table I: Simulation results obtained for different capacitance values.

Est
Exp

Cs=5 pF Cs=10 pF Cs=15 pF

Rs (Ω) 9.7 (19.5%) 11.7 (2.9%) 11.8 (1.9%)
Ls (H) 1e-5 (0%) 1e-5 (0%) 1e-5 (0%)
Cs (F) 5.02e-12 (.37%) 1e-11 (.19%) 1.5-11 (.11%)

C. Experimental Results

An experimental set-up was used to evaluate the concept. It
comprises a PCB circuit with a planar rectangular inductor, a
resistor and a capacitor emulating the LC sensor. Another PCB
mounted inductance acts as the primary winding. A signal
generator provides a frequency sweeping of a sinewave, being
a GPIB controlled data acquisition system used to capture node
voltages vi and vo (figure 8). ECG and ABP signals from the
MGH/MF Waveform Database [16] are used to synchronize
data capture triggering. The Pan-Tompkins algorithm is used
to filter the ECG signal and detect the QRS complexes [17].

After a few seconds of calibration the system is ready to
start the frequency sweeping. The measurements must be done
in 0.2s (duration of systole) and the system resolution, i.e.
the minimum Cs and Ls detectable deviations, is dependent
on the number of points (frequencies) that can be measured
within this period. A MatLab script is used to control the
GPIB connected devices, the detection of QRS complex in
the ECG, to calculate the primary impedance and transmitted

power after the captured raw data, and to estimate Cs, Ls and
Rs using a data fitting based algorithm.

Table II shows results obtained for Rs=12 Ω, Ls=45.8
µH , a coupling factor k around 0.1 (set by proper separation
between inductors), and for two different Cs values. The initial
guesses for the fitting algorithm were Rs = 12 Ω, Ls = 45 µH,
Cs = 10 pF and k=0.1.

Table II: Experimental results obtained for different capacitance
values.

Est
Exp

Cs=3.68 pF Cs=3.9 pF

Ls (H) 4.5e-5 (1.7%) 4.5e-5 (1.7%)
Cs (F) 3.12e-12 (15%) 3.35e-12 (14%)

The fault detection approach allows detecting a shift in the
sensor’s capacitance Cs although the error was considerable. A
possible reason for the fitting algorithm difficulty to estimate
a Cs value closer to the expected is the noise associated with
the frequency sweeping process. Considering the case of a
cluster of sensors one can take advantage of data fusion to
improve diagnosis. In this case, if a sensor provides a high
pressure reading due to a endoleak or endotension episode
the surrounding sensors must also show an increase on the
measured pressure, but if only a sensor has an abnormal
reading (extremely high or low pressure compared with the
other sensors’ readings) then this sensor is faulty and its
readings should be ignored.

IV. CONCLUSIONS AND FUTURE WORK

A methodology for testing and diagnosing failures in a
inductive-link based aortic stent-graft monitoring system has
been proposed. This telemetry system allows detecting en-
doleaks in aortic stent-grafts with increased detection effec-
tiveness. This detection is performed after the measurement of
the aneurysm sac pressure resorting to the placement of LC
cells in the stent-grafts fabrics, whose resonant frequency is
determined by the variations of the capacitive pressure sensor.
An inductive-coupling link is used to stimulate and detect
the oscillating signal. Nevertheless, as this is an indirect
pressure measurement based approach, detection uncertainty
is prone to occur since variations can be caused either by
endoleaks in the stent-graft or due to degradation of the LC
sensor performance. The work presented here addresses a
methodology to diagnose deviations in the LC values after
measurements of the detected signal power and inductive-
coupling impedance. Preliminary experimental results show
that both L and C values can be estimated with good accuracy.
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Figure 11: Fault detection block diagram.
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Abstract−This paper presents a 128x128 dynamic vision
sensor. Each pixel detects temporal changes in the local
illumination. A minimum illumination temporal contrast of
10% can be detected. A compact preamplification stage has been
introduced that allows to improve the minimum detectable
contrast over previous designs, while at the same time reducing
the pixel area by 1/3. The pixel responds to illumination changes
in less than 3.6µs. The ability of the sensor to capture very fast
moving objects has been verified experimentally. A frame-based
sensor capable to achieve this, would require at least 100K
frames per second.

  I. INTRODUCTION

Conventional image sensors are frame-based. In frame-
based imagers the detected photocurrent is integrated in a
capacitor during a fixed time period (the frame time). The
reached voltage level of each pixel is communicated in a
sequential way out of the chip. Biological vision sensors
operate in a quite different way. When the activity level of a
retina pixel reaches some threshold, the pixel sends a spike to
its connected neurons. That way, information is sent out and
processed continuously in time (in a frame-less way) and
communication bandwidth is used only by active pixels.
Highly active pixels send spikes faster and more frequently
than less active ones. Event driven or Address-Event-
Representation (AER) [1]-[3] bioinspired vision sensors
have become very attractive in recent years because of their
fast sensing capability, reduced information throughput and
efficient in-sensor processing.

In this paper we present a very low latency AER-based
temporal contrast vision sensor. Several prior frame-based
temporal difference detector imagers have been published
[4]-[8], however they suffer from limited speed response
because they operate based on photocurrent integration
during consecutive frames and computing the difference
between them. Several event-based (frame-free) temporal
contrast vision sensors have been reported in recent years
[9]-[12]. They are also referred to as Dynamic Vision
Sensors (DVS). The sensor published by Kramer [10] had
low contrast sensitivity, while the one by Zaghloul [11]
suffered from poor FPN (fixed pattern noise). Lichtsteiner et
al. [9] presented the first practical DVS by introducing a self-
clocked switched capacitor differencing and amplification
stage resulting in low FPN (2.5%), practical contrast
sensitivity (15%), reasonable pixel array size (128x128),
very good latency (15µs), excellent intrascene dynamic
range (120dB), and sufficient maximum event rate
throughput (1Meps). The sensor was appropriate for high
speed vision, since it could follow rotating objects up to a
speed of 200 rps. Recently, a single pixel for a DVS sensor

that achieves a 0.3% contrast sensitivity has been published
[13]. The higher contrast sensitivity is achieved by a two-
stage differencing amplifier [14], thus increasing the pixel
gain a factor 50. However, this new design has very reduced
pixel bandwidth.

This paper presents a new AER transient vision sensor
(DVS) which is based on the one reported by Lichtsteiner
and Delbrück [9]. By introducing a small area non-switched
preampliflying stage we obtain a slightly better contrast
sensitivity (10%) while reducing the pixel area by a 1/3
factor [15]. By using an alternative photo sensing stage,
latency can be reduced down to 3.6µs. The price paid is an
increase in the current consumption due to the
preamplification stage and a smaller intrascene dynamic
range. FPN also increases slightly but it remains significantly
lower than the achieved contrast sensitivity. A mechanism
has been designed to dynamically adapt the DC levels of the
pixel preamplifying stage according to ambient illumination.
Thanks to this adaptation mechanism the retina achieves a
dynamic range higher than 100dB. However, intrascene
dynamic range is reduced to 54dB.

  II. SYSTEM DESIGN

Fig. 1(a) shows a conceptual block diagram of the pixel.
The first stage, the photoreceptor stage, which is based on a
gate-biased source-driven stage [17], converts photocurrent

 to voltage

The second stage, which is the new preamplification
stage, is a voltage gain stage producing an output voltage
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Let us call the
voltage excursion at node that generates a single
positive event through the ON channel, where is the
DC offset voltage of comparator Aon in Fig. 1(a), and
represents the DC offset voltage of amplifier Ad plus the
systematic offset voltage introduced at its input node by
switching. Similarly, is
the voltage excursion at node that generates a single
negative event through the OFF channel, with being the
DC offset voltage of comparator Aoff. Referring to the input,
let us call “ON contrast threshold” (or “ON contrast
sensitivity”) the minimum contrast stimulus that
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generates a single positive event through output channel ON,
and “OFF contrast threshold” (or “OFF contrast sensitivity”)

the minimum contrast stimulus that generates a
single negative event through output channel OFF. By
integrating equation (3),

The schematics of the small-area preamplifier stage are
shown in Fig. 1(b). It is composed of two inverting gain
stages formed by transistors and ,
respectively. Each gain stage is preceeded by a buffering
stage which helps to adapt the DC voltage level at the input
of the amplifier. The inverting gain stages are designed to
operate in the strong inversion regime, providing a total gain

The transistors aspect ratios ,

, , were designed

to operate in strong inversion while at same time having a
moderate current biasing in the order of 1µA per pixel. The
first stage is designed with larger transistors as its mismatch
is amplified by the voltage gain of the second stage.

In weak inversion the gain of the preamplifying stage
becomes

Voltages and adapt dynamically to global
illumination changes, so that global illumination can change
over several decades while the preamplifier stages remain
properly biased.

The next stage is a self-clocked switched capacitor
differencing and amplification stage as used by Lichtsteiner
et al. [9]. Lichtsteiner used a gain of 20 for this stage, which
required a capacitor ratio of 20, resulting in a high
capacitor area consumption. Actually, most of the pixel area
(almost 50%) was consumed by these two capacitors. In our
case, since we introduce extra gain through the preamplifiers,
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we only implemented a gain of 5 for the switched capacitor
differential stage, thus helping to reduce the overall pixel
area. If the CMOS process offers the possibility of using
MiM capacitors, Lichsteiner’s design would be much more
area efficient. However, even in this case, introducing these
small area pre-amplifiers improves the gain (and therefore the
contrast sensitivity) by an extra multiplicative factor.

For the voltage comparators and the in-pixel AER
communication circuits, we used the same circuit already
reported by Serrano et al. [18].

The complete system architecture block diagram is
shown in Fig. 2. The system is composed of a 128x128 pixel
array, a row of 128 preamplifier biasing cells that detect the
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average illumination along that row which adapts the DC
levels of the preamplifiers voltage biases and , a
set of programmable current sources that allow to fine tune
all the current biases needed by the pixel by accessing to a
very reduced set of pins [19], and finally the row and column
address event communication circuitry that generates the
output addresses. The AER read-out scheme implemented in
this design is Boahen’s row parallel technique which latches
all the events generated simultaneously in a row and reads
them out sequentially speeding up significantly the read out
process when high event rates have to be managed [20].

  III. EXPERIMENTAL RESULTS

A prototype has been fabricated in a double-poly 4-
metal 0.35µm CMOS technology. The fabricated retina has a
resolution of 128x128 pixels and occupies a total area of
5.5x5.7mm2 including the pads. Fig. 3 shows a
microphotograph of the fabricated prototype and Table 1
summarizes the main design specifications [21] and
compares them with previously reported designs. The retina
was tested with a 16mm F/1.4 C-mount lens. Comparing
with the design reported by Lichtsteiner et al. [9], this
prototype achieves a lower contrast threshold with a 1/3 area
reduction. The latency time has also been reduced from 15µs
down to 3.6µs. The current consumption increases due to the
preamplification stages. FPN also increases slightly but it
remains significantly lower than the achieved contrast
sensitivity. The retina achieves a dynamic range higher than
100dB. However, intrascene dynamic range is reduced to a
factor of 54dB. Sample images are shown in Fig. 4. Fig. 4(a)
and (b) show sample images obtained by histogramming

V adc1
V adc2

µ µ µ µ

µ

µ µ µ µ µ µ µ

µ µ µ µ µ µ µ

Table 1. Main design specifications and comparison with previous designs
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events over a 40ms period. However, Fig. 4(c) shows an
image obtained from a scene where playing cards are passing
at high speed. In this case to reproduce a passing card the
image has been obtained by histogramming the events
captured during a 1.2ms period.

A. Uniformity of Response, Minimum detectable contrast,
and Pixel Gain Characterization.

To characterize the uniformity of the response to a given
contrast, a similar procedure to the one developed by
Lichtsteiner and Delbrück [9] was followed. In order to
stimulate all pixels uniformly, a moving gradient bar (shown
in Fig. 5(b)) was presented to the retina and the number of
positive and negative events generated by each pixel was
recorded. The bar crossed the screen in about 4s. For this we
used a TFT monitor providing a scene illumination of about
250 lux. The contrast of the stimulus was measured to be

(which corresponds to a 1:4
contrast, or 400%). The experiment was repeated for
different settings of the pixel thresholds. The bar was swept
30 times for each setting. This way, for each pixel we
obtain its corresponding number of positive and
negative events fired per edge presentation for the
different settings of threshold voltages ( ). The
number of events generated by a pixel for a given stimulus
contrast  and threshold voltage setting is given by

σ (θev

Using eq. (4) and the measured mean values of the
contrast thresholds and we can estimate the achieved
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value of the average pixel gain . By representing the
average contrast threshold ( and ) as a function of the
voltage threshold , and fitting these graphs to
straight lines, we can obtain the average gain from the
slopes, as well as the average offset voltages for
and . The resulting average gain is ,
while the offsets are and

. Assuming results in
and . This latter offset is

dominated by reset switching induced offset.

B. Dynamic Range

The operation of the retina has been verified for over
100dBs of illumination change. The retina has been tested for
bright illumination (higher than 50Klux) down to
illuminations below 1lux. The lower illumination limit of the
retina is limited by the dark current of the photodiodes which
is lower than 12fA.

Intra-scene illumination range of the retina is limited,
since the preamplifying stage self-adapts to one single global
illumination level. Nevertheless, an intra-scene illumination
dynamic range of up to 54dB has been verified.

C. Pixel Bandwidth

To measure the pixel bandwidth a group of pixels located
in the center of the array were stimulated with a flashing
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V os V osn 103mV

V os V osf 89mV V osn V osf
V osn V osf 7mV V os 96mV

Kingbright super bright red LED L-793SRC-B
(1400mcd@20mA) following a similar procedure as the one
developed by Lichtsteiner and Delbruck [9]. We created a
scene illumination by placing two CFL bulbs near the retina
but not directly focused on it. A scene illumination of 30klux
was measured by placing the light meter RS-180-7133 in the
retina position. The LED was placed in front of the retina.
The LED diode was modulated with a sinusoidal signal

V t( ) V off A 2πftsin
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D. Latency

Latency is the delay it takes from the occurrence of an
illumination change at the photodiode until the
corresponding output event is transmitted off-chip. To
measure the latency, we used the same setting than in the
previous bandwith measurements, the super bright LED with
the two CLF bulbs placed near the retina to create an intense
scene ilumination, but now the LED was stimulated with a
step signal [9]. We measured the latency as the delay between
the step in the LED signal and the first output request
corresponding to an event with the address of the stimulated
pixel. We performed the measurements for different values of
the illumination by inserting neutral density filters in front of
the retina. Each measurement was repeated a total of 30
times. The results of these measurements are shown in Fig.
7(b) which plots the measured latency as a function of the
illumination. The latency deviation measured among the 30
trials is also marked with error bars. As can be observed, the
latency is inversely proportional to the illumination. For very
low illumination (in the order of 1 lux) the measured latency
is , while for high level of illumination (10 Klux) the
measured latency was 3.6µs.

E. Power Consumption

Chip power consumption has been characterized. The
total current consumption includes the current consumed by
the programmable current biasing block, the pixel analog and
digital parts, and the peripheral AER communication
circuitry. At low output event rates the current consumption
is dominated by the analog parts, which depends on the chip
biasing, while at high event rates the current is consumed
mainly by the digital event generation parts. The current
consumption at moderate output event rates (below 1Meps) is
approximately 44mA from a 3.3V power supply, that is a
consumption of 145mW. Most of this current consumption
comes from the strong inversion biased preamplifier stages.
For very high event rates (above 1Meps) there is a sudden
increase in power consumption because now the contribution
of the digital output pads (and all the AER communication
circuitry) becomes larger than that of the preamplifier stages.

  IV. CONCLUSIONS

A 128x128 temporal contrast retina has been
implemented. The new design including a low area
preamplifying stage allows to improve contrast sensitivity
over previous designs while reducing the pixel area by a 1/3
factor. Designing preamplifying stages operating at low
currents to reduce static power consumption is an objective
of future work.

10ms
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A Self-Biased Temporal-Contrast-Tuned DPS
for High-Speed Asynchronous IR Imaging
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Abstract—This paper presents a novel digital pixel architecture
for high-speed asynchronous imagers based on MWIR PbSe
sensors. Low-power and compact pixel circuits are proposed for
built-in log-domain temporal contrast filtering, signal adapted
self-biasing and linear current to spiking frequency conversion
under high-speed AER communications. The low-frequency sup-
pression of the non-desired signal components is digitally tuned
through an in-pixel PLL in order to compensate for both tem-
perature and technological dependencies. The proposed CMOS
design techniques make extensive use of transistor subthreshold
operation and circuit reuse. The resulting 40µm-pitch digital pixel
is designed in standard 0.35µm 2P4M CMOS technology, and
preliminary simulation results are reported.

I. INTRODUCTION

Infrared (IR) video is becoming an emerging product mar-
ket for key application fields like automotive, environmental
monitoring, food quality control, scientific instrumentation
and medical analysis. Classically, the integrated focal plane
array (FPA) of active pixels in IR imagers is built around
thermal [1] or photonic [2] sensors. Thermal long-wavelength
IR imagers are commonly made of microbolometers, which
have the advantage of CMOS technology compatibility, but
they are limited to low frame rates (<20fps). On the other
hand, quantum-well IR photodetectors are usually based on
non-CMOS heterogeneous compounds, which are operable at
higher acquisition frequencies, but requiring in practice cryo-
genic cooling systems in order to reduce sensor background
noise. In this scenario, a promising alternative for uncooled
and high-speed (>1Kfps) IR imaging is the PbSe vapor phase
deposition (VPD) technology [3], which is photoconductive at
middle-wavelength infrared (MWIR) provided using specific
active pixel circuits due to its intrinsically large dark current
levels.

From the circuit design viewpoint, modern imagers have
been gradually incorporating digital pixel sensors (DPS) with
built-in A/D conversion [4]–[8], thus the equivalent noise
bandwidth of the video signal can be reduced thanks to the
massive parallel processing at the focal plane array (FPA)
level. What is more, the resulting digital pixel output mul-
tiplexing minimizes crosstalk issues respect to the classical
analog video composition. In order to reduce the pixel area
devoted to A/D conversion and to optimize the imager I/O
bandwidth, address event representation (AER) protocols are
integrated in the FPA [9], resulting in the typical arbiter-
encoder ROIC structure depicted in Fig. 1(left). However,
some spatial [10]–[12] or temporal [1], [13], [14] contrast

techniques for image redundancy suppression are needed at
pixel level to overcome the speed limitations of the asyn-
chronous AER communications. Computing contrast at pixel
level significantly reduces data flow, while preserving relevant
information for recognition. In an AER imager, pixel readout
is not sampled. On the contrary, the pixel itself initiates an
asynchronous communication cycle, through event generation,
each time a given condition is satisfied. Spatial and temporal
contrast DPS establish communication whenever a relative
luminance change exceeds a certain threshold. Moreover,
temporal luminance transitions exhibit special relevance when
acquiring high-speed video, being this information usually
confined in a small region of the focal plane array. Radiation
in the area of interest tends to vary at frequencies clearly be-
yond the constant camera background, so adjustable temporal
contrast schemes lead to effective data compression.

This paper presents a DPS circuit for high-speed AER im-
agers based on MWIR PbSe sensors. Low-power and compact
CMOS pixel circuits are proposed for temporal contrast based
on log-domain filtering, self-biasing capability, current to spike
frequency conversion optimized for high-speed acquisition un-
der AER protocols. Furthermore, external contrast adjustment
capabilities are provided through a digital phase locked loop
(PLL)-based technology and temperature compensated tuning
mechanism. The resulting DPS is designed in standard 0.35µm
2P4M CMOS technology.
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Digital pixel
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sensor

MWIR
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Encoder
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Focal plane array

Figure 1. General view of the AER-based IR imager.

II. DIGITAL PIXEL ARCHITECTURE

The general view of the MWIR DPS cell is illustrated in
Fig. 1(right), where Vcom is the common biasing grid for all
the sensors and Isens is the individual signal current collected
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by each CMOS pixel. In fact, the PbSe pixel sensors them-
selves are post-processed on top of the CMOS integrated read-
out circuit so a filling factor close to 100% can be achieved
in practice. The functional description of the proposed DPS
circuit is shown in Fig. 2, where all the I/O signals are
in the digital domain except for the sensor input. Basically,
the DPS operates as follows: the low-frequency components
(Ibias) of the input signal are suppressed and reused for circuit
biasing. This temporal contrast is tunable (Itune) and digitally
controlled (tune) in terms of corner frequency (ftune), through
a PLL-based scheme. The resulting effective signal (Iint)
holding the contrast information is then integrated at first
into an analog potential (Vint) providing the temporal value
to be quantized at 3-level by the window comparator (pos
and neg). The converted pulse stream is finally managed by
the AER interface (req, ack, outp and outn), which, at once,
takes charge of generating the necessary feedback reset trigger
(reset) in order to complete the current to spike frequency
conversion.
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Figure 2. Proposed architecture for the high-speed IR pixel.

III. LOG-DOMAIN TEMPORAL CONTRAST AND DARK
CURRENT CANCELLATION

The required ordinary differential equation (ODE) to be
implemented for the first-order low-pass filter of Fig. 2 is:

dIbias
dt

= 2πfc (Isens − Ibias) (1)

where Ibias includes all the non-desired low-frequency
components of the IR sensor signal, such as its dark current.
A log-domain approach is proposed for the filtering circuit

realization inside the DPS. Taking benefit of the inherent
companding function ID=F (VGB) of a MOSFET biased in
weak inversion saturation [15]:

ID = ISe
VGB−VTO

nUt e−
VSB
Ut where IS = 2nβU2

t (2)

the equivalent non-linear ODE in the voltage domain can be
written as a non-linear transconductance driving a grounded
capacitor Cbias according to the tuning current Itune:

Cbias
dVbias

dt︸ ︷︷ ︸
Icap

= 2πfcnUtCbias︸ ︷︷ ︸
Itune

(
e

Vsens−Vbias
nUt − 1

)
(3)

For its CMOS realization, a compact proposal is presented
in Fig. 3 inspired in a previous work by these authors [16].
In what follows, each MOSFET bulk terminal is connected
to its respective supply rail. This solution reuses part of the
analog integrator shown in Fig. 2 and explained in Section IV
for the input compressor M1, while M2 plays the role of
the output expander. The non-linear transconductor driving
Cbias is implemented by M3 operating in weak inversion
conduction [15] according to:

ID = ISe
VGB−VTO

nUt

(
e−

VSB
Ut − e−

VDB
Ut

)
(4)

The matched device M4 operating in saturation supplies the
required gate tuning Vtune according to the tuning current.
The resulting voltage compression obtained by the log-domain
processing is also exploited here to reuse the non-linear MOS
capacitance of the expander transistor M2 as Cbias. Although
the proposed circuit misses the subthreshold slope factor n
of (3), no significant distortion has been detected by this
large signal approximation. The resulting high-pass filtering
is shown in Fig. 4 for different tuning currents, while its
PLL-based digital control is fully addressed in Section V.
Finally, the self-biasing capability of the DPS is obtained just
by copying the Ibias current level available in M5 and M7 to
the other blocks of the pixel, like in Fig. 7.

Fig. 5 illustrates three different temporal contrast simulation
examples of the proposed architecture in a glass bottle pro-
duction scenario. All the computations have been applied to a
real 32×32 pixel MWIR luminance video obtained using the
same PbSe sensors as the presented DPS. While the original
video (center) exhibits hardly distinguishable bottle shapes on
a noisy background, the resulting negative (left) and positive
(right) contrast video frames show low-content images where
the intensity and active area directly depends on the selected
high-pass cut-off frequency (ftune). Thus, the incremental
tuning of ftune in 1-decade steps (Fig. 5(a,b,c)), results on a
filtered pixel activity that can be externally adjusted to sparsity
according to the characteristics of the target element to be
detected.
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Figure 3. Proposed pixel circuit for self-biasing and temporal contrast.

IV. RESET-INSENSITIVE HIGH-SPEED AER

In general, pixel analog integrators in high-speed imagers
require capacitive transimpedance amplifier (CTIA) solutions,
as the floating integrating capacitor (Cint) is then more con-
trolled against parasitics and it is not limited by the output
capacitance of the optical sensor itself. In this sense, a typical
pixel CTIA is shown in Fig. 6(a). The main drawback of this
scheme is the impossibility of integrating Iint during the reset
time (tres) of Cint. This dead time causes in practice a non-
linear saturation of the pixel current-to-frequency conversion
law freq(Iint) following:

f ′
req =

freq
1 + tresfreq

where freq =
|Iint|

CintVth
(5)

and Vth stands for the quantization threshold of the window
comparator of Fig. 2. Obviously, this curve saturation is
especially noticeable for high-speed imagers, when tres is
comparable to the spike period itself. However, the dead time
can also play an important role already at low-frequency in
AER imagers due to the signal dependence of the arbitration
delay (tarb).

Based on a previous concept from the same authors [17],
three possible high-speed analog integrator topologies are
proposed to address these issues in Fig. 6(b, c and d). In all
cases, the main idea is not blocking the integration of Iint
during tres but injecting a controlled charge for the reset of
Cint instead by means of a matched reset capacitor (Cres).
A cross comparison with the classical integrator of Fig. 6(a)
in terms of correlated double sampling (CDS) capabilities,
number of needed low-impedance voltage sources and extra
capacitance is summarized in Table I.

For our purposes, the solution of Fig. 6(d) is chosen and
the compact circuit implementation of Fig. 7 is proposed
for the DPS together with the window comparator and the
AER interface. Supposing weak inversion saturation for the
equally biased transistors M1-M3, the excursion of Vint can
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Figure 4. Simulated log-domain high-pass filtering (a) and frequency corner
tuning (b) at room temperature.

Table I
ANALOG INTEGRATOR RESET SCHEME COMPARISON.

Dead Voltage Cap
Fig. 6 time CDS sources area

(a) × × � �
(b) � × ×× ×
(c) � � × ×
(d) � � � ×

be enclosed by the absolute quantization voltage level of the
window comparator and the integrator reset level. Whereas the
former is fixed by the dimensions of the matched MOSFET
devices, the latter can be decreased scaling up the ratio 1<M<2
between the reset and the integrating capacitors, resulting in
the equivalent Vth:

Vth = ±nUtM ln (P ) (6)

Each comparator incorporates an internal positive feedback
loop M4-M7 not only to speed-up transitions under low-power
operation, but also to generate the non-overlapped reset signals
of Fig. 8(b) required in order to guarantee a proper integrator
reset (i.e. avoiding charge loosing). Concerning the AER
interface, a dynamic bus driver is implemented in Fig. 8(a) for
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Figure 5. Illustration of temporal contrast computation capabilities applied
to 32×32-pixel MWIR video acquisition when capturing from a glass bottle
manufacturing line. Original luminance video frame (center) and negative
(left), positive (right) contrast video frames. (a,b,c) stands, respectively, for
three incremental ftune values adjusted in one-decade steps.

both the event signals (outp, outn) to be adressed, following
M8 to ensure data stability during the acknowledge window
(tack).

V. PLL-BASED DIGITAL TUNING

Due to the low-current levels required for the tuning of
the log-domain filter of Fig. 3, an in-pixel Itune generator is
mandatory. For such a purpose, the compact PLL of Fig. 9(a)
is proposed, which includes a digital phase-frequency detector
(PFD), a low-leakage charge pump and a minimalist voltage-
controlled oscillator (VCO). Basically, the output current
source M1 is controlled by Vctrl so the VCO digital output
(vco) matches the external reference frequency (tune1 and
tune2). Otherwise, the error signals (slow and fast) are fed
back according to Fig. 9(b) to ensure that the regenerative
oscillator M2-M4 locks at:

ftune =
Itune

2VthvcoCvco
where Vthvco = nUt ln

(
1 + Y

1 + 1/X

)

(7)
Following (3), a linear tuning of the temporal contrast corner

frequency is achieved according to:

fc =
1

π

Cvco

Cbias
ln

(
1 + Y

1 + 1/X

)
ftune (8)
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Figure 6. Classical (a) and proposed (b Iint<0 case, c and d) analog
integrator reset schemes for high-frequency spike generation.
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Apart from the higher robustness of distributing a digital
KHz-range frequency reference instead of an analog pA-range
current reference along the FPA, the in-pixel tuning circuit
of Fig. 9 also compensates for both process and temperature
dependencies of Itune, as demonstrated in Section VI. Further-
more, this external digital control allows to adapt the temporal
contrast of the DPS on-the-fly.

VI. CMOS REALIZATION AND RESULTS

Fig. 10 shows a complete 40µm-pitch DPS circuit demon-
strator designed in 0.35µm 2P4M CMOS technology. The
referred DPS includes all the proposed functional blocks,
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in which the following main design parameters have been
employed: N=4, Cint=80fF, M=3/2, P=4, X=1, Y =2 and
Cvco/Cbias=15. Electrical simulation results are illustrated
in Fig. 11 and Fig. 12 for PbSe dark current levels around
1µA, an AER emulated timing of tarb=17ns and tack=20ns,
and 3.3V supply voltage. In this sense, the proposed ana-

log integrator reset scheme preserves the linearity of the
DPS output frequency in Fig. 11 close to the hard limit of
(tarb+tack)−1=27MHz with an average gain of 0.12MHz/nA.
In this point, it is important to notice the temperature and
process robustness of the in-pixel PLL-based temporal contrast
tuning (Fig. 12), which extends the control of the corner
frequency down to the leakage limits of the CMOS technology.
Last, but not least, and thanks to the self-biasing approach, the
supply current of the full DPS is proportional (about ×2) to the
dark current of the IR sensor, thus pixel power consumption
is adapted to the full-scale.
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Figure 10. Layout of the 40µm-pitch DPS in 0.35µm 2P4M CMOS
technology.
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VII. CONCLUSIONS

In this work, a novel DPS circuit architecture for MWIR
PbSe sensors and high-speed AER imagers has been presented.
The proposal includes all the low-power and circuits for pixel
built-in log-domain temporal contrast, signal adapted self-
biasing and linear current to spike frequency conversion under
high-speed AER communications. In order to provide external
calibration of the desired filtering corner frequency, a digi-
tal PLL-based and temperature compensated tuning topology
is also included. The resulting 40µm-pitch pixel has been
designed in standard 0.35µm 2P4M CMOS technology, and
preliminary simulation results have been reported. Based on
this DPS proposal, a 64×64 FPA imager prototype is under
development.
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Abstract—Efficient digital fault simulation is quite well devel-
oped and is implemented in many CAD tools. The most important
techniques are parallel, deductive and concurrent fault simula-
tion. On the other hand, the same degree of implementation
is not seen in the analogue counterpart: efficient analogue fault
simulation is not ubiquitous. However, it is very important for the
simulation-before-test of hundreds or thousands of faulty circuits
when building fault dictionaries. Here is made a survey of the
area, with some emphasis given to techniques developed by the
author along more than a decade of work, and whose efficiency
has been demonstrated with prototypes: one of them targets
DC nonlinear resistive circuits; and the other supports linear
dynamic circuits. Finally, an efficient fault simulation method
suitable for dynamic circuits with nonlinear resistive elements
(I-controlled resistors, or dependent sources) which melds the
aforementioned techniques is proposed.

I. INTRODUCTION

Efficient digital fault simulation is implemented, and
broadly used, in industrial CAD tools since many years [1].
However, in the analogue and mixed circuits domain that
is far from true. Perhaps the only analogue fault diagnosis
technique with practical relevance is the fault dictionary (FD)
[2], [3], which is a ”simulation-before-test” method. When
building FDs many thousands of circuits are simulated, and
the availability of efficient fault simulators is very welcome.
These tools have been researched since decades, and most
proposals focused linear circuits in the AC domain and were
based on formulas of modification of the inverse [2], [4]. Other
fault simulation techniques for analogue circuits have been
developed, but either the attained efficiency was moderate, or
the target circuits were constrained to particular classes.

This paper consists in two parts. In the first one is made an
overview of analogue fault simulation (AFS) techniques.

In the second, an efficient single fault simulation method tar-
geting for dynamic circuits with nonlinear resistive devices is
proposed. Its limitations are: large circuits will trigger memory
exhaustion problems; nonlinear capacitors and inductors are
not supported; and the efficiency will be modest in circuits
with a large percentage of nonlinear resistive components
(e.g. MOS amplifiers). The method is supported by techniques
previously implemented by the author, and the good results
then obtained raise high expectations for the efficiency of the
new one. Implementation of a prototype is ongoing.

II. EFFICIENT ANALOGUE FAULT SIMULATION

Fault simulation is a special type of circuit simulation: many
very similar circuits are solved to calculate the effect of faults.

Another facet of analogue fault simulation is that often the
precision of the simulations can be relaxed: this allows to

reduce the number of iterations in simulators’ algorithms (e.g.
Newton-Raphson).

We do now a survey of AFS by presenting developments in
the last decades. The constrained size of the paper imposes
restrictions on the depth and breadth of the review. An
overview of fault diagnosis and simulation is in [2], [3].

A. Parallelism, concurrency and naive approaches
There are obvious, but effective ways of speeding up faults

simulation. One of them consists in splitting the faults by
independent parallel processors [5], and at present that can be
done in common desktop PCs equipped with multi-core pro-
cessors (6-core processors are affordable). Several researchers
reported a time efficiency inversely proportional to the number
of parallel processors. However, the total computational effort
(or ”energy” spent) is not reduced by this approach: it is
merely split between the available cores, or processors.

Yet another parallel platform emerged in the last few years:
the Graphics Processing Units (GPUs) which equip common
PCs. Several researchers implemented digital fault simulation
in GPUs. Regarding simulation of analogue circuits, in [6]
GPUs are used to accelerate transistor model evaluations (the
most time consuming task in simulation, up to 75% of total
time) in a commercial SPICE tool. Simulation speedups of
2.36X on average (maximum is claimed as 4X) were obtained
in circuits with up to 1000 transistors.

This particular approach has a bright future with the
emergence of ’grid computing’ that splits the workload of
computationally intensive applications by a ’grid’ or ’cloud’ of
processors. Although it is trivial to split fault lists by several
processors, each one simulating one fault, parallelizing the
same simulation instance by several processors it is not, as it
involves parallelizing the simulator code: as far as we know
that has not been done for general circuit simulators. However,
[7] has an exposition of parallel algorithms applied in many
areas of CAD.

Fault dropping is a very obvious but, nevertheless, effective
general idea for speeding up fault simulation: the simulation
(be it time domain, DC domain, etc...) of a fault is stopped
whenever the circuit variables used for diagnosis (test points)
have values which differ from nominal by an amount that
allows robust fault detection (e.g. 20%). Dropping is affected
by the speed of convergence of the algorithms, as well as by
the ”quality” of the test points. Dropping has been exploited
in many ways by many researchers (myself included).

[8] uses mere fault dropping in time domain simulation
(with a proprietary tool attached to a commercial simulator)
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to achieve efficiencies of 50% to 80% in medium size circuits
(e.g. a biquad and a MOS op amp). The threshold for dropping
comes from a tolerance analysis of the circuits (Monte Carlo).

In [9] a robust, moderately fast algorithm for concurrent
analogue fault simulation is presented. Three techniques for
fault collapsing and dropping are addressed: a robust closeness
measurement technique for identifying similarities between
simulations of nominal and faulty circuits; a late start rule,
where the closeness measurement technique is applied only
after most circuit nodes reach a ”stable” state in NR iterations;
and an early stop rule, where the simulation of a given fault
stops (i.e., is dropped) as soon as there is convergence in
simulation, even if other faults continue being simulated. The
algorithm has been applied to both DC and transient analyses
in very small circuits, achieving around 50% efficiency.

B. Modification formulas
Consider the linear system Mx = b. If the inverse M−1 is

calculated, the sought solution is x = M−1b. If M is a full
matrix of dimension n× n, the cost of inversion is O(n3).

Now suppose that we seek the solution of a slightly modified
system, that is, just a few elements of M are modified in the
new system Mfxf = b: is it possible to get the solution xf

without resorting again to O(n3) operations? The answer is
yes, using modification formulas. In the context of this paper,
the modified system relates to the faulty circuit.

The key is to tackle a low rank modification on M

Mf = M+VSWT

where V and e W are n × k matrices and S is k × k, with
k � n. The inverse M−1

f is obtained by a modification of
M−1. In particular, when k = 1 then V ≡ v and W ≡ w are
vectors, S ≡ s is a scalar, and the modification formula is

(M+ vswT )−1 = M−1(I− τ−1vwTM−1) (1)

where τ−1 = (s−1+wTM−1v)−1. This formula, and its vari-
ants, are credited to several people: we call them the Sherman-
Morrison-Woodbury-Householder (SMWH) formulas.

Although useful in general, the SMWH formulas are not
very appropriate to circuit simulation. This is because in
SPICE-like simulators the circuit matrix is never inverted (if
it is, the precious sparsity of the matrix is jeopardized), but is
instead factorized in two triangular factors, M = LU, what
preserves quite well the sparsity in case reordering of matrix
lines and columns is performed. Below, a method developed by
the author [10]–[13] for inserting faults in the nominal circuit
equations, that preserves sparsity and reuses the nominal L
and U factors, will be presented.

The application of modification formulas to fault simulation
has a long history. According to [2], Temes used (1) in 1977.
A fault in one component of a linear circuit, whose parameter
changes (p → p + δ), corresponds to a modification matrix
δvwT with dimension n× n and rank k = 1. The simulation
of this fault with (1) is immediate.

In [14] Householder’s formula was used to efficiently calcu-
late the most unfavorable limits in nodal voltages, under the
occurrence of catastrophic faults in circuits with parameters
varying according to tolerances. The intervals between those
limits were used to build faults dictionaries.

Prasad [15] also uses (1) for simulating single faults in
linear elements (nonlinear elements are supported, but they are
replaced in the equations by independent sources according to
the substitution theorem). (1) was also used in [16] to modify
the nodal admittance matrix, calculated at the accessible
terminals of the nominal circuit, when a fault occurs.

Prasad [15] has proposed an efficient technique for writing
the faulty equations of nonlinear DC circuits which starts with
the nominal equations. It is loosely related with the technique
proosed in [11], which is exposed in section III-D. The system
equations are written with a pattern similar to Modified Nodal
Analysis [17]

A11vn + A12i2 = B11j + B12id,

where vn are nodal voltages, i2 are currents in current
controlled linear elements, j represents independent current
sources and, finally, id are currents in nonlinear elements.
Defining P = [A11 A12], it is possible to calculate

[
vn

i2

]
= P−1 [B11j + B12id] , (2)

in case the inverse P−1 exists. Resorting to the topological
equation vd = Qvn and describing nonlinear elements with
H(vd, id) = 0, then vd and id are calculated from

{
H(vd, id) = 0
vd = QC j + QD id,

(3)

as (2) allows us to write vn = C j + D id. Obviously, vn

is calculated from id. Equation (3) can be thought of as rep-
resenting a linear multiport terminated by nonlinear elements.

A single fault consisting in a deviation δk in the k-th
parameter, leads to faulty circuit equations which are a slight
modification of the nominal ones, more precisely a slight mod-
ification in P : this matrix is replaced by Pf = P + δk uwT .
Then (1) can efficiently calculate P−1

f , and the faulty circuit
equations are similar to (3) but with C e D respectively
replaced by Cf , a submatrix of P−1

f B11, and by Df ,
a submatrix of P−1

f B12. Multiple faults are simulated by
successively updating P for each of them.

The efficiency of fault simulation is not discussed in [15].
It will not be good, probably, as sparsity preservation is much
better when modifying the triangular factors L and U instead
of modifying the inverse. But one aspect must be highlighted:
multiport matrices with small dimension (i.e., number of ports)
when compared with the number of internal nodes, are usually
not sparse. Thus, in this scenario using matrix inversion or
factorization will not be a decisive factor for efficiency.

In [18] linear circuits with the state variable model were
described. The efficiency came from representing the input,
u(t), and output, y(t), with Taylor polynomials: the larger
the order, the better the precision. Because the nominal, A,
and faulty, Af , state matrices differ in one line and column,
the faulty circuit response is calculated with a modification
formula.

In conclusion, modification formulas have often been ap-
plied to analogue fault simulation. The Fault Rubber Stamps
method, developed by the author and described below, also
seeks efficiency but makes use of factorization.



305

C. High level modeling

There are approaches to efficient analogue fault simulation
based on Hardware Description Languages (HDL), instead of
electrical level (i.e., SPICE level) modeling and simulation.

Faults injected in VHDL high-level models and simulated
with VHDL simulators are described in [19]. The HDL-A
language, which supports analogue circuits, was used [20]
in the aim of the ”failure bounds” fault verification method
developed by C. R. Saeks et al. (see e.g. [21], included in
[3]).

The results of these approaches were seldom promising. In
[22] fault simulation in CMOS op amps using VHDL was
50% slower than the corresponding simulations with SPICE.
The inefficiency of VHDL simulation was partially attributed
to a poor implementation of algorithms in the simulator.

Another experiment [23] focused the robustness of the
implementation of numerical algorithms. The simulation of
parametric faults in an 11th order active filter led to different
responses, when simulated at the electrical level with ideal
op amps, and when simulated at a behavioral mathematical
level: the coefficients of the differential equation describing
the filter depend on the fault. Both models used the same
stimulii and simulator, the aFSIM based on the commercial
simulator Saber. Again, as in [22], the blame is put on the
robustness of the numerical integration algorithm: it seemed
to be excessively sensitive to the size of the system. In [23]
it is not said which is the algorithm, neither which of the two
models is near ”reality”, neither the computer time spent to
simulate electrical or mathematical descriptions.

However, other researchers managed to get fault simulation
efficiency of several orders of magnitude when resorting to
high-level models.

In [24] faults in mixed circuits were simulated with a digital
VHDL simulator. Faults in a PLL with a simulation time im-
provement of three orders of magnitude, compared to electrical
level simulation, were simulated, without any degradation of
precision in the simulation results being observed. Piecewise
linear and discrete time models allowed the use of VHDL in
the functional description of analog entities. VHDL modeling
made use of custom tools. This work has shown that VHDL
can perform realistic simulations of analogue circuits when a
careful hierarchy of device models, with the goal of attaining
a good precision of results, is established. The continuation
of the work in [24], reported in [25], claims four orders
of magnitude improvement in fault simulation (compared to
electrical level simulation) in a complex mixed circuit with
more than 5500 transistors. There was used a mixture of
electrical, macromodel, functional and behavioral models, and
thus the modeling effort was extremely high.

[26] claims important simulation time savings for a restrict
class of operational amplifier circuits, by using VHDL-AMS
abstract behavioral modeling and by taking advantage of the
ability to control the behavior of the model using high-level
fault condition states. There is a previous time consuming
”mapping” of transistor faults into op amp faults, which re-
quires sophisticated processing and analysis. Good correlation
between VHDL-AMS and electrical simulations is claimed.
The efficiency of VHDL-AMS vs. electrical fault simulation

was 4.7X and 37.4X in two two biquad filters.
Thus, high level modeling and simulation for analogue

faults is an area with unpredictable results, to say the least.

D. Other techniques
Several research efforts on fault simulation in the DC and

time domains have been reported. The underlying techniques
were quite varied: concurrent simulation of faults, ”caching
of computations” at device level (reuse of values for devices
which have similar terminal voltages in the nominal and in
faulty circuits), dynamic fault ordering (i.e., fault lists are
rebuild in each time step) and partial reuse of equations.

In [27] a complete Fault Dictionary system for fault diag-
nosis which relies on an efficient fault simulator for nonlinear
DC circuits is described. This simulator uses a piecewise
linear model for the only supported nonlinear device: the ideal
diode. The catastrophic and parametric faults are inserted with
switches. The circuit is modeled as a multiport: the nd ideal
diodes, the ns ”fault switches” and the nt diagnosis variables
are extracted out from the multiport (with a total of nd+ns+nt

ports), and associated with exterior ports.
The port currents and voltages satisfy conditions of com-

plementarity and positivity

vT
d id = 0; vT

s is = 0; it = 0; vd ≥ 0; id ≥ 0 (4)

where it = 0 because voltage test ports are open. Fault
switches belong to two classes: normally open (is = 0) and
normaly closed (vs = 0), what implies vT

s is = 0. The ideal
diodes impose vT

d id = 0, vd ≥ 0 and id ≥ 0 at their ports (the
voltage in the diode is considered positive when it is open).
Partitioning the port variables we get

[C1 C2 C3 C4 C5 C6]
[
vd id vs is vt it

]T
= [f ] (5)

where [f ] results from independent sources. This equation
together with (4) define a linear complementarity problem
(LCP), whose variables are id and vd:

[Cdv Cdi]

[
vd

id

]
= [u] , vT

d id= 0, vd ≥ 0, id ≥ 0 (6)

which is solved with Lemke algorithm [28]. To simulate a fault
f , some switches are open or closed when compared with the
nominal circuit, which implies that the reduction of (5) will
correspond to another LCP:
[
Cf

dv Cf
di

] [
vf
d

ifd

]
=

[
uf

]
, vfT

d ifd= 0, vf
d ≥ 0, ifd ≥ 0

(7)
The efficiency in fault simulation arises from the passage from
(5) to (6) or to (7) being done with the inversion of a low rank
matrix; however, Lemke’s algorithm solves the LCP (7) for
each fault, and since it is based on successive pivoting applied
to the matrix, the eventual sparsity is rapidly destroyed.

In [29] a preliminary study about concurrent simulation of
bridging faults and of the nominal circuit is presented. At each
time instant the nominal incremental quantities in the NR algo-
rithm (see equation (11)) are used in the faulty circuits in case
they satisfy a certain proximity criteria. Although efficiency
results are not presented, it seems that the decision on using
or not the nominal quantities, as well as the synchronization of
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the nominal and faulty simulations, shortens the potential gain
resulting from latency exploitation. As a side note, recall that
concurrent digital fault simulation is one of the more efficient
techniques in the digital domain.

A similar technique is described in [30]. An instance of the
nonlinear circuit for each fault is created, and the simulation is
also concurrent (at each time instant) and synchronous. Three
ideas for accelerating fault simulation are used: ordering, at
each instant, of the instances of circuits being simulated to
maximize the information that can be re-used by the circuit
downstream in the list; prediction of the current solution with
the information about the solution of the circuit upstream in the
list (circuit already simulated); and reducing the order of the
global system by using Householder-like formulas and sparse
matrix processing. Fault dropping is also implemented.

Fault ordering has been already used in [31], which targets
linear circuits in the frequency domain.

Efficient fault simulation in nonlinear DC circuits is also
focused in [32]–[34]. Continuation of faults and one-step
relaxation (only one NR iteration is done) are used to get
”approximate solutions” to the faulty circuits, by arguing that
a precise solution is superfluous. Similar techniques had been
previously demonstrated by the present author [10], [11]. Both
rely on the idea of reusing, partially, the equations and/or
variable values of previous simulations to simulate the current
fault, following, however, different approaches from [32]–[34].

[35] has a good review of efficient analogue fault simulation
in the time domain, and proposes bias grouping of faulty
circuits for saving NR iterations. In the end, modest gain is
reported (<30% in simulation time).

In [10], [11] a fault simulation technique for nonlinear
resistive circuits that applied an incremental modification
to the nominal L and U triangular factors was presented.
Inserting a single fault means joining one additional equation
and variable to the nominal circuit equations, what preserves
the nominal L and U. A Newton-Raphson (NR) solver which
accepts common electronic devices (diodes, BJTs, MOSFETs)
and uses the technique was developed. Several novelties were:
I-controlled models for nonlinear devices; fault ordering to
minimize NR iterations; and reduced size of the submatrix
which is modified in each NR iteration in fault simulation.
The technique has shown an efficiency up to 192X in fault
simulation applied to medium size nonlinear circuits.

The same fault injection technique led to an efficiency of
up to 53X in fault simulation for linear dynamic circuits [12],
[13]. This one, and the previously mentioned technique, are
the roots of the strategy proposed in the current paper.

III. DESCRIPTION OF THE TECHNIQUE

From now on, we propose a new efficient technique for
AFS. Circuit equations are assembled with Modified Nodal
Analysis (MNA) using Rubber Stamps (RS) [4], [17]. The
Backward Euler (BE) time-integration method is chosen.

There are three key concepts that together contribute to the
efficiency: (i) the integration time-step, hn, is not free, but
instead belongs to a set of discrete values, allowing the reuse of
the nominal LU factors; (ii) the fault injection method, named
Fault Rubber Stamps (FRS), increments the size of the nominal
matrix by one, but without disturbing it, and also allows

reusing the nominal matrix and, finally, (iii) the nonlinear
resistors are I-controlled, what minimizes the number of matrix
elements updated in NR iterations.

A. Standard time domain simulation algorithm

The standard time-domain simulation algorithm [4], [36],
[37] consists in two iteration shells: the outer iterates in time,
stepping through tn+1 = tn + hn, n = 0, 1, · · ·; the inner
iteration, at t = tn+1, solves the nonlinear equations with a
variant of the NR method (e.g., damped NR). In each NR
iteration a linear system is solved with LU factorization.

Circuit matrices are sparse. They are reordered to preserve
sparsity and minimize fill-ins in LU factorization. Optimal
reordering is time-consuming and so, fast, efficient reordering
algorithms are used, e.g. that of Markowitz [4], [37].

LU factorization starts in the upper-left corner of the matrix
M and progresses towards the bottom-right corner. A change
in element mij , only impacts the sub-blocks of L and U with
line index � ≥ i and column index c ≥ j. Thus, by pushing
elements that change due to fault injection right and down,
as much as possible, most of the nominal L and U remain
unaltered and can be reused. This is the idea behind FRS.
However, this also constrains reordering: the lower lines and
rightmost columns remain in the same positions.

B. Fault Rubber Stamps

Fault Rubber Stamps [10]–[13] is a technique for inserting
faults into the nominal system, Mx = LUx = w, which
preserves and allows to reuse, fully or partially, the nominal
L and U factors. FRS only adds one extra line, lTf , to the
bottom of M, and one extra column, cf , to its right (Fig.
1-a)), when assembling the faulty circuit system:

[
M cf

lTf αf

] [
x
xf

]
=

[
w
0

]
(8)

where xf is the fault variable and αf is the fault value.
Recalling that LU factorization is performed top-down and
left-right, it is clear that the L and U factors of the M block in
(8) are preserved in the fault simulations. Moreover, if several
fault values in the same element are simulated, the only single
cell which must be re-calculated is αf (Fig. 1-b)) and thus for
each fault value it is only necessary solve the two triangular
linear systems arising in LU factorization with forward and
backward substitutions [4].

Fig. 1. Q aggregates the L and U triangular factors from M = LU. a) FRS
in a linear dynamic circuit: fault insertion goes into the last line and column.
The step hn affects globally L and U. b) Only the lower-right corner changes
with a new value of the same fault. c) If the V-controlled model for nonlinear
resistors (11) is used, potentially all L and U (grey) have to be re-calculated
in each NR iteration. d) I-controlled nonlinear resistors (13) minimize the size
of the blocks of L and U re-calculated in NR iterations (grey).
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C. Matrix caching and discrete time-step
A linear dynamic circuit is described in the time domain by

Gx + Cẋ = w, where x are the circuit variables, ẋ are its
t-derivatives and w are the sources. The matrices G and C
are filled respectively with resistive and reactive elements.

Applying Backward Euler integration, xn+1 = xn +
hnẋn+1, to the above description, we get the time-domain
iteration

[
C
hn

+G
]
xn+1 = C

hn
xn + wn+1, where hn is the

time step. It is solved with LU factorization and when hn

changes, the triangular factors of
[

C
hn

+G
]

are re-calculated.
In practice, the MNA stamps of the passive elements corre-
spond to the companion models shown in Fig. 2:

in+1 =
C

h
vn+1 −

C

h
vn vn+1 =

L

h
in+1 −

L

h
in (9)

For the resistor R = G−1, the model is in+1 = Gvn+1.
To save time-consuming LU factorization, we propose two

strategies: (i) to choose hn from a set of discrete values in
geometric progression, that is hn = hp = 2ph̄, with p =
0, 1, 2, . . . , Pmax, where h̄ is a minimum; (ii) to ”cache” and
reuse the L(hp) and U(hp) triangular factors of

[
C
hp

+G
]
.

With this approach, LU factorization of most of M(hp) (Fig. 1
a)) is performed only Pmax+1 times, but caching many large
matrices (although sparse) will eventually exhaust RAM.
hn is selected in each iteration as the larger hn = hp =

2ph̄ such that the estimated Local Truncation Error (LTE) is
still kept below a pre-specified threshold [36]. If hp has never
appeared before, the factors L(hp) and U(hp) are calculated
on-the-fly and cached for future iterations.

In [12], [13] was reported a time-domain single parametric
fault simulator implementing this method. Table I has results
obtained in state-variable and leapfrog filters, and in a RC
ladder. Fault Dropping (FD) was implemented with a threshold
of 20%. Table I reports efficiency without and with FD (results
in boldface). The state variable and leapfrog filters belong to
the benchmarks proposed in [38].

CIRCUIT LF SV LAD
#f 500 1000 100
#e 5 10 2

nom. sim. [sec.] 0.12 0.06 1.9
total fault sim. [sec.] 8.2/2.3 18.7/4.7 11.9/3.6

speed-up 7.3/26.1 3.2/12.8 16.0/52.8

TABLE I
FAULT SIMULATION IN A LEAPFROG FILTER (LF), A STATE VARIABLE
FILTER (SV) AND A RC LADDER [13]. #f IS THE TOTAL NUMBER OF

FAULTS IN #e FAULTY ELEMENTS. SIMULATION TIMES OF THE NOMINAL
CIRCUIT AND OF all THE FAULT SIMULATIONS, AND SPEED-UP, ARE

SHOWN. THE LAST TWO LINES SHOW VALUES FOR SIMULATION WITHOUT
AND WITH FAULT DROPPING (IN BOLDFACE, 20% LIMIT).

Fig. 2. Companion models of C and L (for Backward Euler).

D. Reduced-matrix Newton-Raphson iteration and nonlinear
resistor companion models

The NR companion model of a nonlinear resistor between
nodes a and b in common simulators is V-controlled, i =
GN (ea − eb), where GN () is a nonlinear function. If GN ()
is monotonic (e.g. the exponential diode equation), it can be
inverted, and a I-controlled description is possible

ea − eb = RN (i) (10)

where RN () = G−1
N (). This is the approach followed here.

In NR iterations (index k), the nonlinear elements are lin-
earized in the neighborhood of the DC values of the variables
which change in each iteration. The V-controlled Taylor expan-
sion is ik+1 ≈ ik+ gk(vk+1− vk), where gk = dGN (v)

dv

∣∣∣
v=vk

.

Note that vk = eka − ekb and vk+1 = ek+1
a − ek+1

b . Thus

ik+1 ≈ ik + gk[(ek+1
a − ek+1

b )− (eka − ekb )] (11)

and ik+1 is inserted in the KVL equations of nodes a and b.
Therefore, its MNA rubber stamp is

ek+1
a ek+1

b

KCL(a) gk −gk

KCL(b) −gk gk

RHS
−ik + gk(eka − ekb )
ik − gk(eka − ekb )

(12)

This stamp doesn’t increase the dimension of the MNA matrix
but, on the other hand, gk affects four matrix cells which
can be located anywhere in the matrix. gk is updated in
each NR iteration. So, in the end, the V-controlled nonlinear
resistor forces to fully re-calculate the L and U factors in each
iteration (Fig. 1-c)), a very time-consuming task in simulators.

However, by using the nonlinear I-controlled model (10),

(ek+1
a − ek+1

b ) ≈ (eka − ekb ) + rk(ik+1 − ik) (13)

the rubber stamp adds one MNA variable (ik+1) and one new
equation to the system, and is

ek+1
a ek+1

b ik+1

KCL(a) 1
KCL(b) −1
new eq. 1 −1 −rk

RHS

−rkik + eka − ekb

(14)

Thus, only one matrix cell (rk) changes in NR iterations.
Pushing this ”changing” cell right and down in the simulation
matrix maximizes the sizes of the blocks of the nominal L
and U factors which are reused (Fig. 1-d)).

A DC fault simulator supporting diodes, BJTs and FETs,
and implementing the nonlinear resistor I-controlled com-
panion model and FRS was presented in [10], [11]. Extra
efficiency was achieved by using the solution of the last faulty
circuit to start the NR iterations in the next fault simulation: in
parametric fault simulation, a sequence of fault values not far
apart in the same element often have approximate solutions.
Thus, seldom were used more than 2 NR iterations by each
fault. Table II shows the results. (In each row, the top line
refers to the nominal circuit and the bottom line to fault
simulations).
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CIRCUIT #e/#f %fi #i speed-up nom./fa.
CMOS - 42 40 - 31

OP AMP 3/200 “ 1266 25.3 -
video - 25 9 - 192

amplif. 9/80 “ 1591 18.3 -
nonl. lad. - 0.8 10 - 49
(1000/10) 8/40 “ 1178 45 -
nonl. lad. - 0.8 7 - 44
(2000/5) 8/10 “ 408 14 -

TABLE II
FAULT SIMULATION IN NONLINEAR CIRCUITS [11]. #e IS THE NUMBER
OF FAULTY ELEMENTS, #f IS THE NUMBER OF FAULTS PER ELEMENT,
%fi IS THE PERCENTAGE OF FILLS IN LU FACTORS, #i IS THE NUMBER

OF NR ITERATIONS WHILE SIMULATING ALL #e×#f FAULTS, speed-up
IS THE OVERALL SPEED-UP, AND nom./fa. IS THE AVERAGE RATIO

BETWEEN SIMULATION TIMES OF NOMINAL AND FAULTY CIRCUITS.

E. Total faulty circuit matrix

By melding the described techniques, an assembly for the
global faulty circuit equations is possible (orange and ˜ denote
nonlinearity, n is the time iteration index, k is the NR iteration
index and yellow relates to faults insertion):




C
hn

+G E cf

D R̃k 0

lTf 0
T

αf








x

ĩ
xf





( k+1
n+1 )

=




wn

w̃k
n

0



 (15)

The L and U blocks resulting from the factorization of the
blocks C

hn
+G, E and D in (15) are calculated once for each

hn = hp = 2ph̄ and cached. In circuits with a few nonlinear
resistors these are by far dominant. Its reuse is the platform
over which the efficiency of the technique builds up.

IV. CONCLUSION

A survey of methods and techniques for efficient analogue
fault simulation was presented. An efficient time-domain sim-
ulation strategy for nonlinear circuits was also proposed and
the supporting techniques, already implemented in prototype
simulators, were discussed. The efficiencies of these simulators
site between 12.8X and 52.8X for the subclass of linear
dynamic circuits, and between 31X and 192X for the subclass
of nonlinear resistive circuits. The circuits targeted by the
new technique have moderate size and number of nonlinear
devices, such as LNA amplifiers, RF and microwave mixers,
active filters with saturation in the active devices outputs, and
discrete amplifiers with a few dozens of transistors. Due to
matrix caching, the simulation of large circuits raises concerns
about computer RAM exhaustion and the subsequent use of
virtual hard disk memory, what increases simulation time and
decreases efficiency.
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Abstract—High volume production of MEMS devices to be
used in safety critical applications require efficient test proce-
dures. Defects in the mechanical elements, its transducer parts
and the electrical conditioning circuits have to be detected in
order to assure high reliability. In this work the possibility to
improve the test coverage of defects partially covered by classical
test signals is explored. Accelerometers have in their design some
mechanical and layout symmetries that can be used to improve
the test and diagnosis results. In this work, the symmetries of
dual axis accelerometers are used to analyze and test its behavior
using a procedure that dynamically correlates the two outputs
of the device sensing the accelerations in orthogonal directions.
The Lissajous composition of the two output signals is used to
provide a graphical signature able to manifest parametric and
catastrophic defects. The results show considerable sensitivities
in all the studied parameters presenting significant differences
in the analyzed Lissajous shapes.

Index Terms—Accelerometer Testing, MEMS Testing, Lis-
sajous Compositions, Lissajous Metrics.

I. INTRODUCTION

In International Technology Roadmap for Semiconductors,
2009, for first time MEMS were included as a separate
section in the RF and AMS roadmap. ITRS 2009 explicitly
recognized that “MEMS device performance, cost and design
methodologies have begun to be similar to those used in the
general semiconductor industry” [1].

The reliability of MEMS devices for safety critical appli-
cations require novel test strategies which need to be solved
to achieve allowable production yields. Failures of MEMS
structures have been studied for different architectures and
materials [2]–[4]. For sensors embedded in CMOS processes,
the reliability and response of silicon and polysilicon is well
known due to its use in classical IC fabrication processes.
Basic failure mechanisms mainly include stiction, fatigue,
moisture contamination, process variations or electrostatic
discharge. These mechanisms can become catastrophic or
parametric defects that need to be tested and diagnosed
efficiently [5], [6].

Test and quality control during fabrication are critical points
in the development of devices for high production volumes
of reliable devices. MEMS testing present similar challenges
as encountered in mixed signal circuit testing. In addition,
MEMS devices require non electrical excitations inherent to
the transduction function of sensors and actuators. Costly
ATE equipment is needed because new features are added to
the expensive analog ATE, such as vibration tables or nano-

indenters for shock testing and deflection measurements or
different microscopy techniques for failure analysis.

In the case of MEMS accelerometers, some solutions have
been proposed in the past as DFT and BIST techniques.
There is a commercial digital test pin solution implemented
in Analog Devices accelerometers [7]. Commanded with a
digital pin, an electrostatic force over specific outer combs
mimics the inertial action of acceleration force. The test pin
allows functional and sensitivity validation online, but due to
the process variability, each device need to be laser trimmed as
part of production testing [8]. Some other research proposals
use similar outer comb actuators commanded with analog
signals to evaluate different sensor parameters for capacitive
and thermal devices [9], [10].

Other proposals use electrical or physical stimulus that
can be correlated with the parameters to be measured. In
this way regression techniques can be used to predict or
diagnose the behavior of the device. A digital LFSR generated
signal is used in [11] and [12] to obtain the input/output
transfer function from the impulse response of the device. In a
similar way a code modulated sine wave with pseudorandom
characteristics is added to the bias of an accelerometer [9] and
correlation algorithms are evaluated at the test output to make
a testing decision. In [13] the alternate test approach used
for mixed signal circuits is applied to an accelerometer using
multitone inputs and correlating the device parameters after
circuit exercising. Neural networks and pattern recognition
methods are used in [14]. Based on training knowledge, the
neural network classifies input as faulty or fault free patterns.
In [15] the authors use the test signal of a commercial
accelerometer and demonstrate the correlation between the
input signal and the output response of the device.

Accelerometers, as some other MEMS devices, have in
their design mechanical and electrical symmetries. These
symmetries can be used to improve the test and diagnose pa-
rameters. Proposals in the literature mainly require a specific
layout configuration to implement an electronic differential
design. In the proposals, the mobile pieces or the fixed layout
need to be electrically divided into two layout symmetrical
circuits. In this way production process asymmetries can be
detected [16], [17].

In our approach we take profit of the symmetry of dual
accelerometers to analyze its behavior using a procedure
that composes two orthogonal accelerations. The basic idea
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arises from previous works of the authors that used signal
composition for testing, diagnosing and signal integrity mon-
itoring of analog signals [18]–[20]. A generalization of the
method based on n-dimensional Lissajous compositions and
regression techniques was presented in [21].

The paper is organized as follows. In section II, basic dual
capacitive accelerometer considerations are discussed and the
mechanical model is introduced. Section III presents the fault
model for the DUT as well as the parameters involved in
the test. Section IV describes the testing setup and shows
the kinematics applied to the DUT in order to develop the
test. In section V, the results of the method are presented
and a discrepancy measure is proposed. Finally, section VI
summarizes the work and concludes the paper.

II. IC CAPACITIVE ACCELEROMETERS

A. Integrated Structure

In capacitive accelerometers the sensor structure is a differ-
ential capacitor in which the varying parameter is the distance
between plates.

The sensor is composed of an inertial mass that is anchored
to the fixed substrate structure by means of springs. The iner-
tial mass has several comb fingers that interdigitate with other
comb fingers in the fixed structure. These interdigitated fixed
and mobile combs form the differential capacitor structure
as sketched in Fig. 1. Without any acceleration, the beam
should be perfectly centered and both sides of the differential
structure have the same capacitance value. When acceleration
is present, the distance between plates increases in one side
and shrinks the same value in the other side, thus unbalancing
capacitances.

d−x

d+x

C1

+Vs

−Vs

x

C2

C1

C2

Vout

−Vs

+Vs

Moving fingers

Fig. 1. Sketch of IC capacitive accelerometer comb fingers. Grey fingers
can freely move along the x direction thus generating different capacitances
between them. The scheme is identical for y axis.

The sensor transduction from acceleration to capacitance
needs a capacitor measurement circuitry. The capacitance to
voltage transduction can be accomplished in different ways.
As an example, in commercial ADXL accelerometers the ca-
pacitor structure is supplied internally with an AC voltage that
is modulated with capacitance variations. A stage of coherent
demodulation to retain the sign, completes the conditioning
to generate the analog output voltage. Digital conversion and
different parallel or serial format outputs are added depending
on the output characteristics of each device. Fig. 2 (left) shows
a photography of the inertial mass architecture and anchors

of a dual axis accelerometer composed of two identical,
orthogonally placed, structures (courtesy of Analog Devices).

For low-g accelerometers the sensitivity needs to be im-
proved, so the spring constant and the inertial mass are the
parameters to be carefully designed. Reducing spring constant
improves sensitivity but the resonant frequency falls within
the range where the devices work. Then the inertial mass
parameter affects directly to the area of the device. As can be
seen in Fig. 2 (right), dual low-g accelerometers may share
the inertial mass improving sensitivity without an excessive
device area increment [8]. The design in this case allows the
XY plane movement of the mass and the spring system is
designed to minimize the cross axis sensitivity.

Fig. 2. Partial chip photography of ADXL250 dual axis accelerometer
showing orthogonal sensor directions (left). Detail of dual axis and single
inertial mass ADXL202 accelerometer (right). Courtesy of Analog Devices.

Capacitive accelerometer devices can be represented as a
chain of functional blocks as sketched in Fig. 3. In this work,
two kind of defects are considered: mechanical and those
affecting the capacitive transduction block. The electronics
block is assumed to work within specifications.

mass

Mechanical
to measure

acceleration

y axis
system (y)

Transducer (y)

output

voltage

y axis
system (y)

displacement

differential

capacitance variation

Mechanical
to measure

acceleration

x axis
system (x)

Transducer (x)

output

voltage

x axis
system (x)

Electronic

Electronic

Fig. 3. Different stages of the acceleration transduction chain for dual axis
IC capacitive accelerometers and the involved magnitudes.

B. Damped Mass Analytical Model

In the previous subsection, the basic transduction path for
IC capacitive accelerometers has been outlined. In MEMS
devices, the most challenging modeling parts are the ones
mixing the mechanical and the electrical domains. This work
focuses on the mechanical and capacitive transduction blocks
as they are prone to present catastrophic and parametric
defects. The mechanics of IC accelerometers can be modeled
in terms of three parameters, namely: the inertial mass,
mx, the damping factor, bx, and the spring constant, kx.
Considering x to be the inertial mass displacement from its
rest position and F ext

x the external force applied to the system
along the x axis, the following motion equation must be
satisfied, mxẍ + bxẋ + kxx = F ext

x . As the external force
is directly applied to the inertial mass, the systems to be
considered for each axis are,
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(1)

System (1) governs both accelerometer axes mechanics and
together with the capacitive transduction chain, are the target
of current work. The mass displacements, x and y, are related
to the output voltage provided by the device through the
capacitance to voltage conversion chain outlined above and
detailed in section III.

III. FAULT MODEL

As pointed out in the previous section, the mechanical
model assumes three parameters in which two of them are
supposed to be prone to fabrication defects: inertial mass and
spring constant. Both are important design parameters because
of their inherent relation to acceleration sensing as well as
device dynamics as explained before.

The capacitive transduction block also has three parameters
potentially prone to fabrication defects, namely: the medium
permittivity constant, the capacitor overlapping area and the
rest distance between plates. All three may cause capacitance
mismatchings which need to be tested.

Considering the sketch of Fig. 1, where the differential
structure is formed by two capacitors, C1 and C2, with
medium permittivities ε1 and ε2, presenting overlapping areas
A1 and A2, and rest distances between plates d1 and d2, the
following expressions represent the output voltage computed
as a capacitance voltage divider for each of the axes,

Vox =
εx1Ax1

dx1−x − εx2Ax2

dx2+x
εx1Ax1

dx1−x + εx2Ax2

dx2+x

Vs, Voy =

εy1Ay1

dy1−y − εy2Ay2

dy2+y

εy1Ay1

dy1−y +
εy2Ay2

dy2+y

Vs

(2)

Where Vs is the supply voltage provided to the differential
capacitance structure and x and y are the mass displace-
ments resulting from the mechanical systems presented in
system (1). As stated, variations in such parameters may cause
a modification of the dielectric properties or structure dimen-
sions resulting in capacitance mismatching. In the following
section, the proposed method to test all five parameters based
on Lissajous compositions is investigated.

IV. DUAL IC ACCELEROMETER TESTING

The main two approaches for conventional IC accelerome-
ter testing are based on gravity and centripetal accelerations.
The first strategy carries out the procedure by projecting the
gravity along the axis under test by the aid of tilt tables. The
second approach uses horizontal XY spinning tables to project
the centripetal acceleration along the axis of interest.

This work presents a combination of the above mentioned
approaches by just situating the spinning table in vertical posi-
tion. The test is done by obtaining the Lissajous composition
of the dual output of the DUT which contains projections

of the gravity and centripetal accelerations. The presented
method allows to obtain differential signatures. It does not
require any extra equipment beyond the classic XY spinning
table situated in vertical position.

A. Lissajous Based Testing

Lisssajous based testing, involves the composition of two
signals, x(t) and y(t), in a similar way an oscilloscope
represents the evolution of two signals on the screen in XY
mode. If the ratio of the periods of the composed signals is
a rational number, the resultant curves are also periodic, thus
becoming the well known Lissajous curves.

Lissajous shapes can be considered as an analog signature
of the circuit due to their sensitivity to design parameter
variations. Golden and observed Lissajous curves are clearly
different and can be processed in different ways to use them
for testing, monitoring or diagnosis purposes. An extensive
explanation and specifically developed built-in monitoring
circuits can be found in references [18]–[21].

To apply the method to asymmetry testing of dual ca-
pacitive accelerometers, the device is excited with a cyclic
stimulus signal and the two orthogonal acceleration outputs
from the dual axis accelerometer are composed.

B. Rotating Material Point Kinematics under Variable Angu-
lar Velocity

Under the assumptions of angular kinematics and consid-
ering the sketch of Fig. 4 in which the device is rotating
vertically, the position of the device is given by vector r in
terms of the instant spun angle, θ. Simple calculus allows to
obtain the velocity vector, ṙ,

r =

(
R cos θ
R sin θ

)
, ṙ =

(
−Rθ̇ sin θ

Rθ̇ cos θ

)
(3)

Similarly, the acceleration can be obtained in terms of
angular kinematics as a function of (θ, θ̇, θ̈), by differentiating
again the velocity expression of previous equation. As the
device is rotating vertically, the gravity acceleration (g = 9.8
m/s2) has to be properly added too,

r̈TOT =

(
−Rθ̇2 cos θ −Rθ̈ sin θ

−Rθ̇2 sin θ +Rθ̈ cos θ − g

)
(4)

Note that the first term is identified as the centripetal accel-
eration (with modulus Rθ̇2) and the second term is identified
as the tangential acceleration which directly depends on the
angular acceleration, θ̈, imposed to the rotation axis.

The derivation of the r̈TOT vector has been carried out
considering fixed basis for projecting the vectors (blue axes
of Fig. 4) but these are not the acceleration components seen
by the sensitive axes of the accelerometer thus it is rotating.
In order to change the basis, a rotation matrix, Rα, has to be
used. See sketch of Fig. 4 for details.

This way, the matrix that provides the correct accelera-
tion components along the sensitive axes is Rα, with α =
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Fig. 4. Kinematics of a rotating material point and the accelerations involved.
Blue axes are fixed while red axes move together with the DUT oriented by
the constant angle β with respect to the tangent line.

−(θ + β + π/2). Being θ the angular position at any time
(the resulting matrix varies in time). Angle β is a constant
parameter that allows to model different positions of the
device in the spinning wheel. For β = 0, the x axis of the
device is oriented along the tangent line while the y axis along
the normal line pointing to the center of rotation.

The angular velocity, θ̇, is assumed to be sinusoidal with
a mean value of ΩM and an amplitude of ΩA. This scheme
is controlled to be T -periodic. Under the specified conditions
for the angular kinematics of the rotating axis, the angular
velocity can be written as follows,

θ̇ = ΩM +ΩA sin

(
2π

T
t

)
(5)

The expressions for angular position and angular accelera-
tion can be easily derived by just integrating and differenti-
ating equation (5). The resulting equations are,

θ = ΩM t− ΩA
T

2π
cos

(
2π

T
t

)

θ̈ = ΩA
2π

T
cos

(
2π

T
t

) (6)

These θ, θ̇ and θ̈ expressions are considered in equation (4)
and then the resulting acceleration projected along the sensi-
tive axes using the projection matrix, Rα, described before.
This allows to obtain the input stimuli for the DUT.

V. TEST RESULTS

In order to perform the test, the device is placed in the
vertically rotating spinning wheel with an angle β with respect
to the tangent line as sketched in Fig. 4. The rotating axis an-
gular velocity is imposed with a controlled DC motor supplied
with a sinusoidal voltage which allows the achievement of the
velocity profile specified in equation (5). The output signals
from the test bench can be acquired by the procesing unit by
means of RF or optical transmission.

The acceleration components computed in the previous
section can be checked in Fig. 5. The firsts three plots cor-
respond to the position, velocity and acceleration considering
the static XY basis (blue axes in Fig. 4). The last plot matches
the acceleration showed in the third plot projected along the
sensitive accelerometer axes (red axes in Fig. 4). Considering
the latter signals as inputs, the DUT is excited to yield the
steady state response of the system.
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Fig. 5. Signal chronogram of the position, velocity and acceleration over
one period. The three firsts plots correspond to the magnitudes in the XY
fixed basis and the fourth plot corresponds to the accelerations seen by the
device sensitive axes (axes xy in Fig. 4). Blue traces are used for x axis
while red traces for y axis.

Table I shows the resulting Lissajous compositions if dif-
ferent parametric defects are considered in the the mechanical
and transducer systems. The left half of the table regards to
mechanical defects while the right half depics the obtained
Lissajous curves if defects affect the transudcer system.

In the first plot of Table I the response of the nominal
Lissajous trace and the one generated by imposing a 10%
deviation in the inertial mass of y axis are plotted together.
The device orientation angle, β, has been set to π/4 rad.
The nominal trace is located along the diagonal of the first
quadrant due to the choice β = π/4, what makes accelera-
tions to be equally distributed along the sensitive axes. The
faulty trace presents a significant displacement along y axis
revealing the asymmetry. In the second plot, both masses have
been affected in the same amount thus simulating a biasing
in the fabrication process.

Similarly, a deviation in the spring constant can be taken
in consideration. The third row of Table I shows the nominal
trace along with the one resulting from applying a 10%
defect in the spring constant of y axis. The behavior is
opposite to the observed in the previous plots because the
displacement of the Lissajous trace is now upwards in a
quite similar amount when the inertial mass becomes the
faulty parameter. The same deviation has been applied to
the damping factor, medium permittivity, overlapping area
and rest distance between plates. The resulting plots can be
checked all together in Table I. Gold traces correspond to the
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TABLE I
LISSAJOUS CURVES AFFECTED BY DIFFERENT STRUCTURAL AND CAPACITOR DEFECTS (10% IN ALL CASES)

Mismatch in y axis Defect in x and y axis Mismatch in C2 of y axis Defect in C1 and C2 of y axis

m A

b d

k ε

golden device while red traces correspond to faulty devices.

In order to perform the proposed test technique, an indicator
of discrepancy is required. Let Ln(t) = (Vxn(t), Vyn(t)) be
the nominal Lissajous curve and Lo(t) = (Vxo(t), Vyo(t)) the
observed Lissajous trace with parameters out of tolerance,
both of them T -periodic. The following expression defines a
distance over the considered function space,

d(Lo,Ln) = max
t∈[0,T ]

√
(Vxo − Vxn)2 + (Vyo − Vyn)2 (7)

In Fig. 6, the Euclidean distance between the defective and
golden Lissajous traces has been plotted over one period. The
depicted distances correspond to a 10% parametric defect in
the mass of x and y axes. The peak value becomes the value
of the metric, in this case 0.057 V. The test decision is done
by stablishing acceptance bounds of the metric value or its
relative variation as shown in the test bands of Fig. 7.

In order to check the reliability of the previously defined
metric, some simulations have been performed considering
different levels of deviations in the inertial mass, spring
constant, medium permittivity or overlapping area and rest
distance of the capacitor plates. In Fig. 7 the different values
of the metric can be checked for parameter deviation levels
ranging from −20% to +20%.

The shape of the metric plots recalls an absolute value
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Fig. 6. Distances between defective (10% deviation in the mass of both
axes) and golden Lissajous curves at each time instant. The metric is defined
as the maximum of these distances. Distances along x and y axes are also
plotted.

function shape, mainly in the case of mass deviations because
of its symmetrical behavior. The variations in the metric
values for spring constant deviations are not such linear
while the the defects for medium permittivity or overlapping
area and rest distance present higher sensitivity as well as
quite good linearity. The test of potentially faulty devices is
achieved by simply checking whether the metric value lies
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Fig. 7. Relative metric values for different parameter deviations: inertial
mass, spring constant, medium permittivity or overlapping area and rest
distance between plates. They correspond to defects in y axis.

inside the predefined acceptance interval or not.

VI. CONCLUSIONS

A method for testing dual IC accelerometers has been
proposed. It is based on the composition of the two orthogonal
device outputs to yield a Lissajous trace. The trace is sensitive
to parametric variations and asymmetries the DUT may have
in its mechanical and capacitive transduction parameters.
In order to quantify the discrepancy between nominal and
faulty Lissajous curves a metric has been defined. The test
is performed by checking whether the resulting metric value
lies in the specified acceptance interval or not.

The efficiency of the method is directly related to the
hability to visualize and amplify deviations on the DUT
parameters. The proposed strategy combines gravity and
centripetal accelerations by situating the spinning wheel in
vertical position. The input excitation to the DUT requires a
sinusoidal angular velocity profile provided by an electrically
controlled DC motor.

The presented work holds a very intuitive component which
allows the immediate testing of deviations by a simple visual
inspection. The sensitivity, measured as the fraction of the
metric value with respect to the amplitude of the nominal
Lissajous trace, shows high sensitivity of deviations. For
a fixed deviation of 10%, it ranges from 10.6% to 34.1%
(see Fig. 7). This particular case study shows that capacitive
structure parameters are more sensitive to parametric defects
than mechanical parameters.
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Abstract—A fault detection technique suitable for RF Mixers 

which exploits both Defect-Oriented and Alternate test principles 

is presented in this paper. The test stimulus is provided by the 

local oscillator so that the mixer under test operates in homodyne 

mode and a set of optimal voltage observables is obtained. Mixer 

instances are classified as defective or fault-free according to the 

values of the observables themselves along with performance 

characteristics predicted from these observables using regression. 

Furthermore, performance characteristics are used in order to 

verify compliance with the specifications, also allowing corrective 

calibration of the mixer. The efficiency of the proposed technique 

has been validated by its application to a typical differential RF 

Mixer designed in a 0.18 m CMOS technology. Simulation 

results have been obtained and assessed. A built-in self test 

implementation of the proposed technique is also presented.  

Keywords—Design for Testability, Built-in Self Test, RF Mixer, 

Defect-Oriented Testing, Alternate Test. 

I. INTRODUCTION 

In conventional RF Integrated Circuit (IC) testing, 
automatic test equipment (ATE) is used to measure the 
performance characteristics of the Circuit Under Test (CUT), 
one by one. Upon conclusion of such tests, the CUT is 
classified as fault-free if each characteristic lies within an 
acceptable range, according to specifications.  Although these 
measurements are simple, they require a variety of test 
resources which, together with the long test application times, 
increase the total manufacturing cost. Today, almost all analog 
circuits pass through external functional (specification based) 
testing procedures to ensure performance and quality. 
However, a key problem is that it is not always possible for the 
ATE to have a direct access to all or even part of the internal 
signals of an IC, especially in System-on-Chip (SoC) or 
System-on-Package (SoP) designs. Although some internal 
signals can be made available to the external tester, frequency 
limitations due to lower speed of the I/O interface may not 
permit their direct observation. In many cases testing cost turns 
to be unacceptable, tending to be comparable to the rest 
manufacturing cost [1]. 

To overcome the cost and inabilities of functional testing, 
the concept of alternate test was proposed [2]. The objective of 
the alternate test methodology is to find a suitable test stimulus 
and to accurately predict circuit performance characteristics 
from the corresponding alternate test response [3]. Appropriate 
selection of the set of observables which compose the test 
response crucially determines prediction accuracy [4].  Since a 

single test configuration and a single test stimulus for multiple 
specifications is used in this case, generation and acquisition of 
test response is less complicated compared to the conventional 
testing approach.  

Defect-oriented testing (DOT), or structural testing, follows 
the assumption that most or all fault mechanisms manifest 
themselves in more fundamental observables than the 
specifications, thus simplifying the test procedure and also 
reducing cost. DOT efficiency is primarily determined by the 
fault detection capability obtained by the selected observables 
and the cost for their stimulation and measurement.  

As device sizes scale down with CMOS technology 
evolution, it is observed that integrated circuits, especially 
analog high frequency/RF circuits, are becoming increasingly 
susceptible to parametric variations [1]. However, such 
variations do not necessarily lead to a defective circuit, in terms 
of performance. Consequently, several calibration methods 
have been proposed, which address the issue of increased 
parametric yield loss by compensating for parametric variations 
using on-chip resources [5]-[8].  

Built-in self test (BIST) techniques turn to be another 
favorable solution to lower test costs by embedding some of 
the required test resources into the chip (signal generation – test 
response observation) [9], [10]. However, high frequency 
analog design is extremely susceptible to deteriorations 
provoked by additional circuitry, or test-related pads. 
Moreover, analog faults are continuous in mode, can take an 
infinite number of values and thus it is often difficult to 
discriminate fault-free from faulty circuits, making the 
integration of BIST structures into RF design a real challenge. 

Two RF system built-in testing approaches seem to be 
promising [11]. The first one involves the separate testing of 
different building blocks, considering each one of them as an 
individual circuit under test. A test stimulus is applied to the 
CUT and its response is monitored or compared to an original 
test signature [12]. This comparison provides a metric of the 
circuit’s operational status. The main disadvantage of this 
approach is the high overhead of the required test set-up. The 
second approach is called loopback test and treats the whole 
transceiver front-end as a single system. The test stimulus is 
injected into the transmitter’s base-band interface and the 
response is evaluated in the receiver’s base-band [13]. This 
requires lower circuitry overhead and has greater flexibility. 
However, the test coverage and the ability to identify the 
malfunctioning block are reduced. 
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Although there is a considerable effort in testing linear RF 
circuits, only few works are recorded in the field of testing non-
linear circuits. In [14] an adaptive filter configuration, 
exploiting a high precision Analog-to-Digital Converter, is 
used. The response of the RF Mixer under test is compared to 
that of the adaptive filter to identify potential faults. The cost is 
high and the testing times are long due to initial training and 
filter coefficients balancing. In [4], [15], the alternate test 
approach is employed in order to estimate performance 
characteristics of the Mixer. In both cases, increased prediction 
accuracy requires extra hardware, and long, cost-demanding 
post-processing procedures. Finally, in [4], [8], [16] and [17] 
test schemes for RF Mixers that are based on the use of the 
Local Oscillator (LO) as stimulus generator are presented. The 
output voltage or current is used as test observables to detect 
faults utilizing proper embedded circuits and/or post processing 
techniques on a tester.  

In this work we develop a new test strategy for testing RF 
front-end Mixers which combines the defect-oriented and the 
alternate test approaches, exploiting the advantages of both. A 
BIST implementation of this technique following the design 
principles of the BIST circuit proposed in [17] is also 
presented. A set of voltage observables is digitized and used for 
fault detection and performance prediction. The prediction for 
the circuit’s performance characteristics can be further used for 
a corrective calibration. The paper is organized as follows: In 
Section II the proposed fault detection technique is presented. 
In Section III, the test procedure is analyzed and simulation 
results on a typical RF Mixer case study are provided. A BIST 
implementation of the proposed method is given in Section IV. 
Finally, the conclusions are quoted in Section V.  

II. TEST METHODOLOGY OVERVIEW 

The proposed test methodology is based on the selection of 

proper circuit node voltage observables and their use to derive 

predictive models for desired circuit performance 

characteristics. It is divided into two phases, the training phase 

and the testing phase.  

A.  Training 

During this phase, a set of predictive models for k 

performance characteristics (C1,C2,…,Ck) of interest (e.g. gain, 

1-dB compression point etc.) is derived. Initially, q voltage 

observables V1,V2,…,Vq are optimally selected so that they 

offer the most accurate prediction feasible for the k 

performance characteristics. Then, Monte Carlo simulations 

are performed over N fault-free mixer instances, taking into 

account process variations and device mismatches. The 

simulations provide N training sets of the q voltage 

observables.  

Afterwards, a set of k regression models, described by 

mapping functions f1,f2,…,fk, are generated by the MARS 

(Multivariate Adaptive Regression Splines) analysis tool [18], 

using as input the above N training sets of observables (see 

Fig.1). Each mapping function fi (1 i k), relates the 

performance characteristic Ci to the set of voltage observables 

(Ci=fi(V1,V2,…,Vq)). Although current measurements could 

also be included in the set of observables, their use is avoided 

due to complexity and the extra hardware required for current 

sensing [4]. 

 

Figure 1.  Predicive models’ training procedure 

The next step is the derivation of the expected range of 

values, due to process variations, for each predicted 

performance characteristic (PPC), as well as for each 

observable. These ranges are called variation bands. To 

maximize efficiency, we may consider to extend the initial set 

of observables (V1,V2,…,Vq) to a superset of extended 

observables (O1,O2,…,Om), with m q, where Oi (1 i m) 

represents either an initial voltage observable or a simple 

linear combination of them. For the derivation of the 

aforementioned variation bands, Monte Carlo simulations over 

M fault-free mixer instances are run, as shown in Fig.2.  

The efficiency of the above methodology is evaluated by 

injecting catastrophic faults into the Mixer design. Then, the 

observables are derived by simulations, the extended 

observables are calculated and the PPCs are estimated using 

the existing MARS models, as it is shown in Fig. 3. Whenever 

at least one of the extended observables or the PPCs falls 

outside its variation band, the pertinent fault is considered 

detectable. Finally, the fault coverage is estimated.  

 

Figure 2.  Variation bands’ derivation (shaded areas) 

B.  Testing and Calibration Information Extraction 

During the actual testing of a fabricated Mixer the voltage 
observables are measured. Then, according to Fig. 3, the 
extended observables are calculated and the performance 
characteristics are predicted using the regression models 
already available. If at least one of the extended voltage 
observables or the PPCs fails to fall within its corresponding 
variation band, the Mixer is classified as defective and 
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discarded, otherwise it is considered free of catastrophic faults. 
In the latter case, a second comparison of the PPCs with the 
circuit specifications is performed. If all PPCs’ values are 
within the corresponding specification-defined tolerance 
bands, then the mixer is free of parametric faults and it is 
shipped to the end-user. Else a corrective calibration 
procedure, taking into account the failed PPC, is applied 
before its shippment in order to reduce the parametric yield 
loss.  

 

Figure 3.  Fault detection procedure 

III. A CASE STUDY – SIMULATION RESULTS 

 The effectiveness of the proposed test strategy has been 
evaluated by simulations on a typical receiver RF Mixer which 
is presented in Fig. 4. The Mixer was designed in a standard 
0.18 m CMOS technology (Vdd=3.3V) with an intermediate 
frequency (IF) of 150MHz. Its topology is based on the double 
balanced Gilbert cell Mixer [19].  

  

Figure 4.  The RF Mixer under consideration 

The mixer consists of an RF stage (transistors M1/M2) and 
a differential LO stage (transistors M3-M6). The RF transistors 
transform the input voltage into current, which is further 
commutated to the complementary IF outputs each LO period 
through output load resistances R1/R2. Degeneration inductors 
L1/L2 are introduced to improve linearity. The main device 

parameters of the design are presented in Fig. 4 while the 
Mixer’s typical performance parameters are summarized in 
Table I. 

TABLE I.  RF MIXER  PERFORMANCE CHARACTERISTICS 

Parameter  Typical Value 

fRF 1.9GHz 

fIF 150MHz 

LO power 5.0dBm 

Gain 4.9dB 

NF SSB 11.7dB 

Input IP3 10.5dBm 

Input 1dB CP 0dBm 

Supply Voltage 3.3V 

Power Consumption 15mW 

A. Voltage Observables 

The proposed technique adopts the use of the Local 
Oscillator’s (LO) signal as the test stimulus at the inputs of the 
Mixer [4], [16], [17]. The self-mixing of the LO signal forces 
the mixer to operate in homodyne (zero IF) mode, generating 
DC levels at its “IF” outputs, accompanied by the higher order 
mixing products which can be easily removed by low-pass 
filtering. The aforementioned DC levels (IF+, IF-) are used as 
the main voltage observables, together with the DC 
component of Vtail (see Fig. 4). Therefore, the set of voltage 
observables used for the application of our method are IF+, IF- 
and Vtail. It has been found that prediction accuracy increases 
significantly if two different measurements are performed for 
these observables: One by directly connecting the LO signal to 
the mixer’s RF input and another by passing it through an 
attenuator. Both voltage triads form the set of observables (see 
Table II) from which the regression models are derived to be 
used for performance characteristics prediction. In Table II, 
‘att’, and ‘noatt’ indicate the use of an attenuated and a non-
attenuated LO signal, respectively.  

TABLE II.  LIST OF  VOLTAGE OBSERVABLES 
 

ID 1 2 3 4 5 6 

Voltage 

Observable  

IF+ 

/att 

IF-

/att 

Vtail 

/att 

IF+ 

/noatt 

IF-

/noatt 

Vtail 

/noatt 

The above choice is justified by the prediction results 
regarding Gain (G), 1-dB Compression Point (1dB-CP) and 
Input referred 3rd order Intermodulation Products (IIP3) 
characteristics shown in Table III, where R

2
 is the prediction’s 

coefficient of determination, RMSE stands for the Root Mean 
Squared Error in predicted values [18], and V corresponds to 
the observables used for prediction, according to Table II. 
These results were obtained by using a training set of N=500 
fault-free mixer instances, following the procedure described 
in Section II (see Fig.1), while the prediction accuracy metrics 
were calculated using another set of 100 instances for which 
performance characteristics were obtained by simulation and 
then compared to their predicted counterparts. In both sets of 
instances Statistical (Monte Carlo) simulations (3-sigma) were 
performed, exploiting the statistical models of the used 
technology.  

In Table III we observe that while IF+ and IF- alone 
provide a satisfactory accuracy in Gain predictions, they fail to 
achieve similarly high confidence levels for 1dB-CP and IIP3 
(see line #1). Furthermore, although the inclusion of Vtail as a 
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voltage observable increases the prediction scores for all three 
performance parameters, both in the attenuated (line #2) and 
non-attenuated (line #3) LO signal cases, only the joint use of 
all observables leads to very high determination coefficients 
(line #4). In [8] the (IF+  IF-) observable has been proposed 
for performance characteristics prediction. However, 
according to Table III the (IF+  IF-) observable alone, either 
attenuated or not, fail to provide acceptable confidence levels 
(lines #5 and #6).  

 

TABLE III.  PREDICTION ACCURACY METRICS FOR DIFFERENT  
SETS OF VOLTAGE OBSERVABLES (V) 

G 1dB-CP IIP3 V  
(ID) R2 RMSE R2 RMSE R2 RMSE 

1,2 0.8323 0.1225 0.094 0.3883 -0.2383 0.6335 

1-3 0.9630 0.0576 0.3811 0.3209 0.3869 0.4458 

4-6 0.9680 0.0535 0.5581 0.2712 0.5294 0.3905 

1-6 0.9689 0.0527 0.9867 0.0471 0.9647 0.1069 

7 0.0522 0.2911 0.0225 0.4033 -0.0125 0.5728 

8 0.3736 0.2367 0.0183 0.4042 0.0307 0.5605 

The data in Table III can be visualized by drawing graphs 
for the predicted performance parameters versus their actual 
counterparts.  Figure 5, e.g. gives a graphical representation of 
1dB-CP prediction accuracy for different sets of voltage 
observables included in Table III. 

 

Figure 5.  Graphical representation of 1dB-CP prediction accuracy for 

different sets of voltage observables 

B. Extended Observables and Variation Bands 

Although the mixer’s differential output (IF+  IF-) 
observable is not adequate to derive PPCs, earlier research has 
shown that it provides effective defect-oriented testing [17]. 
Therefore, we extend the list of observables including the 
mixer’s differential output as it is shown in Table IV.  

TABLE IV.  LIST OF  EXTENDED OBSERVABLES (O) 

ID 1-6 7 8 

Extended 

Observables (O) 
as in 

Table II 

IF+/att  IF-/att IF+/noatt  IF-/noatt 

 

For the application of the proposed method, we consider 
three performance characteristics (G, 1dB-CP, IIP3) and eight 
observables, therefore a total of eleven variation bands are 
constructed for fault detection, according to the procedure 

described in Section II. Variation bands are obtained by 
running M=500 Monte Carlo simulations (3-sigma) for the 
fault-free mixer case. 

C. Fault Detection – Simulation Results 

The catastrophic fault model under consideration in this 
work consists of hard a) opens in circuit branches, b) shorts 
between devices’ terminals and c) bridgings between adjacent 
circuit nodes, to model defects in an RF Mixer. All possible 
catastrophic faults have been simulated in the presence of 
process variations and device mismatches (100, 3-sigma Monte 
Carlo iterations per fault). Then, each fault is characterized as 
detectable or not according to the procedure described in 
Section II.  

In Fig. 6, all 38 hard open faults checked are depicted one 
over another in the form of a stack, where the horizontally 
distributed traces consist of the 100 Monte Carlo variants 
obtained for each fault case, and horizontal axis values 
correspond to the O8 observable (see Table IV). Fault traces 
located inside the variation band of O8 are considered 
undetectable when the particular observable is examined. 
However, the final decision regarding the detectability of a 
specific fault is derived after checking its behavior with respect 
to the variation bands of all observables and all performance 
characteristics used for fault detection (eleven variation bands). 

 

Figure 6.  Open faults’ stack for the O8 observable  

A graphical representation of this procedure is shown in 
Fig.7, which could be considered as the superimposition of the 
fault stacks for all eleven observables, where the corresponding 
variation bands have been unified to a common one by 
normalizing all values to the [-1, 1] interval. For each fault 
there is a trace (horizontal cloud of points). Each point in a 
trace is selected among the eleven points that correspond to the 
observable values of a Monte Carlo run, so that it has the 
maximum absolute distance from the center of the common 
variation band. 

Fault detection probabilities, defined as the percentage of 
traces’ points located outside the common variation band, have 
been calculated and the results are summarized in Table V, 
where columns labeled ‘Defect Oriented’ and ‘Alternate’ 
correspond to the probabilities obtained by the extended 
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observables and the predicted characteristics, respectively, 
while ‘Combined’ indicates the result obtained by using all 
eleven variation bands.  According to these results, the vast 
majority of hard faults can be detected successfully, since 
about 96% detection probability is provided.  

 

Figure 7.  Normalized bands and fault stacks (all hard faults) 

 

TABLE V.  HARD FAULT DETECTION PROBABILITY RESULTS 

Fault Detection Probability (%) Type of  

Hard Fault Defect-Oriented  Alternate Combined 

Shorts 87.3 81.0 88.6 

Opens 100 98.7 100 

Bridgings 100 93.8 100 

Overall  95.6 91.7 96.1 
 

We have to mention here that the observables and/or the 
PPCs of a circuit may fall outside their variation bands due to 
the presence of parametric faults instead of catastrophic ones, 
as assumed earlier. In that case, we may consider that 
discarding this CUT the yield loss increases, since this circuit 
may be suitable for calibration. However, the variation bands 
are constructed by performing 3-sigma Monte Carlo 
simulations. Consequently, the probability of a circuit with 
only parametric faults to be outside the variation bands is very 
small and the same stands for the expected yield loss.  

D. Calibration Information Extraction 

A Mixer that is characterized as free of catastrophic faults 
according to the proposed methodology can be affected by 
parametric faults. In that case, although the PPCs are within 
their variation bands, one or more of them may be outside the 
corresponding tolerance bands as these are defined by circuit 
specifications. However, since our method provides regression 
models with high prediction accuracy (over 96%), a guided 
calibration process can be initiated, exploiting these predictions 
to improve the pertinent performance characteristics of the 
circuit that violate the specifications. Thus, parametric yield 
loss is avoided. Many calibration techniques have been 
proposed in the literature [5]-[8] that can be used in the 
calibration phase that will follow. 

IV. BIST IMPLEMENTATION 

A possible implementation of the proposed technique 

could follow a BIST scheme similar to that presented in [17]. 

In Fig. 8 such a topology is illustrated for the case of an RF 

differential Mixer in a receiver. An analog multiplexer (MUX 

#1) selects the input signal to the Mixer either in the normal or 

the test mode of operation. During the latter, the Mixer’s input 

signal is disconnected from the signal driver (LNA) and 

connected to the LO either directly (‘noatt’ case), or through 

an attenuator (‘att’ case). Thus, the two subsets (triads) of 

voltage observables are derived, as explained in the previous 

section.  

 

Figure 8.  Receiver’s Mixer test architecture 

In standalone Mixer circuits the test (voltage) observables 

can be directly processed by an external tester. On the 

contrary, in embedded Mixers with no direct access to their 

outputs, the following auxiliary circuitry may be added 

consisting of a second analog multiplexer (MUX #2) and a 

common RC Low-Pass Filter (LPF). MUX #2 is used to select 

a voltage level among the three test observables and the 

ground supply. The LPF is added to reject any high frequency 

components and provide a single DC voltage signal. This can 

be either multiplexed to an analog pad, to be processed by an 

external analog tester, or can be converted to the digital 

domain by an embedded circuit as will be analyzed next and 

then processed by a digital tester or a preexisting embedded 

DSP circuit, according to the test procedure proposed in 

Section III. 

A ring type VCO and a simple digital Counter are 

exploited to transform the DC test observables - applied to the 

VCO’s control port (VC) - to the digital domain. VC is used as 

the control voltage of the ring VCO to adjust its oscillation 

frequency. The output signal of the VCO is the clock input 

signal of the Counter. When the VCO is enabled, the resulting 

value of the Counter within a fixed predetermined time 

interval is the digital representation of the corresponding test 

observable. In order to ensure a reliable mapping of VC at the 

digital domain, the VCO should operate at a linear region of 

its frequency response curve. Since this might be difficult to 
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achieve for the whole range of possible VC values, an 

attenuator is inserted before the VCO to transpose the control 

voltage to a linear region of the curve.  

In case that the RF front-end is embedded in a SoC with 

other digital circuits, either the standard scan facilities can be 

exploited to export the count value outside the chip or the on-

chip DSP can be used for further processing (performance 

characteristics prediction) and decision making. Furthermore, 

in order to completely avoid any influence of the LO signal on 

the RF signal in the normal mode of operation, low cost 

electrical fuses [20] can be optionally exploited to eliminate 

the test path after the completion of the test procedure.  

The BIST circuit operation consists of a preliminary phase 
(phase 0) used for frequency calibration and testing of the 
BIST circuit for possible faults, as explained in [17], and two 
main phases corresponding to the ‘att’ (phase ) and ‘noatt’ 
(phase ) cases described previously, each one consisting of 
three sub-phases (1, 2, 3), according to Fig. 9. Upon the 
completion of each sub-phase, the counter provides a signature 
relative to the VCO’s frequency determined by the applied 
control voltage (VC) that is further related to the corresponding 
voltage observable (Vtail, IF+, IF-) of the current sub-phase. 
This is a total of six signatures.  

 

Figure 9.  BIST circuit phases of operation 

It is well known that analog and especially RF circuits are 
extremely susceptible to capacitive output loads that may 
degrade their performance characteristics. In addition, the used 
MUXes affect the normal operation. It should be consequently 
expected that the insertion of a BIST circuit into a finalized RF 
Mixer design may change its performance characteristics 
setting them outside the specifications. To avoid this 
phenomenon, the Mixer and the BIST circuits should be 
designed in common, so that the Mixer meets the design 
specifications in the presence of the BIST circuit. Furthermore, 
the issue of faults occurring in the BIST circuit itself could be 
successfully addressed using techniques similar to those 
presented in [17]. 

V. CONCLUSIONS 

In this paper, a fault detection technique combining defect-

oriented and alternate test strategies is presented, which is 

suitable for testing RF Mixers. The LO signal is used as a 

single test stimulus, drastically reducing testing time and cost. 

Performance characteristics predicted for fault detection can be 

further exploited for the compensation of parametric variations, 

to reduce parametric yield loss. A BIST implementation of the 

proposed technique employing the use of a ring VCO and a 

Counter provides sets of digital signatures that can be easily 

post processed by embedded DSP units or low cost ATE. 

Simulation results on a typical RF Mixer design verified the 

efficiency of the proposed test scheme to provide a high fault 

coverage.  
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Ciudad Universitaria s/n, 28040 Madrid, Spain
{proyer,masanchez,marisa,barrio}@die.upm.es

Abstract—Linear regression is a technique widely used in digital signal
processing. It consists on finding the linear function that better fits a given
set of samples. This paper proposes different hardware architectures for
the implementation of the linear regression method on FPGAs, specially
targeting area restrictive systems. It saves area at the cost of constraining
the lengths of the input signal to some fixed values. We have implemented
the proposed scheme in an Automatic Modulation Classifier, meeting the
hard real-time constraints this kind of systems have.

I. INTRODUCTION TO LINEAR REGRESSION

Following Moore’s Law, current nanometer technologies have
allowed extraordinary integration densities in digital circuits. This
has specifically favoured Field-Programmable Gate Arrays (FPGAs),
which offer a flexible solution for hardware implementation at a
suitable low cost [2]. The flexibility of FPGAs allows the im-
plementation of different generations of a given application and
provides space to designers to modify implementations until the
very last moment, or even correct mistakes once the product has
been released. Furthermore, even though FPGAs are not as efficient
as ASICs in terms of performance, area or power, it is true that
nowadays they can provide better performance than general purpose
CPUs or digital signal processor (DSP) based systems. This fact,
in conjunction with the enormous logic capacity allowed by today’s
technologies, makes FPGAs an attractive choice for implementation
of complex digital systems. Moreover, due to the inclusion of digital
signal processing capabilities [3], FPGAs are now expanding their
traditional prototyping roles to help offload computationally intensive
digital signal processing functions from standard processors.

In this context, the implementation of complete signal processing
systems in FPGAs has become a reality. FPGAs allow for true
parallel processing by supporting multiple simultaneous threads of
execution. Typically, the system throughput of many signal processing
algorithms can be improved by exploiting concurrency in the form
of parallelism and pipelining [4]. However, the complexity of most
signal processing algorithms makes the design of this kind of systems
complicated and error prone.

In this work we have focused on a linear regression method that
has been widely used in many signal processing applications, such
as [5]–[7]. We have designed an FPGA-oriented architecture that
efficiently implements a general linear regression method. The design
has been conceived targeting Xilinx devices and with very hard area
and performance constraints that other implementations did not meet
[8]. The main goals of the proposed architecture are the following:

• To make the best use of available resources in order to leave as
much free space as possible for other important computations
required by the particular signal processing system.

• To allow real-time processing: working at the highest possible
frequency and with a high degree of parallelism.

This work was funded by the CICYT project DELTA TEC2009-08589 of
the Spanish Ministry of Science and Innovation.

Fig. 1. Example of a linear regression function and the values from which
it is calculated.

The proposed architecture exploits the existence of DSP blocks in
current FPGAs to reduce the required distributed logic and provide
high performance1.

We have validated our linear regression model by including this
module in an Automatic Modulation Classifier (AMC). AMCs iden-
tify the modulation format of transmitted signals by observing the
received data samples, which are corrupted by the noise and fading
channels. AMC plays an important role in civilian and military ap-
plications such as software-defined radio, cognitive radio, intelligent
modem, dynamic spectrum management, interference identification,
electronic surveillance and electronic warfare [9], [10].

The structure of the paper is the following. First, the equations
required to compute a general linear regression are formulated. Next,
we present the proposed scheme in Section III while the implementa-
tion details are provided in Section IV. Finally, experimental results
are presented and some conclusions are drawn.

II. LINEAR REGRESSION EQUATIONS

As explained, we are searching the linear function that better fits
a given set of samples as in figure 1, that is, the coefficients a and b
that minimize the mean squared error (MSE):

MSE =

N−1∑

i=0

(di − a · i− b)2 (1)

where di is the ith input value (i ∈ {1..N}), a is the slope and b
the value at index 0 of the linear regression function.

This is achieved using the derivatives:

1In particular, we have focused on the Xilinx Virtex-5 SX FPGAs.
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MSE =

N−1∑

i=0

d2i + a2

N−1∑
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i2 − 2a

N−1∑
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+Nb2 + 2ab
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i=0

di (2)
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∂a
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In the end we have:

a =

(
N
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i=0

idi −
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i=0

di

N−1∑

i=0

i

)

÷
(
N
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i=0

i
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)
(5)

b =

(
N−1∑

i=0

di
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i=0

i2 −
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i=0

idi

N−1∑

i=0

i

)

÷
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N
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i=0

i2 −
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i=0

i
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i=0

i

)
(6)

which will be used as base in our hardware implementation.

III. PROPOSED SCHEME

As seen in equations 5 and 6, the coefficients depend on both
the input data and the number of input values that is considered.
Regarding the input data, two summations are required, one for the
values themselves and another one for the values multiplied by their
indexes. Concerning the number of values, two more summations are
performed, one for the indexes themselves and another one for the
squared indexes. In hardware summations are computed by means of
accumulators.

A fully flexible architecture, that can accept any number of input
data, will require to compute the accumulation of the indexes and
the squared indexes either as an actual accumulation or with the
appropriated formula once we know the final N as in equations 7
and 8, what involves additions or accumulations, and multiplications.

N−1∑

i=0

i =
N2

2
− N

2
(7)

N−1∑

i=0

i2 =
N3

3
− N2

2
+

N

6
(8)

In addition, as the denominator in equations 5 and 6 depends on the
input, a division is required, that supposes a significant area increase.

An example of a basic scheme that performs the linear regression
is shown in figure 2, the first stage uses accumulators (ACC) and
multiply-accumulators (MACC). The following stages multiply the

Fig. 2. Example of basic a and b coefficients computation.

results, subtract them and finally a division is performed. Although
some operations of this scheme can be performed in a more efficient
way, it gives an idea of the workload required to compute a and b
coefficients as a direct application of equations 5 and 6.

The basic scheme can be significantly improved if the sequence
length can be constrained. In order to do that, we can rewrite the
equations for the a and b coefficients to separate the part of the
equation that depends on the input data, and the part that only depends
on the length of the input sequence:

a =

(
N

N
∑

i2 −
∑

i
∑

i

)
·
N−1∑

i=0

idi

−
( ∑

i

N
∑

i2 −
∑

i
∑

i

)
·
N−1∑

i=0

di (9)

b =

( ∑
i2

N
∑

i2 −
∑

i
∑

i

)
·
N−1∑

i=0

di

−
( ∑

i

N
∑

i2 −
∑

i
∑

i

)
·
N−1∑

i=0

idi (10)

Now the computation of a and b is performed by multiplying∑
di and

∑
idi –that needed to be calculated in any case– by four

constants and then subtracted.
The block diagram of the new scheme is now as shown in figure

3, where the number of constants depends on the input sequence
lengths we have to consider, and the rate of three or four2 constants
per length.

IV. IMPLEMENTATION

The main advantage of the scheme in figure 3 is that the constants
can be stored in a ROM. Even if these constants depend on the value
of N we have bypassed the need of computing

∑
i and

∑
i2 and the

division in the hardware, as all these operations are now performed
previously at design time. In addition, more area can be saved if we
only need to take into account some particular sequence lengths.

2Two of the values are equal but may be stored with a different binary
representation.
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Fig. 3. Proposed scheme for a and b coefficients computation.

In our case, we are using a linear regression model for an
Automatic Modulation Classifier (AMC). In particular, the linear
regression is used in the computation of the key statistics for the
detection of phase modulations. The input data is a two sample (phase
data) per clock cycle signal of which we do not know the length. To
process it, the signal is split into packets of 256 samples that are
input to the linear regression module.

For long signals this scheme is accurate as at most 255 samples
are lost. But for shorter ones, the part of the signal that is lost is
not negligible anymore: in some cases even the full signal could
be discarded. To avoid this problem we introduce a second linear
regression model that takes shorter packets of 128 samples, that
halves the maximum number of samples that can be lost, using the
scheme explained in section III. The double model is implemented
sharing most of the hardware: only new constants have to be stored
in the ROM, the rest of the hardware remains unchanged an is limited
by the longest model.

Our linear regression implementation would be able to deal with
any value of N . Nevertheless, there are other limiting modules in
the system that impose the restriction of sequence lengths that are
powers of two.

A. Xilinx DSP48E-based Operators

The scheme proposed in figure 3 uses mainly ACCs and MACCs,
that makes the Xilinx embedded DSP48E very appropriated for the
implementation.

A simplified representation of the Xilinx DSP48E architecture [3]
is shown in Figure 4 (for instance, internal registers are not drawn).
It consists on a 25x18 signed multiplier (ports A and B) followed
by a 3-input 48-bit ALU that can be set up as an accumulator. The
inputs of the ALU are selected by three multiplexers. If we choose
the output of the multiplier only two inputs are allowed, otherwise,
if the multiplier is not used, the juxtaposition of A and B ports can
be used as a 48-bit input. Other signals that can be input to the ALU
are the 48-bit port C or the registered output of the ALU, P.

For the implementation of the linear regression two basic operators
are required:

Fig. 4. Internal architecture of the Virtex-5 DSP48E Slice [3]

Fig. 5. Implementation of a 2-input accumulator using a DSP48E.

ACC We use a DSP48E configured as a 2-input accumulator to
perform the

∑
di operation (see figure 5). The two inputs

are connected to ports A:B and C, loading the X and Y
multiplexers respectively. The output P is connected to the
multiplexer Z.

MACC 1 For the
∑

idi accumulation shown in Figure 6, three
DSP48E are required, two of them performing the multipli-
cations with the samples in ports A and their corresponding
indexes in ports B, here the ALU is not required so it is set
to add zero. Then, the third DSP48E performs the two-input
accumulation. Depending on the area requirement of the
design, alternative implementations are possible, like using
two DSP48E with one external adder.

MACC 2 The following stage, the computation of a and b, is
also implemented using one DSP48E. The results of the
previous stages (connected to port A) are multiplied by the
corresponding constants stored in the ROM (connected to
port B) and subtracted by using the ALU. As we only use
one DSP48E a and b are calculated one at a time. The
implementation is shown in figure 7.

B. Accumulators Bit-width

Instantaneous phase is the system input (AMC), ranging from −π
to π and represented as an 8-bit signed value. We can deduce the
integer bits required for the variables in the datapath.

The values we are using are unwrapped phases, that can take any
value unlike instantaneous phase. The unwrapped phase is inferred
from the instantaneous phase as shown in figure 8 to remove phase
jumps.

Due to the way it is calculated, the most the unwrapped phase can
change between two consecutive samples is π so the unwrapped phase
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Fig. 6. Implementation of a 2-input multiply-accumulator using three
DSP48E.

Fig. 7. How to calculate the a and b coefficients using one DSP48E.

will range from −512π to 512π and will require 9 + 8 = 17 bits.
The reason behind this is that we take 512-sample packets that are
then decimated: we only take even samples resulting in 256-sample
packets.

As the unwrapped and decimated phases di cannot reach the
maximum value until the end of the packet, according to figure 9, the
maximum and minimum values that the

∑
di and

∑
idi intermediate

Fig. 8. Unwrapped phase, and instantaneous phase (dashed) from which it
is inferred.

Fig. 9. Maximum unwrapped decimated phase achievable.

TABLE I
ROM CONTENTS

coeff. factor 128 model 256 model

a
∑

idi 5.7224 · 10−6 · 234 7.1527 · 10−7 · 237
∑

di
3.6337 · 10−4 · 228 9.1196 · 10−5 · 230

b 3.0887 · 10−2 · 222 1.5534 · 10−2 · 223∑
idi 3.6337 · 10−4 · 228 9.1196 · 10−5 · 230

variables can reach are computed as:

∑
di = ±

255∑

i=0

(2i+ 1)π

= ±65536π (11)
∑

idi = ±
255∑

i=0

i(2i+ 1)π

= ±11152000π (12)

so we need �8 + log
2
65536� = 24 integer bits to represent

∑
di

and �8+log
2
11152000� = 32 integer bits to represent

∑
idi. Since

the instantaneous phase only has integer bits, neither the unwrapped
phase nor the summations have fractional bits.

Those results correspond to the 256-sample model, the same
procedure is used to obtain the results for the 128-sample model.

C. ROM Constants

The
∑

idi and
∑

di accumulations have to be multiplied by one of
the constants stored in the ROM. Then the results are subtracted two
by two to obtain the a and b coefficients. As we are using the DSP48E
multiplier to perform this operation we have to choose between the
18-bit or the 25-bit input. The best selection is to use the 18-bit
input for the constants stored in the ROM and the 25-bit input for
the results of the accumulations. The reason behind this is that since
the constants do not depend on the input and are calculated during
the implementation, we can make sure that the 18 bits that we are
using are significant. On the other hand, the number of significant
bits of the results of the accumulations depend on the input data, and
some of the bits may not be meaningful. So it is better to use the
multiplier largest input for these values.

Table I shows the values of these constants as well as the number
of bits they have to be shifted to be represented as an 18-bit integer
with all the bits being significant.
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D. Aligning the products

The
∑

idi accumulation is represented with more than 25 bits,
that is the maximum input the multiplier we are using can manage.
So the lowest bits have to be discarded, that is 7 bits for the 256
model. The error produced by this truncation will be calculated later.

We have to make sure that the two results of the multiplication
of one of the constants on table I by one of the accumulations are
aligned so that they can be subtracted.

We discard the 7 lowest bits of
∑

idi and leave
∑

di as it is:

7.1527 · 10−7 · 237 ×
∑

idi · 2−7

−9.1196 · 10−5 · 230 ×
∑

di

= a256 · 230 (13)

1.5534 · 10−2 · 223 ×
∑

di

−9.1196 · 10−5 · 230 ×
∑

idi · 2−7

= b256 · 223 (14)

If we share the hardware for more than one model, there are two
alternative architectures at this point:

1) For the first option, the accumulations are switched by a
different amount of bits depending on the model. With this
scheme we obtain the highest precision, as least bits as possible
are discarded, at the cost of a larger area.

2) For the second option, the results of the accumulations are input
directly to the multiplier without taking into account the model
they come from. With this scheme we obtain the smallest area
since the number of discarded bits does not depend on the
model, avoiding the need of a multiplexer. On the other hand
we obtain a lower precision since we discard more bits than
necessary. This gets worse if we use models shorter than 128.

Another minor cause why we loose precision is by the constants
stored in the ROM that use less significant bits than they could to
keep the results aligned.

E. Results Bit-width

The a and b coefficients depend on several factors that are also
dependent on one another. Therefore it would be difficult to deduce
their range from the equations used to calculate them. But knowing
that a represents the slope of the interpolated linear equation and that
the most the unwrapped phase can grow on a single step is π, after
the decimation –we keep only one sample out of two so the maximum
growth is doubled– we can say the a will range from −2π to 2π and
therefore will have 9 integer bits.

a has 30 fractional bits, as can be deduced from the equation 13.
However due to the bits that are discarded from

∑
idi not all these

bits are meaningful. After discarding bits, the maximum error that the
resulting value may have is one unit, from how the a coefficient is
calculated, this error at the input becomes an error of 7.1527 ·10−7 ·
237 = 9.8306·104 at the output, that is 16.6 bits. We can say that the
coefficient a can be represented with 9 integer bits with at least 13
fractional bits, this corresponds to a resolution of 7.2275 · 10−7 · π.

The range of b depends on the indexes we take since b is the value
that the interpolated function takes for i = 0. In our case, with i
ranging from 0 to 255 it seems that the highest value that b can take
is ±128π that corresponds to a pyramid-shaped input function as
shown in figure 10. This corresponds to 15 integer bits for the 256
model.

From equation 14, b will have 23 fractional bits. But again not all
these bits are meaningful. As for a we can calculate the highest error

Fig. 10. The input data (dashed) and the corresponding interpolated function
(continuous) y = b with the highest possible value for b.

as 9.1196 · 10−5 · 230 = 9.7921 · 104 or 16.6 bits for the 256 model.
The coefficient b can be represented with 15 integer bits and at least
6 fractional bits, with a resolution of 9.2512 · 10−5 · π.

Although from the number of fractional bits, it seems that coef-
ficient b is less accurate than a, the fact that a is a slope that will
be multiplied by an index makes the error to increase while b is
a constant that is always added without any scaling and the error
remains constant.

The constants stored in the ROM also lead to an error due to the
rounding that is made to make them fit in an 18-bit representation.
This results in a random error as it depends on the input. This error
should be calculated with simulations.

F. Control

The input interface consists on two ports to receive the samples at
the rate of two per clock cycle as explained before, and two control
signals, one in charge of indicating when a new sequence starts,
and the other indicating the length of the sequence and therefore the
model —256 or 128 samples— that has to be applied.

The control resets the accumulators when a new sequence starts
and counts the number of samples received, when the expected
number of samples have been processed it loads the results of the
accumulators. With those results a second state machine is started
that uses the appropriated constants depending on the model to infer
the coefficients of the linear regression.

As soon as a sequence has been input a new one can start,
achieving a continuous flow of input blocks. This way the first stage
is computing the accumulation while the next stage computes the
coefficients of the previous sequence. The latency of the first stage
depends on the number of samples, while the second stage has a
fixed latency that depends on the implementation, in our case five
cycles. The latency of the second stage is the one that would limit
the minimum number of samples of a sequence.

V. RESULTS

Three schemes proposed in previous sections have been imple-
mented in a Xilinx Virtex5 XC5VSX95T-2 FPGA obtaining the
results presented in table II. All the results presented in this section
include both the area of the data-path as well as the control logic in
charge of counting the number of samples, loading the results when
the the expected length of the input signal has been received and
starting the computation of the coefficients.

The implemented schemes have consisted on:
• A linear regression using only the 256-sample model.
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TABLE II
RESULTS

Model Discarded bits Area Freq.
256 - 66 sl. & 5 dsp 458 MHz

256 & 128 depend on the model 89 sl. & 5 dsp 385 MHz
same for both models 70 sl. & 5 dsp 439 MHz

• A linear regression using both 128 and 256-sample models,
discarding different amounts of bits from the initial summations
depending on the model as explained in section IV-D-1.

• A linear regression using both 128 and 256-sample models, dis-
carding the same bits from the initial summations as explained
in section IV-D-2.

The number of samples could have been any other and would have
only meant a change in the constants stored in the ROM and in the
sample counter. There is no restriction in the hardware that implies
a power of two number of samples.

The base of the three implementations is the one that only has
the 256-sample model. All the arithmetic computation is carried
out by the 5 DSP48E, the 66 slices are due to the ROM and the
control: mainly an index counter and a multiplexer to choose which
summation (

∑
di or

∑
idi) is input the the DSP48E that calculates

the a and b coefficients. The estimated frequency this implementation
can achieve is 458 MHz.

Adding the 128-model to the previous implementation does not in-
crease the number of required DSP48E as the arithmetic computation
is the same, the difference is made in the state machine –that has to
be aware of the model we are using– and in the ROM –that has to
store more coefficients.

The implementation with a double model (128 and 256 samples)
and discarding the same amount of bits from the summations results
on an increase of the area of only 4 slices (6.1%). The estimated
maximum frequency remains almost the same: 439 MHz.

The implementation of the double model but discarding the least
significant bits as possible from the summations leads to a larger
area: 89 slices, an increase of 27% relative to the other double-
model implementation. This increase is due to the multiplexers that
choose which summation is input to the DSP48E that computes the
coefficients, from two inputs (one for

∑
idi and one for

∑
di) in

the previous implementation to four inputs (two for
∑

idi and two
for

∑
di) as each summation has to be input with a different shifting

depending on the model. The maximum frequency achievable by
this implementation is also decreased when compared with the other
implementations: 385 MHz, as the critical path is in the new four
input multiplexer. This can be solved, if necessary, by introducing
new registers.

Only one DSP48E is used to compute coefficients a and b from the
different summations, this is done as a subtraction of two products
for each of the coefficients. As a consequence, the minimum input

signal length would be one that lasts 4 clock cycles. In our case,
at the rate of two sample per cycle this corresponds to an 8-sample
length signal.

VI. CONCLUSION

The coefficients obtained by a linear regression are widely used in
many signal processing applications. For instance, linear regression
is the base of the calculation of the statistics an AMC computes to
infer the modulation that a signal has, as well as to determine some
of the parameters of this modulation.

The linear regression hardware does not represent a large area when
compared to the vast resources current FPGAs provide. However, as
the number of these modules a digital signal processing system can
be made of, decreasing their area can and improving their working
frequency results in a great enhancement of the whole system.

In this work we have proposed FPGA-oriented architectures for the
implementation of different linear regressions, showing that large area
savings can be achieved if we reduce the possible input signal lengths
to some unconstrained predefined values. Furthermore, experimental
results show that hard real time constraints can be met when using
these modules in a complex AMC system.
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Abstract—This paper presents an implementation of a robot
based on FPGA for mapping indoor environments. The mobile
robot uses IR sensors to measure distances to obstacles, and it
uses an ultrasonic beacon system for localization, besides wheel
encoders. The presented robot has been built in order to be
completely autonomous and unassisted. An ad-hoc algorithm
for mapping based on Occupancy Grids method has been
developed, with some simplification in order to be used in low-cost
hardware resources. An auxiliary software application running in
a computer has been developed both for testing the algorithm and
for monitoring the robot. Finally, simulation and experimental
results are presented.

I. INTRODUCTION

Map building is highly useful for either a mobile robot
or any physical being. It is the base for navigation, path
planning, obstacles avoidance and other tasks related to the
robot environment, mobility and localization.

This research focuses on the automatic creation of indoor
maps, aiming to build an important support layer for mobile
robots in their final goal tasks. Mapping is one of the main
objectives in order to really achieve the development of
autonomous mobile robots [1]. There where a human being
can not access due to space constraints, or for security reasons,
the use of these robots is essential. Moreover, having a fully
unattended and autonomous mobile robot makes no need of
extra hardware such as a computer to control its activity,
as well as no person to supervise the robot movements or
algorithm running.

We have developed a robot based on an FPGA board
able to map indoor environments. To reach our goal we
have implemented an ad-hoc algorithm called BOBMapping
(Backtracking Occupancy-grid Based Mapping) which defines
both the representation structure of the information that forms
the map so it is readable by a machine, and also the movement
planning to navigate through the area. Similarly, we have
developed the hardware to run the application, based on a
robot prototype developed in our research group, adding to
this platform the sensor scheme needed for mapping.

The rest of the document is organized as follows. Section
2 introduces the problems in order to solve map generation,
showing the state of the art in the topic. Section III shows the
implementation of our mapping solution as well as the graphic
simulation built for running in a PC. Section IV describes
the robot developed and in section V the experiments and

their results are presented. Finally, section VI summarizes the
proposal, analyzing its advantages and drawbacks.

II. PREVIOUS WORKS IN MAPPING

Both in previous state of the art proposal and in this
proposal, the following issues must be addressed for mapping:

1) Sensing Method.
2) Localization.
3) How to Cover the Space.
4) Mapping Algorithms and the Representation Structure

of Data.

A. Sensing Method

Robots obtain an internal representation of their environ-
ment through different kinds of sensors. Depending on the
sort of sensor, the paradigm of representation changes, and
therefore the data processing and the algorithm to cover the
space to be mapped. The most commonly used sensors for
mapping are those of range measurement that give the dis-
tances to objects. Among range finder sensors, the ultrasonic
[2] [3] [4] and infrared [3] [5] [6] ones are widely used because
of their reduced cost, small size and low power consumption,
besides a good accuracy. The ultrasonic sensors measure the
time of flight of the echo of a pulse train of sound pressure
waves bounced against an object; while the infrared sensors
measure the angle of incidence of the reflected infrared beam.
Other range finder sensors which provide better accuracy are
lasers, as seen in [7] [8], being able to measure over a 180
degree area up to 80 meters away instead of the narrow angle
and short-range of the previous ones, but in the other hand,
they are more expensive, bigger and complex. Finally, there
are image sensors (cameras) [9], based on image acquisition,
that supply a huge amount of information at a time, but they
require much more computation, high power consumption, are
more expensive and bigger.

In our case, infrared sensors have been chosen for obstacles
detection. Ultrasound devices were not chosen because they
are already used in other task, which is a localization system
also used in this application [10] [11].

B. Localization

Knowing the position of the robot is essential to record
the features of the space that will form the final map. Many
previous works study both the resolution of mapping and
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localization issues. Some of them show solutions for each
one separately, i.e. one task is assumed or solved previously
and the other one is tackled afterwards. Other proposals try
to solve both problems at the same time, which is known as
the SLAM problem (Simultaneous Localization And Mapping)
[7]. SLAM can be solved by means of approaches based
on Kalman filter, where the generated map shows the later
probability of localization of some feature or a beacon able to
being detected by the robot while it explores the environment.
Other algorithms use Estimation-Maximation techniques to
solve SLAM. However, both solutions have their drawbacks,
specially the fact of having to know relative positions.

Global Navigation Satellite Systems (GNSS), such as the
well known GPS or GLONASS, are the most common ways
of localization, but the goal of this project, mapping indoor
environments, discards these methods due to the inaccuracy
they provide when trying to distinguish distances on the order
of centimeters, besides problems on signal reception inside
buildings. Thus, we need to use other techniques as odometry
by means of wheel encoders or by some beacon system. In our
case, given the importance of localization for mapping, it is
addressed both using odometry (motor encoders) and a beacon
system based on ultrasounds [10] [11]. The encoders enable
the continuous localization of the robot while it moves, but its
error, although small, is cumulative. In order to obtain precise
localization with no cumulative error, a beacon ultrasound-
based system is also used. Its error is below 5 cm, and it does
not depend on previous position estimations, like the odometry
technique. However, it is not very fast, so it cannot be used
while moving. Therefore, both methods are complementary.

C. Covering the Space

Having a reliable map requires that most of the area has
been sensed, or at least the space where the robot is able
to move into. Consequently, it is very important to define
the movement planning, also for reducing run-time mapping
or minimizing revisions of previous locations. Mapping al-
gorithms include this task. Generally there are three main
possibilities: random algorithms, guided algorithms and based
on information algorithms. Most of them have been studied
within maze resolution algorithms, but for mapping there are
significant differences as having to cover all the space and not
just finding the maze exit. So we have worked in the third type
of algorithms, basing the next movement on the information
about the environment that the robot has already obtained.

Furthermore, the increase in use of wireless communications
opens perspectives to collaboratives robots able to speed up the
mapping process by dividing the full task between a group of
synchronized robots. Robots communicate each other about
their position, their already mapped area or other features
recognized [2] [5]. Once the mapping task is finished, a post
processing must be accomplished in order to merge every map
representation of each mobile robot to obtain the full final map.
This task usually needs a more powerful central node [12].

D. Mapping

The goal is modeling the environment as regions where the
mobile robot finds barriers or where there is free space for
navigation. Mapping learning is the concept that defines both
the rules to move around the area as well as the logical internal
representation, readable by a machine, storing the information
of the real locations. During the last two decades different
algorithms for mapping have been developed. The state of the
art of the most commonly used methods is presented.

The two main approaches used for map learning are known
as the geometrical paradigm and the topological paradigm [3].
The geometrical algorithms model the environment by means
of absolute geometric relationships between the obstacles
found, while the topological maps define the map as a graph
of nodes which represent key locations of the space that are
related spatially by mean of arcs. The most common and
popular geometrical method is ”Occupancy Grid Maps” [12]
[13]. This method defines an NxM matrix of cells, representing
a certain square area of the environment, which stores the
probability of being occupied, i.e. the probability that in that
region exists an obstacle. On the one hand, the strong point
of this algorithm is the easiness for creating and updating the
map. On the other hand, the representation takes up a lot of
memory space and it takes more time to finish, so it is not very
useful for outdoor mapping of big spaces. We have based our
map learning algorithm on this paradigm as it will be shown
later. Last researches combine both topological and geometri-
cal methods to compensate their drawbacks. These are called
”Hybrids Maps” [3]. The problem about these approaches is
that they require double computation and maintenance, besides
the fact that the relationship between both schemes is not
easy, and transforming one representation into the other needs
a more powerful hardware system. Other popular algorithms
are ”Feature-based Maps” [5] [7] [8], halfway between geo-
metrical and topological maps. These algorithms represent the
environment by parametric features of the objects, defined as
lines, points, arcs, etc. They provide more metrical information
while saving memory space. However they are more complex
due to the difficulty of predefining barriers, hard updating and
the need of structured environments. Finally, there are some
other algorithms as ”Space-Trails” for robot teams [2], ”Fuzzy
Occupancy Grids” and ”General Perception Vector”, both seen
in [4], and ”Configuration Space” [6].

III. IMPLEMENTATION

This paper proposes a method for mapping any indoor
environment, structured or not, by means of an algorithm based
on a simplification of the Occupancy Grid technique. The goal
is getting a 2D map of the space, readable by a machine. To
enable this simpler approach, we need to trust more both in
the knowledge of the robot localization as in sensors distance
measurements to obstacles. So we have focused in these two
factors. The objective of the simplification is to have an
algorithm which can be run in a low-cost robot, with memory
constraints for code and data. The robot structure will be
introduced in section IV.



347

(a) (b)

Fig. 1: Occupancy Grid definition. a) It corresponds to an
unstructured environment to be mapped. b) It shows how the
cells are considered as occupied no matter how partially an
object is in them.

In this approach, following Occupancy Grid’s bases, the
space is conceptually divided in square cells that correspond
to a geometrical square area in the real world. As a result,
a memory matrix which stores the existence of physical
elements in each cell is created. For a given cell (i,j), there
are just two possible states, full belief in being an empty free
space, or conviction of being occupied, partially or totally.
Therefore, no matter how small could be an object detected,
the cell will be defined as occupied (see Fig.1b). There are
just two probabilities, 1 or 0, occupied or empty, and there
are not intermediate probabilities of occupancy belief, as there
are in common Occupancy Grid methods. Consequently, it is
possible to store that information with just one bit, reducing
notably the amount of memory space needed to the map and
later navigation strategies.

The implementation description is subdivided in four sub-
sections in order to explain their parts: III-A ”Exploring the
Environment” presents the movement planning algorithm as
well as every consideration about space structuring, III-B
”Sensors Structure” shows the scheme of sensors for checking
the space looking for obstacles, including the movement inter-
action for getting the measurements, and III-C ”Localization”
is a brief description of the localization used method and how
the robot and the algorithm interact with it. Finally, in III-D
”BOBMapping Algorithm”, the algorithm for mapping and the
developed software are presented.

A. Exploring the Environment

The robot initially places itself in the middle of a cell. We
suppose that once the robot has arrived to a cell, it knows the
occupancy state of the neighbor cells, considering the neigh-
bour cells just the orthogonal ones in the matrix representation,
i.e. the neighbors to the cell (i,j) are (i,j-1),(i,j+1),(i-1,j),(i+1,j).
These cells will be the only ones accessible in the next iteration
when the robot moves.

The robot uses a backtracking algorithm for exploring the
area. It is based on what the robot already knows about the
occupancy of cells in the grid. First of all, a Right\Left Hand
algorithm is implemented, so the choice of movement for the
next iteration has a clock wise priority. In our case, it begins in
the front direction, followed by the right hand direction and so
on. But, when BOBMapping algorithm finds that there are no
next neighbor cells to be visited, it uses backtracking, moving

to the previous cell. Movements are just those with 90 degrees
angle, and the distance to cover will be always the side length
of a cell, so the robot always finishes each movement in the
center of a cell.

One important decision for implementing a grid map is
defining the cells size. Ideally, the smaller the size is, the more
accurate the map will be, but more memory space and sensors
accuracy is needed. In our case, the objective is enabling the
navigation of robots through the mapped zone. If cells are
smaller than the robot size, navigation will be more difficult.
We have reached a trade-off solution, so the cell has been sized
as the minimum space where the robot fits and is able to turn
around without crashing, which was 22 cm in our case.

B. Sensors Structure

As introduced in II, range finder sensors are suitable for
our approach. Infrared sensors have been chosen to measure
distances to obstacles. The localization method we use is based
on ultrasonic beacons, so in order to avoid interferences we
have discarded this kind of sensors for obstacles detection.
Infrared sensors measure distance by emitting infrared light
which is reflected by the objects. This reflection is received
by a position photoelectric sensitive detector that uses a
triangulation method with the angle of deviation of the infrared
light received. They supply a voltage output according to the
distance to the reflective object. The output is an analog signal
that it is digitalized by an external ADC before connecting to
the FPGA board. The IR voltage output can be modeled by an
arctangent in order to obtain the distance, but both for better
accuracy and for avoiding using arctangent function, which
takes more processor resources, an experimentally obtained
look-up-table has been used.

Fig. 2: IR sensor structure implemented in the robot. Yellow
area identifies the sensed part of the space when moving, red
beams are the infrared, and a short piece of beam in orange
means the blind range of detection.

As infrared sensors measure deviation angle of objects
reflection, temperature and variety of the reflectivity of the
object hardly influence the distance value. As infrared beam
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is very directional, we have mounted an IR sensors platform
on the robot to assure that the cells at right, left and in front
of the robot are sensed while the robot is moving to the next
cell (Fig 2). The beams at both sides cover those cells when
moving, like a scanner. The cell at the front is more difficult
to assure being completely sensed. The cell sensed is not the
one just ahead, but the second one ahead. Three infrared beams
have been used to cover all the space when moving as shown
geometrically in Fig. 2, and it works more like a snowplow
lorry. There are two beams crossed that sense almost all the
space but a small blind triangle in the middle top of the cell,
so we use a third beam to complete this space.

C. Localization

The position of the robot is obtained using an ultrasonic
beacons method located in the ceiling of the room to be
mapped. We use the method proposed in [10] and [11].
Basically, it measures the distances to three anchor points
(ultrasound emitters) using the time of flight of ultrasonic
signals with a RF synchronization signal for knowing when the
ultrasonic signals have been emitted. Trilateration with these
three distances gives two solutions, but one is over the ceiling
so it can be discarded. The system obtains a mean error of 3.5
cm, but the robot must be stopped for obtaining that resolution.

Apart from that, two wheel encoders are also used to know
the amount of distance covered. In the proposed mapping
systems, it is important to know the current position while
moving, because with the same distance to an object it can
be in different cells depending on the current position of the
robot. So to declare that an object is in a specific cell, we
need to know the exact position of the robot while moving.
The encoders are read constantly while moving to update the
current position.

D. BOBMapping Algorithm

Once the robot is placed within the environment to be
mapped, it starts localizing itself by means of the ultrasonic
beacons system, and identifies the initial cell in which it
is situated. The premise of being initially situated in a cell
with all of his neighbors cells without any obstacle must be
fulfilled. From here, it begins moving as shown in III-A. Other
important issue is that the robot moves only to the next cell
if the new cell has orthogonal neighbors which have not been
sensed yet (Algorithm 2).

Every time the robot moves to other cell of the grid, it stores
the direction followed to reach that cell, codified with 2 bits
(there are just 4 possible directions). If there is no cell to visit
in a next step of the algorithm (because of barriers or because
it was already sensed or visited), it carries out backtracking. In
each of these step movements, but the backtracking one, three
neighbors cells are sensed by means of the infrared sensors,
as was shown in III-B. Besides that information, empty or
occupied stored with a single bit, another bit is used to store
if the cell has already been sensed. This extra bit is used to
avoid sensing repetitions, which makes the mapping process
less time consuming.

Algorithm 1 BOBMapping

1: Allocate grid matrix: Occupancy grid cells are initialized
as empty, also is initialized the track
thread and state of cells as non sensed.

2: Identify Initial Cell
3: DO
4: MovDirection=CheckNeighbors(CurrentCell)
5: IF (MovDirection != BACKWARD) THEN
6: CurrentCell=MoveSensing(Occupancy,SenseData,

CurrentCell, MovDirection)
7: MarkTrack(Thread,CurrentCell,MovDirection)
8: ELSE
9: Backtracking(Thread,CurrentCell)

10: ENDIF
11: WHILE( (CurrentCell!=InitialCell) OR

(Exist Neighbor(InitialCell) to Visit) )

Algorithm 2 Function CheckNeighbors

1: Direction CheckNeighbors(Cell)
2: FOREACH(Direction : dir)
3: IF (Occupancy(GetCell(dir,Cell))==EMPTY AND

Sensed(Neighbors(GetCell(dir,cell)))==NO) THEN
4: RETURN dir
5: ENDIF
6: END FOREACH
7: RETURN BACKWARD

The full process of the proposed mapping stores a 2D matrix
of cells where each of them has 4 bits. Nevertheless, the final
map will only have cells storing 1 bit for the occupancy state,
which also simplifies the robot navigation process later.

There are some problems inherent to displacements due to
slipping of wheels, due to dust or small particles, the floor
material itself, or odometry errors. Due to these errors, the
odometry is not perfect and the robot could be located in a dif-
ferent position than expected. Consequently, the space in last
movement can be sensed incorrectly. To correct these errors,
the ultrasonic localization system is used. The error of position
is calculated and if it exceeds a threshold, a repositioning is
carried out. The robot calculates the angle deviation between
its position and the position that was supposed to be at, but
in the previous cell. It moves backward moving to the center
of the previous cell, and restarts the last step, sensing back
the neighbor cells. To save time, the location by means of the
ultrasonic system, and thus, repositioning and error checking,
is made just after three steps of the algorithm.

Thanks to the proposed exploring method, it is assured
that every cell where the robot can move into is going to
be sensed. Using the backtracking strategy the robot will not
stop when no neighbor cells can be explored, and besides,
thanks to storing the already sensed cells the mapping time is
minimized. The algorithm will finish either when robot comes
back to the initial cell and there is no cell where it can go that
has neighbor accessible cells still not sensed, or when every
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Fig. 3: Software application developed both for simulation and
robot monitoring.

single cell of the grid has been sensed (does not matter if was
or not visited, just sensed).

Software implementation running in the FPGA needs
163548 Bytes: 42306 Bytes to allocate the text code, 540 Bytes
for the initialized static data and literal constants, and 123114
Bytes for the uninitialized static data.

Before building the robot, a graphic software solution ac-
cording to this algorithm was developed (Fig. 3). The space is
divided into cells at scale. To test the algorithm, the robot can
be placed in any cell and each individual cell can be defined as
occupied or not. This graphic interface was later used in order
to monitor the map learning of the real robot. A module of
wireless communication was included in the robot in order to
transmit to a computer the state of the grid map which is stored
in its memory. The computer runs that software application just
as a listener, drawing the mapping process without interaction
with the robot.

IV. MOBILE ROBOT ARCHITECTURE

The robot that has been built is a (16 x 15 x 18 cm) platform
size able to move thanks to two DC motors (GHM-04 from
Lynxmotion) with a 30:1 gearbox. There are four wheels,
being each pair connected with a caterpillar track. DC motors
are also connected to optical encoders for odometry (quadra-
ture optical encoder E4P-100-079-DHTB). These motors are
controlled by DPWM (digital pulse width modulation). The
infrared sensors structure is placed at the front of the robot
in a rigid piece that assures the angles for positioning each of

the IR sensors. As it was explained before, there are three IR
sensors forward-facing and other two looking to both sides of
the robot. The forward-facing infrareds are SHARP 2Y0A21,
of which it is obtained an analog output that corresponds to
a range of measures from 10 to 80 cm, while the other two
IR sensors are SHARP 2D120X, measuring 3 to 35 cm. At
top of the robot, in its center, there is an ultrasonic receiver
working at 40 kHz, the UST-40R. It is used for localization, as
well as a radio-frequency receiver, the FM-RRFQ2. Wireless
communication is carried out thanks to an XBee module,
which implements the ZigBee standard protocol.

All these elements are connected to an auxiliary board,
which communicates with the FPGA board. This auxiliary
board also includes a voltage regulator and a two-stage ampli-
fication and digitalization circuit. The intelligence of the robot
is provided by the FPGA Xilinx Spartan3-1000 Starter board.
Advantages of using an FPGA are the speed of a hardware im-
plementation with the flexibility of allowing changes, as well
as simplicity in design. Hardware solutions make it possible
to run multiple tasks in parallel. The system is implemented
in the FPGA using 7 peripherals and a Microblaze embedded
processor. The peripherals are: a module for motors control,
a module for the ultrasonic and radio-frequency localization
system, a module for serial (SPI) communication to an ADC
for digitalizing the IR voltage output, an UART for the
wireless communication between the robot and a computer, a
memory SRAM controller, a timer, and an interrupt controller.
Hardware implementation on FPGA uses 3228 FlipFlops, 4581
4-input LUTs, 3 18-bit multipliers and 32 kB of internal RAM.

Fig. 4: Mobile Robot built for mapping.

V. EXPERIMENTAL RESULTS

This section presents the results obtained both in software
simulation and in a real environment. For real experiments, a
laboratory room has been used, changing the space configura-
tion by means of boxes and other obstacles. The implemented
robot was used for these experiments.

First of all, the map learning algorithm was tested by
means of the simulator, developed in C++ language, showing
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a graphical solution. The simulator software lets modifying
the obstacles positions, as well as the initial robot location.
The size of the simulated space has been modified in different
experiments in order to test time for mapping task and memory
space. The final software experiments were done according to
the real room dimensions. The real space to be sensed is 2.5
m wide and 3.1 m long. The grid matrix which represents
that space is 11x14 cells size. Each cell is 22x22 cm. From
this experiment, the memory space required for mapping
representation in detection mode is 84 bytes while the final
map just needs 28 bytes. The barriers have been moved for
the experiments, resulting in very different runtimes of the
algorithm, due to avoiding obstacles and backtracking.

Once the algorithm was tested through simulation, real
experiments were carried out, monitoring the robot state from
a computer. As it can be seen in Fig. 5, when there are
big obstacles, there are cells left without being sensed, but
as far as the robot is not able to go inside, these cells are
considered as occupied. Other conclusion that is extracted
from the experiments is that objects are modeled in the grid,
as obstacles, bigger than they are in reality. This is due to
considering a cell as occupied no matter if just a portion of
the cell is occupied. Therefore, an object which does not fit
exactly in a number of cells will be considered bigger than it
really is.

(a) (b)

Fig. 5: BOBMapping experiments. a) It corresponds to an
unstructured environment to be mapped. b) It shows the
internal representation of the map once the robot has finished
(Green=empty;Red=occupied;Yellow=not sensed).

VI. CONCLUSIONS

This paper describes an indoor map learning method suit-
able for low-cost systems. It maps unstructured environments,
using an ultrasonic beacon system for localization altogether
with odometry. The BOBMapping algorithm has been intro-
duced and implemented, based on simplification of Occupancy
Grid maps approach shown by Elfes [13]. It is able to explore
the whole environment by means of a priority movement
algorithm with backtracking, which uses the information of
the map and the surrounding space to decide where to go for
continuing exploration. It has been implemented on a robot
that has also been developed and presented. The system uses
IR sensors to detect obstacles, measuring the distance to them

so it can decide the occupancy of the location it is sensing, and
storing it into memory. The map is stored as a 2D matrix of
cells. While the mapping task is still running, each cell needs
4 bits: occupancy state, direction of previous movement and
state to indicate if it has or not been already sensed. Once the
task is finished, the map is just a 2D matrix of cells with 1
bit for the occupancy state. Consequently we have reached a
goal of saving memory space, both in final and intermediate
representation of the map.

This mapping method has been tested in a software sim-
ulator which was also implemented, as well as in real ex-
periments. The robot developed was used for exploring a
laboratory room. More information about the project can be
found in [14].
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Abstract—Side-channel attacks (SCA) exploit leakages that
are dependant on critical data. Embedded system designers
have detected hardware sources of information leakage and they
are proposing hardware countermeasures to avoid them. From
the software point of view, designers usually inhibit compiler
optimizations to reduce asymmetries, although an analysis of
their effects has not been done yet. In this paper we evaluate
the effect of compiler optimizations on the SCA resistance of
the implementation of an encryption algorithm. We perform
the evaluation on a LLVM bitcode implementation of the AES
algorithm, detecting that some optimization sequences even
improve resistance against SCA by 30%

I. INTRODUCTION

In traditional cryptanalysis encrypting is viewed as a black
box operation that transforms the plaintext into the ciphertext
using a secret key. Algorithm designers assume that input
and output data might be available to attackers, but no other
information related to the key is available. Many existing
encryption algorithms have no practical known weaknesses,
and the only way to unlock the secret key is to try all
possible combinations. As a result, as long as the number of
combinations is large enough, such that a complete search
becomes de facto impossible, the encryption algorithm is said
to be secure.

However, the encryption algorithm has to be implemented
and executed on a real device, which will leak additional infor-
mation related to the secret key that can be used to determine
its value. The attacks, that use additional information leaking
from the practical implementation, are also known as side-
channel attacks (SCAs). First proposed in 1996 [1], they have
been used since then to extract cryptographic key material of
symmetric and public key encryption algorithms running on
microprocessors, DSPs, FPGAs, ASICs and high performance
CPUs from variations in power consumption, time delay or
electromagnetic radiation.

Since SCA first appeared, researchers are evaluating the pos-
sibilities of SCA in order to design secure embedded systems.
Countermeasures include both hardware and software. Hard-
ware countermeasures include new logic to avoid information
leakage in power consumption [2]–[4] and randomization units
to hide leaked information [5], [6]. Software countermeasures
include use of precomputed tables [7], [8] that speeds up
execution.

The increased power attack resistance does not come for
free. The algorithmic level masking has a factor 1.5 overhead
when compared with a regular (unprotected) design [9]. The
masked logic styles have a factor 2 and 5 area overhead [4],
[5]. The dual rail logic styles have a factor 3 area overhead
[10]. Yet, the figures for the algorithmic and logic masking do
not include the random number generator. It is thus important
that the full implementation cost of a countermeasure is clearly
communicated and taken into account for evaluation. Several
techniques have been proposed to reduce the area overhead.
For instance, custom logic cells can be made more compact
than compound standard logic cells, and security partitioning
reduces the part of the design that has to be protected [10].
In [11] authors try to introduce an statistical measure of
resistance against SCA, in order to evaluate the convenience
of an expensive countermeasure, taking into account that
hardware countermeasures can be combined with software
countermeasures.

The compiler and the optimizations represent a critical
step for software implementations. Software countermeasures
inserted by programmers can be changed drastically in this
process. However, there are few researchers focusing on the
compilation and optimization effects.

In [12] authors evaluate a proof-of-concept prototype to
study how back-end compilation and optimizations affect to
the leaked information of a x86 processor for timing attacks.

In this paper, we prepare a proof-of-concept scenario to
evaluate the effect of compiler optimizations on side-channel
attacks resistance, concretely statistical SCA.

The rest of the paper is organized as follows: Section II
gives information on the experimental setup. Section III shows
and evaluates the effects measured in the experiment. Finally,
the most important conclusions are drawn in Section IV.

II. EXPERIMENTAL EVALUATION

The main goal of this paper is to evaluate the effect of
compiler optimizations on the resistance against SCA. For this
purpose, we need to setup an experiment where a SCA extracts
the secret key used in different encryption algorithm binary
programs. These binaries are obtained from the application
of different optimization sequences on a common high-level
software implementation. SCA is applied to measurements
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done on the execution of the different encryption binaries, with
the same key and several input messages.

In the following subsections, we describe the factors in-
volved in the experiment and the chosen options: the encryp-
tion algorithm in II-A, the concrete SCA used in II-B, compiler
optimizations applied in II-C and measurement setup in II-D

A. Encryption algorithm

Researchers analyzing side-channel attacks and designing
countermeasures typically use DES [13] [14] or AES [6] in
their experiments. The use of DES [15] in embedded systems
is being reduced because several attacks on the algorithm
have succeeded. AES [16] is widely used in embedded sys-
tems, whether a software implementation or in a hardware
module. AES-128, used in this experiment, encrypts a 128-
bit data block under a 128-bit key. A round transformation
is repeatedly applied to data array, composed of four rows
and four columns. Each round consists of four steps called
AddRoundKey, SubBytes, ShiftRows and MixColumns, where
data is mixed with key and non-linear transformations are
applied.

B. Side-Channel Attack

Side-channel attacks reveal secret information through the
non-invasive observation of the execution of a concrete imple-
mentation of an encryption algorithm, rather than mathemati-
cal analysis of input-output messages.

There are two different approaches for attacks depending
on the need of a previous detailed characterization of the
implementation.

The first family, known as Simple Analyisis, is used when
the access to the device under attack is reduced [17] [18]. Its
name refers to the number of measurements of the device-
under-attack needed, rather than the simplicity of implement-
ing such attacks without background. A previous thorough
analysis, with an identic device and knowing the concrete
implementation of the algorithm, establishes different groups
of traces depending on the secret value and associates points
of interest of the leaking information to the different groups.
Once traces of the device-under-attack are obtained, they are
classified and assigned to group or groups. The group which
contains a majority of traces indicates the value of the secret
data.

The second family is known as statistical analysis against
cryptographic devices. There is no need of previous detailed
knowledge of the implementation of the algorithm, at the
expense of requiring a large number of traces from the device-
under-attack. Statistical attacks exploit data dependency of
leaked information at fixed moments of time. Figure 1 depicts
the process followed in statistical attacks.

The most famous statistical attack is Differential Power
Analysis (DPA) [13] [14]. DPA’s objective is to recover a
subset of the secret key used by the device-under-attack in
the encryption of messages. DPA exploits that manipulation
of data in standard memory cells and buses leaks information.
An attacker detects an intermediate value in the algorithm

Fig. 1. Statistical SCA process

related to a subset of the key (unknown) and a subset of
input or output messages (known) and obtains a large number
of measurements. For all the possible values of the subset
(reduced when compared to the possible values of the whole
key) the intermediate value is calculated, and the information
leaked (IL) is estimated, using Hamming Weight (HW) of the
intermediate value or Hamming Distance (HD) with a constant
value. A threshold for IL is chosen so traces obtained from
measurements are assigned to one of two groups, whether IL
is greater or lower than the threshold value. An average trace is
calculated for each group of measurements and their absolute
difference is evaluated. If enough traces are obtained and the
input data chosen is distributed uniformly, the difference trace
should present a peak in the moment where the intermediate
value is manipulated with the correct key and close to zero
everywhere else.

Correlation Power Analysis (CPA) [19] is another statistical
attack which enhances DPA results and reduces the number
of traces needed. It shares the first phase with DPA: detect
an intermediate value and estimate its IL value. Instead of
grouping traces, CPA requires the evaluation of the correlation
coefficient between measured traces and the estimated IL.
They are maximally correlated when the intermediate value
is manipulated with the correct key.

Figure 2 shows the leaked information trace while figure 3
shows the result of a CPA attack applied to an AES imple-
mentation executed in LLVM interpreter. We target the output
of the first T-table look-up [6], in the first round, extracting the
most significant byte of the key (8 bits), so 256 keys guesses
are used in the attack.

C. Binaries obtention: compiler optimizations applied

Figure 4 depicts the process followed in the generation
of optimized bitcode for the experiment. We start with a
C implementation of AES encryption algorithm for 32-bit
platforms. We follow the implementation described in [16]
in section 4.2 and the reference code given in appendix
E. This implementation is used in other AES DPA testing
experiments [6]. We include this algorithm in a C program
that gets 128-bit random data as input, encrypts it and returns
128-bit output data.

LLVM is a Low Level Virtual Machine first created in [20].
It is an optimization centered compiler. Figure 5 depicts the
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Fig. 2. AES power trace

Fig. 3. CPA using AES power trace

process of compiling with LLVM, where front-end and back-
end are decoupled. The front-end compiles from high-level
language (C, Java) to an Intermediate Representation (IR). IR
in LLVM is LLVM bitcode, and it is executable in the Virtual
Machine, with lli, the LLVM interpreter. Over the LLVM
bitcode, optimization passes are applied one after the other
to generate an optimized bitcode. In the end, code can be
executed with lli or compiled to generate assembly code
for a target, including i686, MSP430 o ARM7TDMI.

We compile the C program with llvm-gcc, a LLVM C
front end. llvm-gcc is a modified version of GCC that
compiles C code into LLVM bitcode. LLVM optimizer has 61
transform passes, 46 analysis passes, 11 utility passes, which
combined provide optimization sequences. The combination of
the different optimization passes to generate different binaries
is unaffordably high, so we need to extract some preliminary
results from small combination of optimization passes. These

Fig. 4. Optimized bitcode programs generation process

Fig. 5. LLVM compilation flow

reduced set of optimization sequences will provide a first idea
of the effect of compiler optimization on SCA resistance.

In a first approach, we use level 1 optimization sequence
(O1). Level 1 of optimization is the concatenation of 60 LLVM
optimization passes, with some passes repeated. The goal of
level 1 optimization is to obtain an optimized image in a short
amount of time. This first experiments aims to detect which
subsequence of optimizations has better behavior when CPA
is applied.

The sequence of optimizations used for implementing level
1 is obtained with the command

llvm-as < /dev/null | \
opt -O1 -disable-output -debug-pass=Arguments

The generation of binaries starts by first creating an un-
optimized LLVM bitcode output (bitcode0). Then, the first
optimization pass is applied to that output generating an
optimized output (bitcode1). A second pass is applied to
bitcode1 to generate bitcode2, and so forth, creating a set of
N+1 bitcodes, N of them corresponding to the output of the N
optimization passes and another one to the bitcode generated
by llvm-gcc without optimizations.

It is important to understand that the i-th bitcode is the
result of succesively applying the first i optimization passes
to the first unoptimized bitcode output, and not the result of
applying the i-th optimization alone.

As some of the N+1 outputs could be equal (depending
on the input, some optimizations could be unable to optimize
anything and leave the input bitcode unchanged) this set of
N+1 binaries is finally filtered: those with a Control Flow
Graph (CFG) identical to an already generated bitcode are
discarded.

D. Measurement setup

Side-channel analysis require the attacker to measure any
magnitude where information from the execution of an en-
cryption secret key might be leaked. Power consumption [13]
[14], electromagnetic radiation (EMA) [21] [22] [23], exe-
cution time [24] [25], fault injection behavior [26] or cache
access [27] are known side-channels.

We focus our experiments on CPA, that can be applied
to power consumption traces or to EMA. The goal of our
experiment is to evaluate the effect of compiler optimizations
on CPA resistance. Instead of using a real device in our
scenario, we modify LLVM interpreter to model information
leaked from data and address buses and from register values.
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This solution provides some advantages when compared to
implementations in real devices:

• The setup is very simple, avoiding the use of oscillo-
scopes or EM probes

• Traces are perfectly synchronized and there is no clcok
deviation

• Time used for setup reduces drastically (no oscilloscope,
no binary loader, no trigger, etc)

• Only optimization effects are taken into account, avoiding
the back-end process, which might change implementa-
tion

• Trace is expected to be more correlated with information
leaked, as the effect of other peripherals are eliminated

• This is the worst case from the defender point of view.
A small improvement in this scenario might be a large
one in real targets.

In these experiments, the model takes into account the effect
of data and address buses, which are typically the longest
lines in real devices, producing the greates electromagnetic
radiations and power consumptions. Information leaked is
modeled as the sum of the Hamming Weights of both buses.

III. RESULTS

In the first experiment we evaluate the effect of the opti-
mization passes included in optimization level 1 (O1) of GCC
as described in Section II-C. We evaluate the response against
CPA comparing the number of traces needed to consider that
the attack has succeded. An attack is succesful when the the
correlation coefficient of the correct key outstands from the
rest. We evaluate the response of an implementation against
CPA as the number of power traces needed to have a succesful
attack. In order to know the number of power traces needed,
we attack several times, increasing the number of traces used
in each attack. Figure 6 shows the correlation coefficient ρ
between the measured trace and the estimated leakage for
every possible value of the key subset target of the attack,
as a function of the number of measured traces used in the
attack. The black line corresponds to the correct key while
grey lines (255 lines) are the incorrect key guesses. Those
traces come from the execution of AES over 200 random
input messages using always the same random key. Grey color
lines represent the correlation coefficient (ρ) evaluated with
incorrect key guesses, while the black line represents the ρ
for the correct key guess. They are compared to exponential
decreasing function

√
28
n proposed in section 6.4.1 of [28].

The figure provides information about the resistance against
the CPA attack. As pointed out in [28], we consider that
the attack is successful when the black line (the correct
key correlation coefficient) crosses the exponential decreasing
function, which means that it outstands the limits of the
incorrect key guess correlation coefficients.

Following the procedure defined in Section II-C, combining
the 60 optimizations of O1 and the no optimization case, we
obtain 19 different implementations of AES. The response
against CPA attacks of the 19 different AES implementations
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Fig. 6. CPA response of non-optimization implementation
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Fig. 7. CPA response improvement

vary. If we compare the response with the response shown
in figure 6, some of them deteriorate the response while
wome show a great improvement. In graphics included in
Figure 7 we compare a selection of optimizations that show
good response against CPA with the previously presented for
non-optimized code. Figure 7(a) shows the reference behavior
against CPA: no optimizations applied. Figures 7(b), 7(c)
and 7(d) show the best responses against CPA after applying
selected optimization chains. These optimization sequences
improve the resistance against CPA by 30-40%.

One could be tempted to believe that the last optimization
applied could be the one that determined the resistance to
SCA. If this were the case, we would use the chain of
optimizations that better fitted our needs (in terms of speed
or code size) and finally we would apply a well responding
anti-DPA optimization like those just seen in Figure 7.

However, Figure 8 shows that sequences ending with
the same optimization pass present very different resistance
against CPA. The 4 subfigures represent the response of
optimizations’ sequences ending with an instcombine op-
timization pass. As in figure 7, sequences of optimizations are
selected from among the resulting sequences of the procedure
described in Section II-C. In figure 8(b) we see a worsening of
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Fig. 8. CPA response for optimization sequences ending with instcombine

Fig. 9. Statistical CPA response as a function of optimization sequence

15%. In figures 8(c) and 8(d), the resistance against CPA keeps
almost unchanged while figure 8(a) shows an improvement.

In the second experiment we compare the effect of 8
different implementations, derived from the application of 8
optimization sequences. In this case, we execute the encryption
algorithm with 50 random selected keys. Using different keys
avoids extracting misleading conclusions from the first exper-
iment, reducing the influence of key selection on the results
obtained. The optimization sequences used are the 5 provided
by LLVM, std-compile-opts, std-link-opts, O1,
O2 and O3, and the 3 that showed good performance in
experiment 1. Figure 9 shows a candlestick chart that allows
to visually inspect the effects of the optimization sequences,
grouping in one graph the ρ evaluated with 50 different
keys. The candlestick chart represents the maximum and the
minimum value of the correlation coefficient with the top
and the bottom horizontal bar respectively. The box represent
the values between the first and the third quartile, while
the horizontal bar in the box represent the median or the
second quartile. Indexes 1 to 5 represent the optimization
sequences provided by LLVM and indexes 6 to 8 refer to the
optimizations used in figures 7(b), 7(c) and 7(d).

Focusing on the median value, every optimization sequence
evaluated improves performance against CPA. The optimiza-

tion sequence derived from O1, using only its first 4 passes
(ending with mem2reg) has the best performance, improving
by more than 30% in average, while the other optimization
sequences improve by 15% in average, the resistance against
CPA compared to the implementation without optimizations.

IV. CONCLUSIONS

The main goal of this paper is to evaluate the effect of
compiler optimizations on the resistance against SCA. For
this purpose, we have setup an experiment to evaluate the
number of traces needed to reveal the secret key used in
an AES implementation on LLVM, applying different opti-
mization sequences. Results presented in section III for the
traditional optimization sequences and some subsequences of
O1 show that some optimizations improve resistance against
CPA attacks, including improvements of 30-40%. Optimiza-
tions modify implementation of the encryption algorithm and
they introduce countermeasures to the final implementation by
combining data manipulation, reducing access to memory (re-
ducing power consumption, reducing the presence of sensible
data in data buses). More effort needs to be done in evaluating
effects of optimization sequences for CPA and for other side-
channel attacks, which has not been taken into account in
this paper. However, from the results obtained we conclude
that traditional optimization approach, avoid optimizations for
secure implementations, is not always the best solution.
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Abstract—This paper proposes a solution to develop a 802.15.4
large-scale urban network formed by clusters, interconnected by
slave-slave bridges. The solution includes a new mechanism to
discover the network and optimize the coordinator election once
the bridges are installed in a determined position. In addition,
the solution is focused on the implementation of low-cost nodes,
featuring reduced memory resources. Therefore the proposed
routing solution is designed to solve the conflict between the mem-
ory resources requirements of a typical large-scale network and
the low memory resources of a typical IEEE 802.15.4 commercial
transceiver. Theoretical and simulation results demonstrates the
feasability of the proposed solution for the design of a large-scale
scalable clustered network using low-cost devices.

I. INTRODUCTION

WSNs(Wireless Sensor Networks) are becoming an attractive
and popular solution nowadays to create networks where
sensors provide us with the necessary information for mon-
itoring any kind of measurable parameter, from environ-
mental variables to energy measurements or personal health
monitoring[1]. In several applications low data-rate networks
fit the requirements, and most of them need a very low power
system to make the device autonomous, avoiding battery
replacement. Due to the reasons, IEEE 802.15.4[2] standard
is a suitable option to implement that kind of networks. IEEE
802.15.4 is an extended standard created to develop Wireless
Personal Area Networks (WPAN). In IEEE 802.15.4 standard
PHY and MAC layers are defined, but there is no network
layer, so the network functions have to be implemented by
the user. Another option is to migrate to Zigbee stack that
make use of propietary network layers implemented over the
IEEE 802.15.4 layers. Problems appear when the number of
nodes has to be increased for a target application, because
WSN devices are designed to be distributed anywhere, forming
a network with a very high number of nodes, that is the
major reason to make the requirementes low-cost and low-
power. Because these low-cost requirements the nodes must
have a reduced memory, so network layer has to be reduced
to fit in the memory device, what causes a problem to handle
connected devices in a coordinator because routing table is
growing until memory is not enough to allocate the whole
routing table. This is the main problem in creating a network
with a high number of nodes. As an interesting case for
large area and large number of nodes network, an urban
network is proposed. Urban Wireless Sensor Networks is a

very challenging topic because its large number of nodes,
and several applications, like Automatic Meter Reading or
Remote Controlling for traffic lights or street lights, among
others. There are solutions to solve the problem of street lights
networks[3][4] but all of them increase the price of the final
solution because they need a high number of gateways and
access to the Internet. In the solution proposed the number of
gateways are reduced to one, decreasing the final cost of the
network.

II. URBAN WSAN

To model this kind of networks, Manhattan Street Network
(MSN) model has been chosen[5]. This model is based on
perpendicular and parallel streets, forming a grid, as shown
in Figure 1. So in this model, nodes are distributed along the
streets, and most of the power transmitted is going through
the streets because blocks are working like obstacles. Urban

Fig. 1. Manhattan Street Network model

Networks are usually formed by a huge number of nodes.
There are several issues to connect a big amount of nodes,
like managing data from all of them or reaching any node
in the network. Typical solutions[6] are based on the creation
of subnetworks, working isolated, which are interconnected
by using gateways. These gateways can interconnect all the
nodes through the Internet, making easier and reliable the
interconnection between all the nodes which are integrating
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the network. The problem of gateways is their price because
when increasing the number of nodes, a higher number of
gateways and Internet acceses are needed. The proposed solu-
tion, consisting of a clustered network where all the clusters
are connected by slave-slave bridges, reduces the number of
gateways and Internet acceses to only one, no matter how
many nodes are in the whole network. That is consequence
of every cluster working isolated, but all of them can reach
the Internet access by sending their messages to the bridges
which are interconnecting them, until the message reaches the
cluster where the gateway with Internet conection is located.

III. CLUSTERED NETWORK

Once a wireless sensor network is needed ,the solution can be
formed in different ways. One of the principal clasifications
for network organizations is networks with or without clusters,
where the association of nodes are sent to the cluster heads and
from the cluster heads to the sink, or every node individually
send its data to the sink, through other nodes.

Fig. 2. Clustered Network

It depends on the nature of the network, if it is better the
use of clusters, as discussed in [7], when nodes have similar
measures, a isocluster can be created, because data traffic to
sink cluster is compressed, and number of frames sent are
minimized. Minimized throughput is enough reason to use
clustes in a solution that can afford the delay caused by
retransmissions of outgoing packets. In addition, cluster orga-
nization gives the posibility of rising the number of nodes in
the network, so the solution fits better to networks with a large
number of nodes. Once the decision of using cluster is taken,
next step is creating the interconnection between clusters.
Most of the solutions use master-slave bridges, as in figure 3
and they form a cluster-tree architecture, however commercial
solutions for this architecture have many restrictions about
number of nodes or number of levels in the network. This
problem needs to be solved because microcontrollers where
IEEE 802.15.4 stack is compiled have a reduced memory so
they cannot handle a big routing table.Therefore the proposed
solution is based on slave-slave bridges[8], where the cluster
coordination and the intercluster communication functions are

Fig. 3. Master-Slave Bridge

Fig. 4. Slave-Slave Bridge

splitted in different nodes, as shown in figure 4. Unlike
the master-slave bridges mode, where one node has to work
managing its own cluster and sending the messages to others
clusters to reach the sink cluster, using slave-slave bridges
better features are achieved, because all functions are not
centralized in one node, distributing computation needs in
several nodes.

IV. INTER-CLUSTER BRIDGES IMPLEMENTATION

Typically, solutions for slave-slave bridges are based on time
scheduling for every bridge as shown in the figure 5.

Fig. 5. Slave-Slave Bridge Temporization

The bridge has to switch between both clusters which bridge
is connnecting. This technique needs the slave node to work
as a bridge to connect alternatively both neighbor clusters,
so there are periods of connectivity and some others with no
connection between the cluster coordinator and the bridge.
Because of that, a strategy is needed, like polling or fixed
schedule. All these techniques are used when every bridge
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has one transceiver. The first new idea about the bridge is
change its physical part. Adding an extra transceiver to every
bridge was decided to create dual transceiver bridges so every
cluster has a dedicated transceiver in the bridge node. In this
way, throughput is maximized by eliminating polls from head
clusters or lost packets caused for bridge being connected to
its neighbor cluster.

Fig. 6. 1-Transceiver-Bridge Vs 2-Transceivers Bridge

A possible enhancement will be the creation of a frequency
plan to develop a frequency division, instead the time division
to avoid collisions in neighbor nodes or even in the two
transceivers in the bridge. To sum up, with this physical
solution throughput has been maximized and also the lifetime
of every node by avoiding collisions, only with the extra cost
of one additional transceiver per bridge, and improving the
features of the network. Parameters to be optimized in the
network discovery are, mainly:

1) minimization of the number of piconets, and therefore
the number of master nodes;

2) minimization of the number of slave roles for each node
(a rough division is into protocols with constant and
non-constant maximum number of slave roles for each
node);

3) minimization of the number of master-slave bridge
nodes; a rough division is into those that do not have
master-slave bridges (bipartite graphs) and those that
allow master-slave nodes;

In conclusion, the proposed solution is based on two
transceiver bridges, because in this way, network performance
is improved, since bridges are always connected to both
neighbor clusters, instead of sharing one bridge by two cluster
and scheduling a TDM, what makes neighbor cluster wait for
a turn to transmit to the bridge, decreasing reliability. The
problem of having two transceivers is the increasing of the
price of the bridge. However, as bridges are just a little quantity
over the total number of nodes, the raise in price is acceptable
because the achieved performance.
—

V. NETWORK CREATION

To establish the network, a protocol based on inquiring and
paging modes used on Bluetooth is created. In Bluetooth, every

device can act as master or slave, and then, they establish links
until the piconet is created[9]. IEEE 802.15.4 does not have
those modes, so the process to create a slave-slave clustered
network is not as direct as a master-slave clustered network,
used massively by many solutions. The benefits of a slave-
slave bridge have been described in the previous section, so it
is worth the effort. In this case, two transceiver bridges have
been chosen as the fittest solution, so bridges are different from
the rest of nodes. This approach makes these different nodes
a suitable reference to start the network. Taken as a reference
all bridges, plus network coordinator, process to create the
network is ready to be defined, starting with cluster formation.
The first decision to take is the position of the bridges. It
is reasonable to place a bridge near every intersection as a
first approach. To introduce an element of randomness to the
process, the bridge is placed randomly in any node in the
intersection or just next to it as shown in figure 7.

Fig. 7. Candidates to be Bridge

Once a random bridge is chosen near every intersection, the
scheme can be like in figure 8
After this process, there is a inicialization of bridges like
coordinators and they discover all the network, so these
bridges decide which nodes are going to play the role of
cluster coordinator. Next problem to solve is the election
process for the cluster heads, also known as network discovery
protocol. We start studying scatternet creation on Bluetooth to
develop a new discovery protocol for IEEE 802.15.4 and get
a scalable network with this standard. On Bluetooth, nodes
start on inquiry or inquiry mode scan with same probability,
so all nodes get the awareness of all neighbors at the end of
scatternet creation. IEEE 802.15.4 does not have this kind of
working mode, so we need to create a protocol to get every
node in the network know its neighbors.
First step is to create the cluster, so every “special node” is
started as coordinator and all nodes in the network receive all
bridges within their range. Then, with the information of every
node, bridges decide the best cluster heads for all the network
based on parameters like:



360

Fig. 8. Bridges In the Network

1) the number of bridges on range;
2) the power received of every bridge;
3) the average power received from all bridges;

After this process, the elected cluster coordinators are shown
in figure 9

Fig. 9. Elected Coordinators In the Network

After cluster heads decision, network is reseted and restarted
with new coordinators acting in their new role, and bridges
working with both transceivers as end devices after first phase
where there was only one transceiver working as coordinator.
—

VI. PROTOCOL

To ease and optimize the formation of the network some fields
are used in the sent messages. Fields like number of hops
to the sink cluster or clusters connected to actual cluster are
proposed fields in the formation messages. In this case, every
cluster has information about neighbor cluster, so they can

decide the better choice to reach the sink cluster. Also, every
cluster head can modify the path to the sink by using different
bridges in its own cluster, if available. This technique can be
used for traffic diversion or for reconfiguring network if any
cluster is unavailable. At the same time, these fields can be
used to manage the traffic and to route the packets. Proposed
fields to be implemented in the data transfer are shown in
table I.

hops to connected path SOURCE
the sink clusters status DATA

TABLE I
DATA FIELDS

The fields used are “ hops to the sink”, previously explained,
“ connected clusters”, to know how many source clusters are
arriving, and “path status”, to know if the path to the sink
is operative or if an alternative route is needed. Source Data
are the data used at the application. These proposed control
fields can be modified depending on the needings of the future
networks.
—–

VII. SIMULATION

To simulate the created protocol, some test have been per-
formed using a JAVA program on Eclipse [10]. First of all,
the definition of the matrix is going to be use. In every
element the first field indicates if there is a node or not. This
is made to define the urban space, so nodes are on streets,
indicated with ’1’, and buildings are indicated with ’0’. In
every element with a ’1’, a vector is defined to store all
characterictics, not only for network formation purposes, but
also with other characteristics, like number of coordinators
received, power received, type of node, etc. Once this matrix
is created, the next step is placing the bridges, what is made
by a random process, with the only request of placing a
bridge next to every intersection. A distance of 10 metres is
taken beetween horizontal and vertical points in the matrix.
Once the matrix is created with all nodes defined, the JAVA
simulation sends message from all nodes to the sink, and
from the sink to all nodes, as shown in next source code.

Listing 1. Messages to sink
1
2 / / Send Messages t o t h e s i n k
3 p u b l i c d o u b l e SendMessageOut ( doub l e t ) {
4 i f ( t h i s . i sGa teway ( ) ) { / / S ink
5 r e t u r n t ; / /
6 }
7 e l s e {
8 i f ( t h i s . i s C o o r d i n a t o r ( ) ) { / / c o o r d i n a t o r
9 Node gw = Node . F i n d I n L i s t ( 0 , t h i s . l i s t N o d e s ) ;

10 i f ( gw!= n u l l ) { / / s i n k
11 r e t u r n gw . SendMessageOut ( t + t i m e l i s t + t ime message ) ;
12 }
13 e l s e { / / n o t s i n k
14 f o r ( Node n : t h i s . l i s t B r i d g e s ) {
15 Node o t h e r =n . g e t A n o t h e r P a r e n t ( t h i s . g e t I d ( ) ) ;
16 i f ( o t h e r . g e t S t e p s ()< t h i s . g e t S t e p s ( ) ) {
17 r e t u r n o t h e r . SendMessageOut ( t + t i m e l i s t + t ime message + t ime message ) ;
18 }
19 }
20 }
21 }
22 e l s e { / / Not a c o o r d i n a t o r
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23 r e t u r n t h i s . p a r e n t . SendMessageOut ( t + t ime message ) ;
24 }
25 }
26 r e t u r n −1.0; / / non−r e a c h a b l e
27 }

Listing 2. Messages from sink
1
2 / / send message t o a s o u r c e node
3 p u b l i c doub l e SendMessageIn ( i n t id , d o ub l e t ) {
4 t h i s . s e t F l a g ( t r u e ) ;
5 i f ( i d == t h i s . i d )
6 r e t u r n t ;
7 i f ( ! t h i s . i s C o o r d i n a t o r ( ) ) { / / n o t a c o o r d i n a t o r
8 r e t u r n t h i s . g e t P a r e n t ( ) . SendMessageIn ( id , t + t ime message ) ;
9 }

10 e l s e {
11 / / Coord , l o o k i n g i n c h i l d r e n l i s t
12 Node h=Node . F i n d I n L i s t ( id , t h i s . l i s t N o d e s ) ;
13 i f ( h != n u l l ) {
14 r e t u r n h . SendMessageIn ( id , t + t ime message + t i m e l i s t ) ;
15 } e l s e {
16 doub l e tmin =−1.0, t p r o v ;
17 f o r ( Node n : t h i s . l i s t B r i d g e s ) {
18 Node o t h e r =n . g e t A n o t h e r P a r e n t ( t h i s . g e t I d ( ) ) ;
19 i f ( ! o t h e r . g e t F l a g ( ) && o t h e r . g e t S t e p s ()>= t h i s . g e t S t e p s ( ) ) {
20 t p r o v = o t h e r . SendMessageIn ( id , t + t i m e l i s t + t ime message + t ime message ) ;
21 i f ( ( tmin<0 && t p r o v >0.0) || ( t p r o v<tmin && t p r o v >0.0) )
22 tmin = t p r o v ;
23 }
24 }
25 r e t u r n tmin ;
26 }
27 }
28
29 }
30
31 }

After simulation, results show that all nodes are reachable
from others. So with just an functional test, the network is
working properly and it is reliable. One screenshot of the
created simulator is shown in figure 10

Fig. 10. Java program Screenshotk

—

VIII. CONCLUSION

With the discover protocol proposed a new generation of large
scale wireless network sensor is expected to be developed.
The method of discovery, creation and formation is oriented
to provide to the different clusters the capability of connection
with the network coordinator and has been tested with a JAVA

simulator. All functionality has been tested in a generic simu-
lation, and next aim is the simulation on NS-2, to implement
the code on the IEEE 802.15.4 stack, and test, not only the
functionality, but also the protocol running as the code it
will be working on the network. In this step, simulation will
give the previous results to the deployment, so any problem
can be solved and debugged to improve the time of testing
deployment. The final phase is the deployment of a pilot, to
test the functionality in the field.
—
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Abstract—An analog-to-digital (A/D) conversion technique
suitable to be used with DC-DC converters with digital control
is proposed. A fully asynchronous modular tracking analog-to-
digital converter (ADC) is described. This type of ADC presents
several characteristics that reduce the power consumption during
DC-DC converter steady state regime. Moreover, the solution
proposed here is fully modular and can be easily adapted
to different DC-DC control laws by changing the number of
output bits and/or by adjusting the quantization levels of the
feedback digital-to-analog converter (DAC). The proposed 4-bit
ADC was designed in AMS0.35µm technology with a steady-state
power consumption of 118µW and a maximum tracking power
consumption of 317µW.

Index Terms—Analog to Digital Conversion, Asynchronous
sampling, Ultra low power, Thermometer-scale tracking ADC

I. INTRODUCTION

Analog-to-Digital Converters (ADCs) are required in many
applications because they implement the interface between the
real world analog signal and the digital signal processors [1].
In DC-DC applications with digital control, the AD conversion
is a key process that needs to be optimized. ADC specs such as
current consumption, delay and accuracy, present an important
impact on the DC-DC performance.

DC-DC converters are mainly design to convert a DC input
voltage into a DC output voltage with a voltage ripple bellow
a required level, with maximum efficiency. The digital control
adjusts the Buck converter duty cycle [2] between zero and
one, in order to converge the output voltage to the desired
reference voltage. Typically, when the output voltage is far
from the reference, the control order will be to store or release
the energy during the whole switching period, thus being
unnecessary to have a small resolution when the voltage is far
away from the reference. However, high resolution is required
around the reference voltage to calculate the appropriate duty
cycle and limit end cycle oscillation. Moreover, converting
only the error voltage is a way to make the ADC design
independent of the reference voltage. Also, it reduces the
necessary number of bits at the cost of an extra analog
subtraction. This allows the use of non-linear quantization
in the ADC since we do not need a large resolution in the
whole scale, but just around the reference voltage. Therefore,
an analog to digital technique with irregular sampling can be
formulated.

Literature reports many high-speed ADC implementa-
tions [3], [4] suitable for DC-DC application. Flash archi-

tectures [5], [6] offer a high sampling frequency and a high
conversion speed, having a power consumption that increases
exponentially with the resolution. Successive approximation
ADCs [7], [8] have also been proposed in order to minimize
complexity and power consumption. Nevertheless, the need
of multiple clock cycles still represents a huge bottleneck
in performance. Solutions such as [9], [10] try to overcome
the performance limitations by parallelizing the architecture
and performing time interleaving, but these topologies do
not reduce significantly the power consumption. Tracking
ADCs [11] have received a great interest since they provide
a single cycle conversion and their complexity is independent
of the resolution.

Another characteristic of ADCs that has been studied in [12]
is the possibility to have an asynchronous control logic instead
of a synchronous one. Although this can significantly increase
the complexity of the system, it can also improve its power
efficiency by performing each conversion only when a signif-
icant variation in the input is observed.

These facts lead us to search and design a dedicated ADC
to be used specifically with DC-DC converters with digital
control (see Figure 1) such as the ones proposed in [13].
In particular we propose a thermometer-scale tracking ADC
with asynchronous control. Overall, this type of ADC is best
suited to be used in such converters due to several reasons:
i) the natural tracking characteristics of these systems; ii) its
ability to sustain a fast conversion response; iii) the number of
conversions are maintained to the minimum, thus reducing the
so critical power consumption and increasing the autonomy of
the systems; iv) its modularity and simplicity.

Fig. 1. Digital DC-DC converter main topology
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II. PROPOSED ARCHITECTURE

Typically, the designs of tracking ADCs such as the ones
presented in [11] and [12] are based on two comparators
and a up/down counter. This type of architecture is able to
follow a certain input voltage by tracking the quantization
interval where the voltage is located at conversion time. In
order to do that, the input signal is compared with both the
current quantization level (-LSB), and the next quantization
level (+LSB). While both comparators are at ’0’, the input
signal is in the current quantization level, and the converter
keeps the same output value. When the input moves across
quantization levels, the comparators detect it, and the converter
is updated by incrementing or decrementing the counter.

Although similar to the architectures presented before, the
architecture proposed herein and depicted in Figure 2 incor-
porates important modifications that suit best digital DC-DC
converters. One of the main differences is that instead of a
up/down counter we opted by a thermometer-scale module.
This module has as output one line per each quantization level.
There are two main reasons for this change: i) firstly it allows
us to design a DAC, which can be easily adapted to match
the amplitude quantization that best fits the DC-DC controller
law and ii) the proposed module is faster and simpler than the
up/down counter, thus allowing us to reduce the total delay of
the conversion loop as will be explained in Section III.

Another important characteristic that was considered during
the design of the proposed architecture is the type of sampling
performed. On the one hand, typical ADCs perform regular
sampling, i.e., controlled by an external clock signal with
a fixed period Tsample, forcing the circuit to perform one
conversion in every clock cycle, even if there is no variation
at the input line (see Figure 3). On the other hand, an
asynchronous design such as the one in [12] applies irregular
sampling, i.e., each sample is triggered only when there is a
significant variation of the input signal that crosses a certain
reference level (see Figure 4). Thus, in this case the number
of conversions performed depends on the input signal slope,
and not on a fixed clock period, allowing the converter to be
more power efficient as it only performs the necessary conver-
sions. Moreover, we can optimize the quantization distribution
adjusting it to the DC-DC digital control law. It is worth to
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Fig. 2. Proposed Tracking ADC topology with asynchronous control

Fig. 3. Regular sampling

Fig. 4. Irregular sampling with non-linear quantization

note that the implementation of the asynchronous controller is
more complex than the synchronous one, and a detailed time
analysis was required in order to optimize the control logic to
the minimum delay (see Section IV).

III. IMPLEMENTATION DETAILS

As shown in Figure 2, the proposed ADC circuit has a
digital part and an analog part. The digital part has two
modules: i) the asynchronous control module, which detects
and performs a new conversion; and ii) the thermometer-
scale module, which is responsible for generating the output
sequence of bits. The analog part is constituted by: i) A current
DAC that converts the digital word and the input voltage into
a current; and ii) a three Input current comparator is used to
track the input response.

The detailed implementation of the current DAC and com-
parator could not be present in this article due to the lack of
space required for its analysis. The digital part is considered
the major contribution of this work.

A. Digital Modules
Asynchronous Control Logic: The asynchronous control

module detects and controls each new conversion. In other
words, when the comparators detect a significant change in
the input signal, the circuit triggers a new conversion. The
implementation of this module is based on typical token
arbiters such as the ones used to implement Petri nets [14],
i.e., a request-acknowledge transition state machine where
only one state can be active at a time. Overall, it behaves
according to the transition and state diagrams presented in
Figure 5. Each conversion is triggered by the input signals
LSBP and LSBN. When a new conversion starts a sequence of
transitions is triggered and the system goes trough a group of
states till it reaches a new stable state. There are two possible
sequences for one conversion, either S1 → S3 → S4 or
S2 → S3 → S4, according to the input signal that triggered
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Fig. 5. Request-acknowledge state diagram. Fig. 6. Asynchronous control design

the conversion. In particular, a new conversion is started when
all previous conversions where finished and a change in LSBP
or LSBN is sensed by either S1 or S2, the “detection states”.
At this point we have two concurrent actions, the signals
Right and Left are sent to the thermometer-scale module to
update the quantization level, and a signal is sent to transit
to the next state S3, the “processing state”. During the third
state the system resets states S1 and S2 and waits for the
conversion to finish, i.e., waits for the update to propagate till
the comparators. At this point, it is important to note that the
waiting time is defined by a delay block as it will be explained
further down. Finally, the system transits to the fourth state S4,
the “waiting state”. At this point the system is again in a stable
condition and a new conversion can start at any moment.

The control module logic implementation is depicted in
Figure 6. It is divided mainly in three parts: 1) the logic
responsible for the transitions between control states, 2) the
logic responsible for the conversion between the comparators
output and the controller, and 3) a block of logic that detects
when the thermometer-scale saturates.

Part “1” implements the function depicted in the diagrams
in Figure 5. It requires four “C” elements or Arbiters, one for
each state, which behaves according to Table I. Besides the
Arbiters, there is a “Delay” block which is used to adjust
the time between successive conversions. This module is
implemented outside of the control itself, and it can be done
using a digital delay circuit. The function of this block will be
explained in more detail in Section IV. The remaining logic
implements the transitions depicted in Figure 5.

Part “2” was introduced in this work to detach in a simple
way the analog part from the digital part. Namely, what this
module does is a simple translation between the output of the
comparators and the input of the control logic. This modular
structure allows the comparator’s designer to transparently
adapt the controller to his design without knowing how the
controller is actually implemented. The designer must only
be aware and respect the behavior of the controller, which is

Fig. 7. Token cell (with Reset): a) Symbol; b) Logic

presented in Table II.
Finally, the third part of the circuit detects when the bit

sequence is saturated and disables the “Right” and “Left”
signals accordingly, leaving only the alternative option active
(i.e., “Left” and “Right”, respectively). This was introduced as
a power optimization, as it reduces the number of unnecessary
signal transitions when the output bit sequence is saturated.

Thermometer-scale Module: The second logic block shown
in Figure 2 corresponds to the proposed thermometer-scale
module. This module is built using a chain of token cells as
the one shown in Figure 7. Each token cell has five inputs
(Right, Left, D0, D1, and Reset/Set) and one output (Q),
which behave according to Table III. To guarantee the correct
behavior of the token cells we had to implement the XOR gate
represented in Figure 7 with an extra delay. This adjustment
was necessary because port ’D’ of the flip-flop must be stable
when a rising edge arrives to node ’X’ (“setup time”).

By putting this cells together in a chain as presented
in Figure 8, we are able to create the thermometer code.
According to the input signals “Left” and “Right” the active
part either shrinks towards the LSB or grows towards the
MSB (in this paper we use the terminologies “Left” and
“Right” when referring to “towards the LSB” and “towards the
MSB”, respectively). In detail, the design proposed in Figure 8
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TABLE I
ARBITER

Ack Req Q Function
0 0 Q Keep
0 1 1 Set
1 0 0 Reset
1 1 Q Keep

TABLE II
CONTROLLER

wRight wLeft Function
0 0 Keep/Wait for next conversion
0 1 Shift left
1 0 Shift right
1 1 Fobidden state

TABLE III
TOKEN CELL

Right Left Q
(01) 0 D0

0 (01) D1
X X Q (Keep)

Fig. 8. Shift module with thermometer-scale topology

starts at the middle of the thermometer code. It is worth to
note that the number of logic gates needed to implement the
thermometer-scale module increases linearly with the number
of bits N , and is given by NumGates(N) = 16N .

One issue identified in this module was the fan-out of the
“Left” and “Right” signals coming from the controller. It is
easy to understand from the previous description that the num-
ber of logic gates connected to these signals increases linearly
with N . Namely the “Right” signal increases according to the
function NumGatesRight(N) = 3N and the “Left” signal
according to NumGatesLeft(N) = 2N . In order solve this
problem without introducing too much delay in the circuitry
we have considered a maximum fan-out of 4. In practice, a
tree of buses with log(N) levels is deployed just before the
token cells, as shown in Figure 8.

IV. TIMING CONSIDERATIONS

As explained before, in irregular sampling the maximum
slope of the input signal is not defined by the clock signal but
by the total delay of the conversion loop (i.e., the minimum
time needed for one sample δt). In other words, the slope of
the input signal must respect the following condition:

∣∣∣∣
d(Vin(t))

dt

∣∣∣∣ ≤
qmin

δt
(1)

, where qmin is the smallest quantization level. Let us
consider for example an input sine wave with frequency “f”
and peak-to-peak amplitude “A”:

Vin(t) =
A

2
× sin(2πf × t) (2)

We can calculate the maximum frequency “fmax”, for
which the ADC is able to follow the sine wave, according
to Equation (3). As one can understand from the equation,
optimizing tdelay is of utmost importance, because while on
the one hand we need to increase the delay, and consequently

δt, in order to have a valid result between successive conver-
sions, on the other hand, increasing δt reduces the tracking
speed of the circuit.

∣∣∣∣
A

2
× 2πf × cos(2πf × t)

∣∣∣∣ ≤
qmin

δt

max(cos(2πf × t)) ≤ qmin

Aπf × δt
(3)

fmax =
qmin

Aπδt

Section III-A described the ADC asynchronous controller.
This module is responsible for guaranteeing that a new con-
version doesn’t start before the current one is finished. The
time taken by the sequence of state transitions described
in Section III-A defines the minimum duration δt of each
conversion, as shown in the diagram of Figure 9. δt is then
calculated according to:

δt = tS3 + tS4 + tS1/S2 (4)

where tS1/S2 represents the delays of states S1 or S2, tS3

the delay of state S3, and finally tS4 the delay of state S4 until
the point where a new conversion can start.

While tS1/S2 and tS4 are constant for a given number of
bits, tS3 is a function of the time established by the delay
block shown in Figure 6, namely tS3 = tdelay + t′S3, where
t′S3 is the constant fraction of S3. Thus, the delay block must
be defined such that the following condition is respected:

tS1/S2 + t′S3 + tdelay + tS4 >
tThermometer + tDAC + tComp. + tConv.&Sat.

, where tThermometer, tConv., tSat., tConv., tDAC , and tComp.

are all known delays of the different blocks, which depend
only on the implementation [15].

Finally, in order to optimize δt while respecting the previous
condition, the designer should adjust the delay according to
the following procedure:
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Conversion time (δt)

tS1/S2 tS3 tS4

Fig. 9. Conversion time overview

Fig. 10. Thermometer code when increasing/reducing Vfb Fig. 11. Vfb@100kHz sine wave with amplitude of 20mV

if(tThermometer + tDAC + tComp. + tConv.&Sat. ≤ tS1/S2 + t′S3 + tS4)
then

tdelay = 0
else

tdelay = tThermometer + tDAC + tComp. + tConv.&Sat.−
(tS1/S2 + t′S3 + tS4)

end

V. SIMULATIONS

In order to evaluate the architecture proposed in this work,
the circuits were design in AMS 0.35µ technology with
CORELIB standard cells and simulated using HSPICE sim-
ulator. Figure 10 presents the Analog Vfb voltage and the
equivalent digital thermometer code. The ADC precision is
1.9mV and the delay between the digital value and the analog
input voltage(Vfb) is 700ns. The sampling rate is 5.5 MS/s.

Several simulations were performed in order to emulate the
DC-DC Buck converter behavior. In steady-state regime, the
DC-DC output voltage must be around the reference voltage,
thus, the ADC converges to the reference voltage (Vref = 1)
with a maximum power consumption of 119µW (during one
DC-DC switching period [13]). An important behavior in the
DC-DC analysis is the Load-Transient effect, which happens
when the output voltage reacts to a variation in the DC-DC
load. In order to contradict this effect, the DC-DC control
must react very quickly for the output to converge to the
reference voltage. The Load-Transient obtained when reducing
the DC-DC Load is shown in Figure 12 and has a power
consumption of 174µW, considering an overshoot of 40mV
and an Equivalent Series Inductor (ESL) effect of 7mV peak-
to-peak (with constant DC-DC switching frequency [13]). The
Load-Transient obtained when increasing the DC-DC Load
is presented in Figure 13 and has a power consumption of
167µW, considering an undershoot of 40mV with the same
ESL. For both Load-Transients the peak values occur 3µs after

the transient starting point. The fact that during the steady-state
regime the ADC value does not change with the ESL generated
signal turns into a low-power consumption (119µW). During
the Load-Transients the total power consumption is 174µW.
The maximum occurs during the output signal tracking by
the ADC, with a consumption of 317µW at the maximum
sampling rate.

The “Tracking Signal” presented in the Figures corresponds
to an internal signal of the comparator that depends on
the ADC output digital thermometer code. The saturation
presented in the Load-Transient corresponds to the limit of
the ADC and is shown intentionally by using an input signal
with larger amplitude than the one supported by the ADC.

Several ADC implementations are evaluated and tested for
performance with input sine waves at different frequencies. A
tracking simulation is presented in Figure 11 with an input
sine wave of frequency 100 kHz, an offset of 1V and an AC
amplitude value of 20mV. The maximum delay of 700ns is
present in the rising edge of the sine wave.

A detailed analysis of the overall ADC power consumption
is shown in Table IV. The Table presents the results for both
the analog and digital blocks of the circuit. The results show
that in any DC-DC regime, the power consumption of the
analog block is almost the same for the regions presented,
while the power consumption of the digital part increases with
the sampling rate. Finally, for comparison purposes, Table V
presents the power consumption and sampling rate obtained
for the ADC proposed in this work and compares it with other
works. It can be seen that for similar sampling rates and ADC
bits, the power consumption in this work is less than the other
presented works.

VI. CONCLUSION

This work proposes a fully asynchronous modular
thermometer-scale tracking analog-to-digital converter (ADC)
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Fig. 12. Load-Transient reducing DC-DC Load with ESL effect Fig. 13. Load-Transient increasing DC-DC Load with ESL effect

TABLE IV
POWER CONSUMPTION OF THE ANALOG AND DIGITAL PARTS OF THE ADC FOR DIFFERENT BEHAVIORS OF THE INPUT VOLTAGE.

Load-Transient
Steady-State Tracking reducing DC-DC Load increasing DC-DC Load

Figure 12 Figure 13
Power (µW) % of Total Power (µW) % of Total Power (µW) % of Total Power (µW) % of Total

Panalog 118.9023 ≈ 100 124.7631 39 120.2751 69 120.5061 72
Pdigital 0.0495 0 192.3009 61 53.9847 31 46.4211 28
Ptotal 118.9518 100 317.064 100 174.2598 100 166.9272 100

Panalog - includes all analog current parts; Pdigital - includes all digital parts present in the ADC, even the one used in the delay and comparator.

TABLE V
COMPARISON ACROSS DIFFERENT ADCS.

Topology Sampling rate Power (µW) Technology
4bit Flash [6] 100MS/s 3350 2µm
5bit Flash [5] 3.5GS/s 227000 90nm
8bit SAR [1] 100kS/s 3.1 0.25µm

12bit SAR [10] 700 kS/s 40 0.18µm CMOS
10bit SAR [9] 5MS/s 18000 1.2µm

4bit ∆Σ tracking [16] 5MS/s 18000 1.2µm
Tacking [11] 130MS/s 1120 90nm

Asynchronous tracking [12] 10MS/s 898 (1603∗) 0.18µm
Proposed 4-bit ADC 5.5MS/s 119 (317∗) AMS 0.35µm

∗ Power consumption when tracking

designed for DC-DC converters with digital control. The
architecture proposed has the advantage of only performing a
conversion when the input signal crosses a given quantization
level, and not at every clock cycle as in typical synchronous
ADC architectures, thus reducing the power consumption.

The power consumption required for the DC-DC steady
state regime is 118µW and during the tracking phase a
maximum power of 317µW for a 4-bit ADC is observed. If the
number of bits increases, only the power related to the digital
part increases since increasing the number of bits has only
an effect on the digital part of the circuitry. In this work we
present the results obtained with linear quantization. The ADC
can be adapted to non-linear quantization by changing only
the analog part. These modifications are currently being done
and we plan to present them in future work. The proposed
ADC was simulated in Open loop, using the state-of-the-
art load transients presented in [13]. Implementation of the
fully functional closed-loop DC-DC Buck converter with the
proposed ADC is currently under way.
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Abstract—Simultaneous switching noise has become an impor-
tant issue due to its signal integrity and timing implications.
Therefore a lot of time and resources are spent during the
PDN design to minimize the supply voltage variation. This paper
presents the self-adaptive clock as an alternative to tolerate the
critical path delay variation due to supply noise thanks to its
self-adaptable nature. A self-adaptive clock generation circuit is
proposed in this paper and its benefits, in terms of clock period
reduction, are assessed under a realistic supply noise obtained
through simulation for different switching activities.

I. INTRODUCTION

The synchronous system paradigm continues to be the basis
of today’s sequential system design. In this paradigm the clock
period is fixed and determined by the critical path delay plus
setup time of registers and a timing margin to accommodate
for worst case conditions. In current and new technologies,
process variations [1], [2] introduce a large uncertainty in the
gate delay, which could be up to 30%, [3], [4] and therefore
a larger timing margin, ∆TPV , must be added to the clock
period. In some circuits this added margin accounts for a
loss of performance. In addition to process variations, voltage
variations introduce a second source of added timing margin,
∆TV V , which, as is shown in fig. 2, could be up to 50% of
the nominal delay.

In order to minimize the effects of power supply noise a
large design effort is dedicated to the power supply distribution
[5], [6], including the use of on-chip decoupling capacitors [7],
[8]. The use of decoupling capacitors present a drawback in
terms of area overhead and increase of leakage.

The objective of this paper is to evaluate the use of a self
adaptive clock as a way to tolerate a larger power supply
noise originating from simpler power distribution network or
a smaller quantity of decoupling capacitance.

A self-adaptive clock is a clock that its period suffers a
variation correlated to the delay variations of the critical path,
caused either by process or by supply voltage variations. If
the correlation is high it means that even for important voltage
fluctuations the circuit will still behave correctly because the
clock period will be larger when the critical path is slower
and viceversa. This approach aims to reduce as much as
possible the time guards ∆TV V and ∆TPV introduced due to
the delay uncertainty caused by voltage or process variations

Fig. 1. Scheme of GALS circuit. The different synchronous clock domains
are communicated with the following domains through asynchronous FIFO
queues. This queues isolated the different clock domains in term of timing
constrains. Therefore each domain can be studied separately.

respectively. In the current article we will focus only on
the reduction of ∆TV V due to supply voltage variation. The
studied approach is focused on globally-asynchronous locally-
synchronous (GALS) architectures [9] depicted in Fig. 1, even
though the results can be easily extended to asynchronous
circuits with bundled data and matched delays [10]. In the
GALS architecture the whole circuit is divided in different
clock islands, operating synchronously at internal level, that
communicate in an asynchronous way. In this paper we
propose a self-adaptive clock to act as the locals clocks in
the GALS architecture.

The proposed mechanism is self-compensating in the sense
that no external control is necessary and the clock frequency
self-adjusts to the existing variations in the critical path.
Moreover, the self-adaptive clock scheme allows a relaxation
in the Power Distribution Network (PDN) rules resulting
in shorter design times, less on-chip decoupling capacitors,
or lower operating voltages and consequently a decrease in
power.

This work is structured in four sections. In the first we
develop the concept of self-adaptive clocks. After that we
focus on how the supply voltage variation is modelled. In the
third section we assert the benefits of the self-adaptive clock
scheme through two ways: analysing the correlation between
the supply voltage waveforms of the self-adaptive clock and
critical path and the delay variation produced by the supply
noise. Finally we summarize our results in the conclusions.
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Fig. 2. Propagation delay for different logic gates, taken from the same
65nm library, as function of supply voltage. Every gate output is loaded with
a gate equal to itself. It is possible to observe that, despite the different delay
values, the behaviour of the delay is similar for every gate.

II. CONCEPT OF SELF-ADAPTIVE CLOCKS

As mentioned, the proposed self-compensation scheme will
be effective when there is a strong similitude between clock
period variations and critical path delay variations all along the
clock domain. Therefore, the method aims especially at com-
pensating for Die-to-Die systematic variations, at temperature
variations and at supply voltage variations.

In this work, which is a proof of concept, we consider
a ring oscillator (RO) made of inverters as the clock signal
generation circuit. This circuit has been chosen because the
inverters suffer a delay variation caused by the supply voltage
noise (Fig. 2) that behaves in a similar way as other logic
gates. Therefore, the corresponding clock period will naturally
adapt to voltage variations as well as process and temperature
variations that may affect the critical path. However, the delay
is not the same for the different logic gates; in a more realistic
design, instead of a RO made of inverters, the RO should be
made with a mixture of logic gates similar to the ones present
in the critical path.

The gain in operation frequency with respect to a conven-
tional (fixed) clock, this is a decrease in ∆TV V , will depend
on the similarity between the supply voltage noise at the clock
generator circuit and the critical path. The similarity of these
noise waves, and hence the correlation between the critical
path delay and the clock period, will depend on its location,
more precisely, on the relative distance between them. How-
ever, since the clock signal is not distributed immediately we
have to take into account the clock distribution tree depth. This
depth can be accounted as a delay in the clock’s generation
circuit supply voltage and, as we will see in section IV, it will
play a major role in the minimum time guard ∆TV V that is
required.

It is important to state that the work presented here is

only focused on the timing implications of the supply voltage
noise for a given PDN. Also, it is mandatory to clarify that
we only take into account the high frequency noise; the one
caused on the die by circuit’s switching activity. We focus
only in the high frequency noise because it is the less spatially
and temporally correlated noise so this is the noise that will
degrade the most the performance of a self-adaptive clock.

Fig. 3. Scheme of the PDN. The horizontal stripes are placed in the lower
metallization level, i. e. level 1; meanwhile the vertical stripes are placed in an
upper metallization level such as level 2. Also, in this figure, the location and
size of the standard cells are shown. And finally, the ports where the supply
voltage is measured are also shown. This supply voltage will be calculated
always as the voltage difference between the V dd rail and the Gnd one at
the ij-th location, this is: Vsupply(i, j) = VV dd(i, j)− VGnd(i, j).

III. VOLTAGE VARIATION MODELLING

To assess the effectiveness of self-adaptive clock architec-
ture, by measuring the operational frequency increase, we
need to work with a realistic on chip PDN. Then, through
its simulation, realistic voltage variations on the power supply
rails will be obtained.

In order to model a realistic PDN under a realistic work
load we follow these steps:

1) Specify the power distribution network (PDN) size in
terms of number of activity cells, N×M , as is depicted
in the Fig. 3. Each one of these activity cells represent
some closely located standard cells.

2) Generate a PDN model with RL parasitics extracted
through FastHenry 3.0 software [11] .

3) Add, in parallel to each PDN port, a capacitor CSW

which represents the total capacitance that has to be
charged or discharged during the activity cell switching.

4) Simulate the noise generated at each port by the single
switching of every activity cell. This is achieved by
placing a PWL current source, with a gaussian shape,
in parallel to the port of the switching cell. This high
level model is similar to the one used for substrate
noise analysis [12]. The width of the current gaussian
pulse is related to the switching time duration of the
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activity cell. The peak current is fixed by the CSW that
has to be charged or discharged and the width of the
current pulse. Therefore the shape of the noise produced
by a single cell switching is determined by the PDN
size, the relative position of the switching cell and the
measuring port, the CSW switching capacitance and the
switching time. After running this step what we obtain
is a switching noise library (SNL) of the simulated PDN
with (N ×M)

2 entries. Some of its entries are depicted
in Fig. 4.

5) Combine the single cell switching noise (assuming that
the PDN behaves as linear system) to generate simulta-
neous switching noise (SSN) following a given pattern at
each self-adaptive clock rising edge. The activity cells
switching time, when the supply noise waveforms are
combined, is governed by a self-adaptive clock: so the
time between switching events will depend on its supply
noise, which will be triggered by the the same self-
adaptive clock in a sort of interdependent process. The
result of this last step is shown in Fig. 5.

Simulating the SSN in this way we can very precisely
control the switching of every cell at any given clock cycle. In
the work presented here we setup this process to control the
switching activity by means of a space-time constant switching
probability (P (Switch)). This probability is proportional to
the number of simultaneously switching cells.
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Fig. 4. Noise waveforms obtained after the step 4 of the simulating process.
Upper-left graph corresponds to the supply voltage noise obtained at the port
of the switching cell. The other three graphs (upper-right, bottom-left and
bottom-right) are the supply voltage noise waveforms obtained at different
ports through the PDN. Note that the high frequency behaviour is depicted in
the insets.

Once this process is run for a given PDN, a specific
P (Switch) and a nominal clock period (which is determined
by the number of inverters in the RO), N × M SSN noise
waveforms are obtained. Each one of these corresponds to
the supply noise measured at one of the PDN cells (PDN
ports, Fig. 3). The shape of these noise waveforms depends
on the switching probability and the location of the observed

cell. The result of the simulating process as function of the
switching probability and the nominal RO period are shown in
Fig. 5. In this figure can be seen that as P (Switch) increases
both the amplitude of the supply noise and the duration of
the perturbation increase. At the same time, the different
perturbations recorded at different clock periods are also more
similar.

Once we have obtained the supply noise for a switching
probability all across the PDN we can use this data to calculate
the effects of this noise in the logic circuit delay and the
performance increase of the self-adaptive clock in front of
classical fixed clock systems.

IV. EVALUATION OF SELF-ADAPTIVE CLOCK
ARCHITECTURE FOR VOLTAGE VARIATION TOLERANCE

In order to assess the reduction of the clock period margin,
∆TV V , due to the use of a self-adaptive clock it is necessary to
set up a simulation framework. This framework will be useful
in terms of reducing the computational complexity of the
circuit needed to simulate and the time taken to do it. In the last
section we have described how we obtain through simulation
the PDN supply noise for a given set of specifications. In our
case the simulated PDN has a rectangular shape with 11× 11
activity cells, each of them measuring 2.5µm × 3µm. The
clock generation circuit is a RO made of 13 inverters (65 nm
technology) which leads to a nominal operation frequency of
2.4 GHz. The critical path is made of 27 inverters of the same
type as the ones used in the RO.

As shown in Fig. 2 the logic gate delay is inversely-related
to the supply voltage, and this will affect both the period of the
ring oscillator and the delay of the critical path. Thereby it is
interesting to study the correlation between voltage waveforms
at the RO and critical path locations.

A. Voltage correlation measure

Since we are assessing the self-adaptive clock architecture
through the supply noise we need some metrics to measure the
similarity between the supply noise at the central cell and the
rest of the cells. As a first approach, we study the correlation
between the noise at the central cell, or ring oscillator (RO)
cell, and the other cells: the higher the degree of similarity
between the supply noise in the RO and the supply noise of the
critical path, the more efficient the self-adaptive clock scheme
will be.

In order to assess the self-adaptive clock architecture we
have to take into account the distance δ between the RO cell
and the cell with the critical path and the delay τ introduced
by the clock distribution tree. As a first approximation is
assumed to be the same across the tree (perfectly balanced
clock distribution) and unaffected by supply noise. We assume
that the circuit used to generate the clock signal (RO) is placed
in the central cell of the PDN, and the distance δ is measured
from this cell. The delay τ will be introduced as shift in the RO
supply voltage vector. Then the metric function ρ is calculated
as follows:
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Fig. 6. Supply noise correlation ρ(δ, τ) for four different P (Switch),
0.0100, 0.0322, 0.1036 and 0.3333; from left to right and up to down in
the figure. The supply noise correlation shows a periodic behaviour along
the clock tree depth dimension, with the maximums placed at multiples of
the nominal period TRO . But at the same time it dose not show any strong
dependence the distance δ.

ρ(δ, τ) = min
t,i,j

{corr (Vij(t), VRO(t− τ))} (1)

where i, j | ‖ �rRO −�rij ‖= δ, �rRO is the RO position and �rij
is the ij-th position cell. Note that the worst case corresponds
to minimum correlation and for this reason the metric function
is chosen as the minimum among all the different cells that
are at the same distance δ.

In Fig. 6 it is shown the metric function ρ(δ, τ) between the
RO cell supply noise and all the others cells supply noise, in-
cluding the RO cell itself, for different switching probabilities.
In this figure some interesting facts arise: In the first place, the
distance to the central cell, for a given clock distribution tree
delay has no influence in the metric function. In the second

place, the correlation shows a clear periodic behaviour along
the τ axis that corresponds to the nominal clock period. The
maximum values of the metric function appearing at each
clock period increase with increasing probability P (Switch).

B. Relative delay measure
The relation between supply voltage and gate delay involves

complex dynamic processes an therefore, to evaluate our
previous results, it is necessary to assess the self-adaptive
clock system through the difference between the RO period
and the delay of a virtual critical path located along the PDN.
In our study, the critical path is simulated with a chain of 2N
inverters, where N is the number of inverters in the RO. The
difference between the RO period and the critical path delay
corresponds to the time guard ∆TV V that needs to be added
to the clock period to ensure a correct chip operation.

1) Worst case cell determination: To avoid the delay sim-
ulation of every cell in the PDN, which would consume too
many computational resources, we will only simulate the cell
corresponding to the worst case (WC) condition. The WC
in terms of timing corresponds to the case when the supply
voltage at the RO is higher than the nominal value, while the
critical path is fed with a sub-nominal voltage. As we showed
in the Fig. 2 a sub-nominal supply voltage leads to an increase
in the propagation delay while a supra-nominal voltage leads
to shorter propagation delays, or in the RO case to shorter
clock periods.

To identify the cell where the WC takes place we define
the worst relative voltage difference between the RO and a
cell, taking into account the clock distribution tree depth τ , as
follows

∆Vmin(i, j) = min
t,τ

{Vij(t)− VRO(t− τ)} (2)

then the WC cell indices are determined as

i, j | min
i,j

∆Vmin(i, j) (3)

The ∆Vmin(i, j) values, for different switching probabili-
ties, are shown in Fig. 7, where the WC cells are highlighted.
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Fig. 7. Values of ∆Vmin(i, j) for P (Switch) equal to 0.0100, 0.0322,
0.1036 and 0.3333; from left to right and up to down. The worst cell is
highlighted for each case.

2) Time margin determination: Once the worst case cell is
determined we can study the time difference, between it and
the RO, through transistor level electrical simulation carried
out with Hspice software. If the delay of a chain of two times
the number of inverters of the RO is defined as a function
of the supply voltage: delay(Vij(t)) the relative delay for the
worst case will be equal to

∆dnWC(τ) = delay(VRO(t− τ))− delay(VWC(t)), (4)
for nTRO < t ≤ (n+ 1)TRO

where τ is the clock distribution tree delay.
Then the time margin that needs to be added to the clock

period ∆TV V , to ensure the correct sequential chip operation,
is, for a given τ , equal to

∆TV V (τ) = −min
n

{∆dnWC(τ)} (5)

The value of ∆TV V (τ) for different values of P (Switch)
is shown in Fig. 8, as well as the ∆TV V margin needed in
the fixed clock architecture. A reduction of the time margin
is achieved for the four studied work loads. This reduction
grows as P (Switch) increases. With the data in Fig. 8
we prove that the self-adaptive clock architecture gives a
remarkable advantage, in terms of frequency increasing, over
the fixed clock architecture. And, remarkably, although this
reduction shows a periodic behaviour as function of the clock
distribution tree depth, it always remains positive for any value
of τ .

In Fig. 8 it is evident that the correlation ρ between the
supply voltages at the RO and the critical path (Fig. 6) is not
a good metric for the self-adaptive clock scheme. Despite ρ
and ∆TV V (τ) both have a periodic behaviour, the periodicity
of ∆TV V (τ) is not the same as the one observed in the voltage
supply noise correlation metric ρ; in this case the period of
∆TV V (τ) is approximately twice as much as the one found in
the correlation analysis. The difference between both metrics
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Fig. 8. Values of ∆TV V (τ) calculated for a self-adaptive clock (s-a.c.)
and fixed clock (f.c.) architectures under different values of P (Switch). The
reduction in the needed time margin grows as the switching activity increases.
Also is remarkable that this reduction is periodically dependent with the clock
tree depth but for any τ the self-adaptive clock reports a significant reduction
of ∆TV V (τ).

can be explained due to the cumulative nature of the the supply
noise induced relative delay ∆TV V (τ). That is, within a period
of the self-adaptive clock, to minimize ∆TV V (τ) the supply
voltages (VRO(t) and Vij(t)) do not have to be identical; the
voltages, if they have a similar shape, can be mis-synchronized
if both perturbations completely occur within the same clock
period, as is depicted in Fig. 9.

Fig. 9. Representation of the self-adaptive clock capability to tackle mis-
synchronized supply noise induced delay. The self-adaptive clock will adapt
its period to the propagation delay of the critical path only if both perturbations
are similar and occur within the same clock period.

V. CONCLUSION

In this article we evaluated the concept of self-adaptive
clock within a synchronous computational framework. In order
to asssess its benefits in terms of clock period reduction, we
modelled a realistic PDN to obtain the supply voltage variation
due to SSN.
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Once SSN is obtained, through the relative difference be-
tween the self-adaptive clock period and the propagation delay
through a chain of inverters that accounts for the critical
path we showed that the self-adaptive clock scheme reports
a reduction of the clock period for a big span of switching
activity.

We also proved that this reduction depends on the clock
distribution tree delay in a periodic fashion, consequently to
maximize the clock period reduction the clock tree needs to
be carefully designed.

Finally we find out that the correlation between the supply
voltage at the RO and the critical path is not a good metric.
Therefore, to assess any self-adaptive clock implementation
the measure should rely on the transient analysis of the
relative delay obtained through transistor level simulation.
Unfortunately this procedure consumes a prohibitive amount
of computational resources for a medium-large size chip,
therefore an interesting future avenue of research is to find a
reliable metric which does not rely on the delay calculations.
Using this metric, it will be possible to estimate the maximum
size of the clock domain where the self-adaptive clock scheme
is useful.
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Abstract—This paper presents a robotic platform as a mo-
bile node suitable for indoor purposes focused on positioning.
Ultrasonic sensors, as well as encoders, are used to calculate
the node position. Using ultrasounds, position can be calculated
with the time-of-flight of ultrasound signals and trilateration.
Using encoders, the node position is calculated from a known
starting point, adding the distance advanced by the motors. Both
methods have been used, ultrasounds when the robot is stopped
and encoders while it is moving.

I. INTRODUCTION

Wireless Sensor Networks (WSN) have gained increasing
importance in recent years due to their numerous application
areas [1], [2], [3]. Topics like deployment or collaborative
tasks have been investigated. Adding mobile nodes in WSN
increases the capabilities of the network, such as dynamically
changing its topology, repairing nodes, and mapping new
areas. This paper focuses on the design of a robotic platform
to implement an autonomous mobile node inside a wireless
sensor network. However, the proposed platform can be used
as an autonomous wheel-based robot.

When a robot or WSN node is mobile, positioning is crucial
in order to navigate through an area. There are several methods
for the positioning, such as cameras or Global Positioning
System (GPS). Nonetheless, cameras require high processing
power and involve high energy consumption and high cost,
and the use of GPS is not applicable at indoor environments
for its lack of indoor coverage, and it is not able to achieve
enough accuracy for the small size of the robot.

Ultrasonic positioning has been used for indoor positioning
in several configurations [4], [5] because it provides high
accuracy at low cost. With ultrasonics the node position can be
calculated by measuring the elapsed time since the transmitter
emits the signal until the receiver gets it. With this time and
the propagation speed of ultrasonics, the distance between
transmitter and receiver can be calculated.

The inherent problems in this type of systems are acoustic
shadows and rebounds arising from nearby objects that stand
in the path between sender and receiver. These problems cause
erroneous estimations of the mobile node position. Apart from
that, the passive architecture is used in which several static
transmitters (usually attached to the ceiling) take turns to emit.

If receiver is moving, the signals from different transmitters are
nor received in the same position, causing big inaccuracies in
the estimated position. Therefore, this method should be only
used when the robot is stopped.

Another alternative is to use motor encoders to determine
the distance traveled by the robot when it moves. With this
method, the robot knows where it is located relative to a
starting point. However, encoders also present problems like
error accumulation, since the final position is obtained through
the sum of all intermediate moves made since the starting
point. As every intermediate move can lead to a small error,
these errors are accumulated and can become too high after
some time.

As it can be seen, each method has disadvantages: ultra-
sounds cannot be used while moving, and encoders accumulate
error along time. That leads to the concept of combining both
methods to know the location both while moving and while
stopped. The idea is that each time the robot is stopped the
position is estimated using ultrasounds. However, if the robot
is moving, encoders are used to estimate the difference in the
position from the last ultrasonic-estimated position.

There are many commercial robotic platforms available,
with different sizes, costs and applications. Some examples
are:

AROBOT-P1[6] (Arrick Robotics) 25.4 cm (L) x 25.4 cm
(W), 12.7 cm (H), weight 0.9 kg. Its most remarkable features
are: rugged aluminum frame, 3-wheel: front wheel drive and
rear wheel steer, front wheel dc gear drive motor with optical
wheel encoder for distance measurement. It runs on 8 AA-cell
batteries for 5 hours or more.

ERA-MOBI[7] (Videre Design) 40 cm (L) x 37 cm (W) x
18 cm (H), weight: 4.5 kg. It has differential drive type, single
rear caster and dc reversible 72 W motors with gearhead. It
also has encoders with resolution of 500 cycles per motor
revolution and runs on 3 lead-acid batteries, of 12 V.

MMP-8[8] (The Machine Lab) 38.7 cm (L) x 31.75 cm
(W) x 10.8 cm (H), weight: 3.4 kg. It has two halves
aluminum chassis with a passive suspension joint that enables
the two halves to rotate independently in rough terrain. With
6 independent motors, it runs on NiCad 1400 mAh 12 V
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rechargeable batteries for over 45 minutes with single battery
pack.

RP6[9] (The Robot Shop) with a 18 cm (L) x 13.5 cm
(W) x 5.8 cm (H) plastic chassis, has two caterpillar tracks
connected to two 7.2 V dc motors, encoders with a resolution
of 625 pulses per rotation resolution, audio sensor, available
port for connecting an LCD, LED status indicators, control
buttons, infrared sensors and light sensors.

SUGV 300[10] (iRobot and Boeing) 70.8 cm (L) x 34.8
cm (W) x 22.8 cm (H), weight: 13.15 kg. It has an aluminum
chassis, with two drive belts and two assistant belts, radio
transceiver module, camera, remote control and wireless com-
munication. It runs on 28.8 V rechargeable lithium batteries,
with an autonomy of 6 hours.

TRAXSTER II[11] (RoboticsConnection) Length: 22.8 cm
(L) x 20.3 cm (W) x 7.6 cm (H), weight: 0.9 kg. It has an
aluminum chassis with two straps forming a caterpillar track
system. It also has two 7.2V dc motors with gearbox 1:52,
that spin at 160 rpm with no load, with quadrature encoders.
It runs with two 9.6 V batteries.

As well as commercial platforms, several platforms have
been developed in research projects, such as:

COTBOTS[12] (Berkeley University) consists of a plastic
chassis with four-wheel drive, and has motor controllers with
dual channel, a wireless radio connection, a serial/parallel
interface, a 10-bit and 8 channels analog/digital converter, FM
Radio, configurable LEDs, and a JTAG port.

ROBOMOTE[13], [14] (Southern California University) is
a miniature platform with two wheels connected to two
independent micro servos controlled by PWM. It has a ra-
dio interface with serial communication protocol, odometry
sensors, compass, and infrared sensors. The power feed is
provided by three 1.5 V solar rechargeable batteries.

MILLIBOT[15] (Carnegie Mellon Institute) is a modular
miniature structure with caterpillar tracks. It has wireless in-
terface, sonar obstacle detection with piezoelectric transducers,
infrared sensors to detect heat sources, digital camera and
ultrasonic transceiver.

MICABOT[16] (Notre Dame UNiversity) is a miniature
structure with two wheel connected to two independent dc
motors controlled by PWM, and an omnidirectional spherical
rear wheel. It has wireless radio interface and Hall effect
sensors. Power feed provided by rechargeable Ni-MH AA
batteries.

ZeeRO[17] (Technical University of Cluj-Napoca) is an
aluminum platform with two wheels connected to two inde-
pendent servos controlled by PWM. It has bluetooth interface,
infrared sensors, ultrasonic sensors, video camera and pyro-
electric sensor.

KHEPERA[18] (Federal Polytechnic school of Lausanne)
is a platform with two wheels connected to two independent

Fig. 1. Motor placement in two different structures. Rotation axis.

servo motors. It has encoders with a precision of 12 pulses
per millimeter, infrared sensors, bluetooth interface and video
camera. Power is supplied by rechargeable Ni-Cd batteries
with an autonomy of 30 minutes.

None of the presented platforms fulfills the following re-
quirements: motors with encoders, low cost and small size.
Therefore, in this paper a low-cost small robotic platform
platform with dc motors, precision encoders and an ultrasonic
positioning system is presented. The robot has caterpillar
tracks, for better adhesion to surfaces and to easily maintain
the rotation axis in the center of the structure. The robotic
platform can be used with indoor WSN as well as in any
robotic application, since its design is based on modular
peripherals.

II. ARCHITECTURE/DESIGN

This paper presents a low-cost robot platform. The designed
robot allows indoor movements, wireless communication, and
simple navigation among different points inside a room, using
an ultrasonic positioning system using transmitting beacons.
Size and weight have been also taken into account. The robot
has three layers clearly differentiated: traction layer, signal
conditioning and electronic layer, and processing layer.

The traction layer consists of two dc motors with encoders.
Dc motors are usually cheaper than stepper motors, and its
management is easier. In order to control the movement of
the robot accurately, an optical encoder has been attached to
each motor. Using the encoders, the motor controller knows
continuously the traveled distance and is able to stop the
motors at the precise time.

The traction of the robot is based on caterpillar tracks.
Using this system, there are two main advantages: the traction
is improved because there is more traction surface, and the
rotation axis coincides with the geometric center of the robot,
which simplifies the navigation algorithm. Fig.1 shows the
rotation axis in two different systems, the first one with front
wheel drive, and the second one with caterpillar tracks and
diagonally placed motors, to reduce the size of the robot. As
figure shows, the caterpillar tracks fix the rotation axis in the
geometric center of the robot, so navigation is easier.

The conditioning layer implements all the additional elec-
tronics used for communication, positioning and motor man-
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Fig. 2. Block diagram of the MicroBlaze processor.

agement. This layer includes a wireless radio, an ultrasonic
receiver with an amplification and conditioning stage, drivers
to control the motors, an 8-channel 12-bits ADC, and all the
conditioning electronics necessary.

Finally, the processing layer is based on an FPGA (Field
Programmable Gate Array). In order to design a versatile
platform, different tasks must be done in parallel so, for
example, extensive communication should not interfere in
ultrasonic positioning or motor management. Future expan-
sions must also be supported. For this reason, a system with
a processor and several peripherals has been designed. The
processor is the main unit of the system, which accomplishes
algorithmic tasks such as communication, navigation, and
decision-making, while several peripherals in parallel manage
the motors, sample the ultrasonic positioning signals and read
several sensors.

A block diagram of the system is shown in Fig.2. The whole
system is based on a Xilinx Microblaze 32 bits soft-processor
and several ad-hoc peripherals to accomplish different tasks
in parallel. All modules are connected by a Processor Local
Bus (PLB) shared communication bus. The embedded system
mainly has 4 peripherals connected to the processor: wireless
communication, motor management, positioning system, and
proximity sensors management. If a new specific task must be
accomplished, a new peripheral can be designed and easily
connected to the communication bus, providing expansion
capabilities.

Communication peripheral enables the information trans-
mission between the mobile node and another device, which
can be a computer or another robot (for example, in a collabo-
rative task). The communication protocol used by the platform
is Zigbee, which provides high-range communication, different
topologies, and low-power communication. UART protocol is
used to control the Zigbee module attached to the robot. Using
Zigbee, the communication can be accomplished not only with
point to point topology, but also with more complex topologies
like mesh.

Motor peripheral manages the dc motors as well as the

encoders of the robotic platform. This peripheral provides
a simple interface to set different movement configuration,
taking into account if the movement of each motor must
be clockwise or not and the speed of the movement. The
processor can also specify the number of revolutions that the
motor must carry out, which can be done with the encoders
attached to each motor. These encoders can measure motor
revolutions, and when they reach the number specified by the
processor, the peripheral stops the motor. The peripheral is
also capable of throwing an interruption so the microprocessor
is notified. The interruption-based communication allows the
microprocessor not to be continuously reading the peripheral
data.

The positioning peripheral is based on the system presented
in [19], [20]. The positioning system consists of several
ultrasound sensors placed at the ceiling, which periodically
transmit an ultrasound signal, while the mobile node or robot
has an ultrasonic receiver. The robot measures the time-of-
flight of the ultrasonic signal and taking into account the speed
of sound, the distance between the transmitter and the robot
can be estimated. Taking distances to several transmitters, the
robot knows its position applying trilateration. In order to
get the time-of-flight of the signal, the emission time must
be known, so a radiofrequency signal is used to synchronize
the devices. Radiofrequency can be used for this purpose
because its speed is about 106 times faster, so the time-
of-flight of synchronization signal can be negligible. This
peripheral samples the radiofrequency and ultrasonic signals
and measures the time between both arrivals expressed in clock
cycles. The translation from clock cycles to millimeters is
accomplished by software in the processor.

The proximity peripheral manages the infrared sensors used
to detect obstacle while the robot is moving. This peripheral is
continuously reading data from the infrared proximity detector,
and sends an interruption when an obstacle has been detected.

III. IMPLEMENTATION

A. Mechanics

The platform is built with pre-drilled aluminum plates.
Caterpillar tracks have been designed with pulleys and belts.
The straps are made of rubber, to avoid slipping to the floor.
The platform is designed to place the dc motors diagonally,
that is, one in the left front of the structure and another on the
right rear, obtaining this way a narrow structure. In the free
parts, pulleys are connected to a shaft with free movement,
both in the front right and the left rear. Finally, two belts
connect the pulley attached to the motor to the pulley attached
to the loose shaft at both sides of the structure. This can
be seen in Fig.1, in which motors are represented by dashed
rectangles.

Selected motors are GHM-04 from Lynxmotion, supplied
by 7.2 V dc, with a 50:1 gearbox. They spin at 175 rpm
with no load. To manage the motors, a L293DD push-pull
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four channel driver with diode protection is used, from ST
Microelectronics. Specific encoders have been chosen to be
attached on the selected motors: the quadrature optical encoder
E4P-100-079-DHTB from USDigital, which generates 100
cycles per revolution and 400 quadrature counts per revolution.
These encoders are fixed at the rear part of the engine to an
auxiliary shaft available for this purpose. This way, the encoder
pulses are counted before the gearbox, which gives them a
higher precision.

Traveled distance per motor revolution can be calculated
taking into account the caterpillar track radius, which is 2 cm
in this platform:

D = 2× π× r = 2× π× 2 cm = 12.56 cmper revolution

Where D is the distance per revolution, and r is the
caterpillar track radius.

The number of encoder pulses per motor revolution can be
calculated as following:

Pr = pbg × gb = 100× 50 = 5000 pulses per revolution

Where Pr are the pulses per motor revolution, pgb pulses
before gearbox, and gb gearbox ratio, in this case 50:1.

The number of encoder pulses per distance can be calculated
with the distance per motor revolution, and the pulses per
revolution:

P = Pr
D = 5000

12.56 = 39.788 pulses per cm

Where P is the number of encoder pulses per cm, and Pr is
the number of encoder pulses per revolution.

This means that the encoder outputs 39.788 pulses each
centimeter, so in 1 pulse it runs 0.025 cm, which is the whole
system resolution.

The theoretical formula is used to calculate the number
of pulses required to cover a given distance. In practice,
this formula is not accurate enough, due to the complexity
of accurately measuring the effective radius of the wheel,
because the point of contact with the floor changes depending
on conditions. Besides, the belt tension causes retention in
the motors. An empirical formula was calculated to take into
account such things.

In order to calculate the empirical formula, the robot was
ordered to advance a series of known distances, recording the
real distance it moved. It was noted that for long distances, the
robot had a constant error, while for short distances, in which
the robot had not reached a constant speed the error depended
on the travelled distance. Therefore, the empirical formula was
divided into two parts, one for short distances, which applies
the formula of a line in which the error in the distance is
considered a constant, and another for short distances in which
the error is considered a straight line. The distance from which
a linear behavior is achieved, is 1.5 cm.

The reason for which the error is constant at long distances
is that the motors have achieved its speed, meanwhile if the

distance is short, the motors are still accelerating.

Therefore, the empirical formula has the same structure in
both cases:

p = C × d− e

Where p is the number of encoder pulses, d the distance for
the motors to move, C a constant and e the distance error.

Finally, for each case:

p = 39.708× d− 1500, when d ≥ 1.5cm

p = 39.708×d−(0.2328×39.708×d+223.83) = 30.464×
d+ 223.83, when d ≤ 1.5cm

B. Microblaze FPGA Design

The motor peripheral is responsible for all matters relating
to the drive system of the mobile node, such as the control
signals that move each motor, and the encoder signals that
indicate how many pulses has moved the motor.

Motors are controlled by DPWM. Digital pulse width mod-
ulation or DPWM consists of modifying the duty cycle of a
periodic signal to control the amount of energy sent to the
motors at a fixed frequency. This controls the motor speed, as
it is proportional to the speed. Duty cycle (Dc) is the relation
between the width of the positive part of the signal (Ton) and
its period (T). Dc = Ton

T

The operation of an optical quadrature encoder is explained
graphically in Fig.3, in which both channel signals, A and B,
of the encoder can be appreciated. The upper signal is channel
A and the lower signal is channel B. As can be seen, both
channels return the same square periodic signal, one 90◦ out
of phase from the other. Motor rotational direction is detected
by the stream returned by the two channel encoder. Thus, if
the motor turns clockwise, the periodic sequence obtained will
be ”10 11 01 00” whereas if it turns anticlockwise, will be ”00
01 11 10”. In the figure, it can be seen a complete encoder
cycle, bounded by two dashed lines. It is also important to
note that the frequency of the pulses generated by the encoder
is proportional to the speed of the motor, which can be used
as an estimation of the motor speed.

For correct reading and interpretation of the encoder signals,
decision making is based in a Finite State Machine (FSM), as
seen in Fig.4. Each state depends on the encoder channels
value, A and B. R is the direction of rotation, where + is
forward and - reversal, and P is the count of the number of
encoder pulses. In this FSM, the current state matches the
previous inputs to the system. For example, if the system gets
A = 0, B = 0 as inputs, it goes to state A = 0, B = 0.

Depending on the channels sequence of each encoder, motor
rotation direction can be detected, as explained in Fig.3,
and when the encoder has completed a cycle, covered by
four states, a pulse is added or subtracted in the pulses
count. The implemented state machine also takes into account
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Fig. 3. Quadrature encoder operation.

Fig. 4. State machine diagram for encoder reading.

the situations in which the encoder reading skips a state,
assuming a rotation direction and adding or subtracting the
corresponding pulse.

This motor peripheral has been designed so that the pro-
cessor requests a predetermined motion and target distance.
The peripheral is continuously reading the encoders with the
explained FSM, and stops the motors when the numbers
of given encoder pulses are equal to the target numbers.
Furthermore, the peripheral generates an interrupt to report
the processor that the robot has reached the destination, which
prevents the processor from making an unnecessary reading
loop.

A photograph of the developed platform can be seen in
Fig.5. It can be appreciated the division in three layers (from
bottom to top): traction, signal conditioning and electronic, and
processing layer. As the figure shows, the ultrasonic receiver
is situated at the top of the robot, and in its geometric center,
so any turn of the robot does not modify the ultrasonic-
based positioning estimation of the robot. The system has
been implemented on a low-cost Xilinx Spartan 3A FPGA
(XC3S400A).

The navigation software is responsible for the reading of
distances and calculates the robot position using trilateration.
Using both ultrasounds and encoders, the robot always knows
its current position using the transmitters for setting the coor-

Fig. 5. Picture of the developed platform.

dinate system. Furthermore, when the robot is required to go
to a given position sending the coordinates of the destination
points through ZigBee, the software handles all navigation
stages. First of all, robot software performs a rotation in order
to orientate the robot to the target point, and then calculates
the distance that separates it from that point. After that, it
orders the motor peripheral to start the motors, giving the
number of necessary encoder pulses. When the number of
encoder pulses has reached the target the software is noticed,
and it recalculates the robot new position using the positioning
peripheral. If the difference between the new position and the
target position is greater than a threshold, the algorithm makes
another iteration to reach the target point. If an obstacle is
detected by the obstacle peripheral when moving, the software
order the motor peripheral to stop the robot in order to avoid
any collision.

IV. RESULTS

The structure measures 16 cm (W) x 15 cm (L) x 8 cm
(H), which is small enough for indoor mobile nodes and big
enough to house the circuit boards that are responsible for
the node proper operation. To place the electronic boards on
the platform, there is a two level structure, fixed by spacers,
and an aluminum piece that leaves a space beneath the boards
to accommodate the power system node, a block of six AA-
size batteries. Once assembled electronic boards, the structure
reaches a height of 20 cm.

To test the developed system accuracy, it has been made a
test consisting of moving the robot from one point to another
ten times and record the results. As the initial orientation of
the robot is not aligned with the objective point, the robot has
to do a small rotation of about 25◦, and a forward movement
of about 1590 mm.

The results of this test are shown in TABLE I, where Dx
is the error distance in the x-axis, Dy is the error distance in
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Fig. 6. Navigation experiment. Real and ideal paths. Error calculation
method.

Test # Dx(mm) Dy(mm) Derr(mm) Angerr
◦ error distance (%)

1 68 12 69.05 0.044 4.41
2 93 26 96.57 0.06 5.97
3 63 11 63.95 0.041 4.06
4 78 35 85.49 0.053 5.33
5 29 91 95.51 0.059 5.94
6 66 70 96.21 0.059 5.94
7 12 69 70.04 0.044 4.44
8 61 0 61 0.039 3.89
9 72 37 80.95 0.051 5.06

10 82 20 84.4 0.053 5.26

TABLE I
TESTS OF THE DEVELOPED SYSTEM. DISTANCE ERROR.

the y-axis, Derror is the absolute distance error, Anglerr is the
angular error between the ideal route and the real route, and
error distance (%), is the relation between the distance error
and the total distance travelled by the robot. Fig.6 shows an
outline of the approach adopted by the node and the distance
measurement error.

After observing the results obtained from the test, it can be
concluded that the error obtained by the robot while trying to
reach a given point is always positive. This indicates that the
robot moves further away than required, which can be solved
with more accurate calibration. This will significantly reduce
the error.

As additional data, the average of the errors obtained in
each test compared to the total distance is about 5 %. This
is an error of the whole system, where a part of it is caused
by traction problems, part caused by encoder calibration, and
part caused by the ultrasonic positioning system. Furthermore,
in the experiment, the distance error has been calculated
using the ultrasound system, which has an average error of
43.55 mm and a standard deviation of 51.02 mm [20]. Using
ultrasonic positioning, the errors in distance estimations have
an influence on navigation error.

V. CONCLUSIONS

This paper presented a robotic platform as a mobile node
of an indoor positioning system. It uses ultrasonic sensors and
encoders for localization purposes, enabling the estimation of

the robot position, both when moving or stopped. The final
dimensions of the proposed robot are 16 cm (W) x 15 cm (L)
x 20 cm (H), which make it suitable for indoor use. The robot
uses caterpillar tracks in order to rotate without advancing,
which is important for localization purposes. The robotic
platform has been fully implemented using commercial off-
the-shelf components, enabling the replication of the system.
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Abstract—This paper presents the automation of the ex-
perimental measurement of the failure rate (λ) of circuits
implemented on FPGAs. In order to validate the proposed
methodology, the analysis results for a concept-proof design
are presented. Firstly, a conventional implementation or IIR
filters is analyzed and secondly, a ruggedized implementation
by Triple Modular Redundancy and scrubbing.

I. Introduction

Nowadays, more and more electronic devices, such
as FPGAs, are being used in safety critical systems.
When a system failure may result in death or se-
rious injury to people, the system failure rate is of
great importance. In this context, functional safety stan-
dard, such as IEC 61508 (Functional safety of elec-
trical/electronic/programmable electronic safety-related
system) [1], uses λ parameter to quantify the safety
integrity level of the design. This λ is obtained analyzing
the risk tree of the system for a given application and
scenario, and combining the reliability of the elements
that compose the system that is commonly expressed
using λ as well.

These standards are used as guide for designing a
system in such a way as to prevent dangerous failures
or to control them when they arise, with the aim of
reducing system failure rate. Therefore, the lower the
system failure rate the higher the safety level will be.
The required safety integrity level for a specific appli-
cation will depend on the frequency of system failure
occurrence and the severity of its consequences.

Is also known that SRAM technology is specially
sensitive to radiation-induced Single Event Upsets (SEUs),
that cause change in state of a digital memory element
caused by an ionizing particle. As the ionizing particle
passes through the device, charge can be transferred
from one node to another. This charge transfer can lower
the voltage of a memory cell and change its internal
state. These single event upsets are soft errors that do not
cause any permanent damage within the device [2], [3],

but can generate a chain will cause failure and damage
in the safety integrity level. These effects are the main
sources of faults in FPGAs [4] and for safety critical
applications they must be taken into account even for
application at ground level [5].

The failure rate can be expressed using any mea-
surement of time, unit in practice as in example 1,
failures/hour.

λ = num. f ailures · 10−6 f ailures/hour (1)

but is more common to express this ratio using FIT
(Failure In Time) or MTBF (Mean Time Between Failures)
parameter expressed as Failure-rate [6], [7].

FIT = num. f ailures · 109 hours (2)

MTBF =
109

FIT · 8760 (hours/year)
years (3)

Thus, λ is related to MTBF as,

λ = 1/MTBF (4)

The obtention of the failure rate parameter for a
given design implemented in a specific FPGA it is not
a trivial task. Xilinx FPGA vendor provides a nominal
value for the whole FPGA [4] and recently, a theoretical
calculation method [8] that takes into account the % of
the FPGA that is occupied by the design and the % of the
configuration bits that can affect the design (labeled as
“critical bits”). However, it makes sense a method able to
obtain an experimental λ that can be compared with the
values obtained using the experimental approximation.
Specifically, if the criteria that identifies the “critical bits”
it is not published.

In the test system presented in this paper, the measure-
ment of the failure rate parameter it is obtained emulat-
ing the injection of this soft errors in the configuration
memory of the FPGA. The main drawback of this system
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is that the test vector injected for the design must be
selected in order to ensure that enough combinational
possibilities for a given error emulation are analyzed.
Thus, the application must be taken into account. The
case reported in this paper is a IIR filter system used in
one industrial application for signal acquisition.

The remaining of this article is organized into four
sections. Section II presents the test platform setup of
the platform. Section III details the analysis examples,
comparing theoretical and experimental results on a con-
ventional/ruggedized design, and section IV, concludes
this paper and presents the future work in this field.

II. Test Platform Setup

The presented platform is depicted design Figure 3.

Figure 1. Platform Block Diagram.

The proposed platform allows the automatic measure-
ments of malfunctions in the behavioral of the circuit
under test (in this case the IIR filter) under injection of
random SEU effects in the FPGA device. This injection
is done by emulation, modifying the bitstream through
the internal ICAP configuration port, and the behavioral
analysis of the operation of the system is transmitted to
the PC through a serial data interface.

The test platform composes the following elements:
• FPGA development board: In the presented experi-

mental setup, a ML507 Xilinx board has been used.
It is populated by Xilinxs XC5VFX70T FPGA device.

• Circuit Under Test (CUT): The circuit implemented
in the FPGA that want be to analyzed.

• Hardware Testbench (HWT): The hardware compo-
nents implemented in the FPGA to inject testvectors
to CUT and analyze the behaviour of the imple-
mented circuit.

• PC: Analyzes the results of the emulation.

CUT is the element upon the hardware redundancy
is applied [9]. The CUT in this case is an IIR (Infinite
Impulse Response) filter, which is fed by a sequence
of data kept in dual port memory block called BRAM.
Two versions if the IIR design will be analyzed. The
first one identified as ‘conventional design’, without
fault tolerance capabilities. And a second one, named
‘ruggedized design’ that has fault tolerance capabilities
by triple redundancy and scrubbing.

The implementation of the ‘conventional design’ fol-
lows the flow of traditional FPGA designs: Synthesis
and Implementation. However, the ‘ruggedized design’
is based in three steps. Figure 2 summarizes this flow:
creation of a pre-XTMR project through the Xilinx ISE
tool of which offers a basic filter, Netlist ruggerization by
the automatic insertion of XTMR structures, operation
automatically performed by XTMR-Tool [10], and finally,
the introduction of that netlist in a new ISE project that
is run completely (Synthesis and Implementation). For
the ruggedized design a XTMR project is created. This
project is based on netlist files created by the synthesis
of the VHDL file with highest hierarchy and the netlist
generated by the Core Generator. Through import func-
tion, the XTMR translates those files onto its own specific
format [11].

Figure 2. TMR design flowchart

HWT is the collection of different hardware items
which are connected to the CUT and completes the
design for the behavioral analysis. It is in the best interest
of the emulation that the HWT to use as little resources
as possible in the overall design in order to discard the
probability of SEU effects in these resources [8]. It is
composed of the following parts:
• BRAM IN Original Data block RAM. Where the orig-

inal data is located (testvectors).
• Data out BRAM OUT, for comparing the data filtered

by the IIR filter.
• Comparator, where real Data out compares with the

expected filtered data (concrete ones).
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• SEU Controller for inserting SEUs automatically
[8].

Figure 3. Hardware Testbench (HWT).

The PC an application communicates with the plat-
form. This program automates SEU injection malfunc-
tions collection and λ estimations. Figure 4 shows a
snapshot of the Graphic UI of the application. It offers
the following options.
• START, initializes the emulation and displays the

data in text-box labeled RECEIVE.
• STOP, halts the reception of data to the application.
• FAILURE RATE, initializes the ditto function to calcu-

late the failure-rate in that moment.
• EXIT, allows to exit the application.

Figure 4. Platform Graphic User Interface.

In the same way, the application is provided with
two text-boxes to display all the information needed,
as simulated SEUs, corrected soft-errors, non-resolved
soft-errors or failures etc. This general information is
presented on the first box (RECEIVE), and the failure
rate on the other box. The flowchart presented in Figures
5 and 6 summarizes the main operation of the PC
application.

START runs the emulation of the system inserting
SEUs selecting the button of the same name, and the data
will start collecting on RECEIVE DATA labeled text-box.

When de selected time for emulation ends (defined
by the user), must select the STOP button to detain the

Figure 5. Platform general flowchart

cont_Fail_Total = contFallos + contErrCtrl

Failure rate

END

Open 

Startswith

“SimSEU”

Startswith

“> “ 

Startswith

“MBE” or

“NBE”

contErrCtrl = contErrCtrl +1

contFallos = contFallos +1

contSEUs = contSEUs +1

MTBF = 10^9 / FIT x 8760 (years)

λ = cont_Fail_Total x 10^9 / EmuTime

(FIT)

true

false

true

true

false

EmuTime= contSEUs / SEUrate

Close

true

EOF

false

false

Startswith

“SBE”
contCorregidos = contCorregidos+1

1

1

false

true

Copy to User Interface

Figure 6. Data Obtention flowchart

emulation and, selecting the FAILURE RATE button, calls
the ditto function and calculates the Failure-rate and
displays the value on ditto labeled text box. Finally, the
EXIT button closes the application.

III. Analysis Example

The analysis example presents the conventional vs.
ruggedized filter designs, the theoretical and experimental
results of the λ parameter and a comparative analysis of
those results.

An IIR filter is widely used for signal acquisition in
industrial applications thanks to the output feedback
is immediately apparent in the equations defining the
output [12].

Figure 7 shows the block diagram of the design (non
protected) for the application under test. It composes of
two IIR filters (IIR0 and IIR1) implemented in the FPGA.
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Figure 7. Conventional filter block.

Otherwise, Figure 8 shows the block diagram of the
ruggedized filter protected by physical triple redundancy.
The theoretical enhancement obtained by the application
of physical triple redundancy using the 5 equation,
Maximum improvement is achieved with perfect voting
device Kak = 1. When its reliability decreases, the effect of
voting also decreases and for Kak=0.889 the implementa-
tion of three channel structure is no longer meaningful,
as its reliability is becomes equal to reliability of the
channels [13], although, the value it is use for calcula-
tions is Kak ≈ 0.999.

λ2oo3 =
H2oo3

Kak (2oo3)
=

6λ · (1 − Kak)
(3 − 2Kak)

(5)

Where H2oo3 is the failure rate of the triplicated
channel, and Kak (2oo3) its availability.

The design is completed with a majority voter that
replace the majority voting operation done with the
three state buffers of the I/O blocks used by XTMR
architecture [10]. The function of that voter is to decide
the real output of the redundant system, using the classic
majority voting scheme [14].

Figure 8. Ruggedized filter block.

Implementation results

As it has been presented in the Introduction, Xilinx
vendor provides an analytical method to obtain an ap-
proximate failure rate for a given design implemented
in a specific FPGA [8]. These calculations, for the two
implementations (conventional and ruggedized) are per-
formed as follows:

The Nominal value of a Virtex-5 FPGA device is 162 FIT
[8] per Megabit of configuration memory (SRAM). Thus,
for the Virtex-5 XC5VFX70TFFG1136 device populated
in the platform, the most conservative approach would
offer the following figures:
• Nominal value equation for a XC5VFX70TFFG1136

Virtex-5 FPGA device:

S = 27, 025, 408 bits (6)

FITN = S · 91.0% (unused bits) · 162 (
FIT
Mb

) = 3, 984 FIT (7)

Where the S is the Total number of configuration bits
[15], the % is for the chosen device but in approximate
terms of 9% ≈ 10% of the initial static configuration can
be detected.
And according to Equation 3 the corresponding value is
related to MTBF values, thus, this value is 28.65 years,
which is the actual potential for a bit to be flipped by
an SEU, or the rate of which SEU detection is expected
to occur [8].

The FIT of the conventional design follows the next
equation.

FITTotal = FITN · 5% (device utilization) ·
·3% (critical bits f rom EBD f ile) = 5.976 FIT (8)

This equation is based on the nominal FIT value FITN,
the device utilization percentage (obtained from Xilinx
ISE Tool) and the critical bit percentage obtained from
the .EBD file [8] and related with the equation 3 the
corresponding MTBF value is obtained, thus, the value
is 19,102 years.

However, it is possible to obtain the theoretical value
for the controller and the IIR filter block separately,
including the device utilization of each component in
the formula as it is shown in the following equations.

FITf ilter = FITN · 4% (device utilisation) ·
·3% (critical bits f rom EBD f ile) = 4.781 FIT (9)

FITcontroller = FITN · 1% (device utilisation) ·
·3% (critical bits f rom EBD f ile) = 1.195 FIT (10)

Nevertheless, theoretical calculations for a ruggedized
component the phases and formulas explained in [13]
are used. Firstly, the MTBF value (relating equation 3)
of the component which is going to be ruggedized is
used to calculate its λ relating equation 4. Secondly,
the obtained λ is included in equation 5 to calculate
λ2oo3. The next phase is the calculation of the MTBF2oo3
relating in equation 4 and, finally, using equation 3 the
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Table I
Comparative results of the measurement of the λ parameter on both designs

Part Theo. Conventional Exp. Conventional Theo. after Ruggedized Exp. Ruggedized

FILTER FIT 4.781 1.680 0.033 0

SEU CTRL FIT 1.195 1.310a 1.195 1.200a

TOTAL FIT 5.976 2.990 1.228 1.200
MTBF(years) 19,102 38,179 92,960 95,129

a Statistically insignificant difference.

FIT of the ruggedized component is obtained.

The platform automatizes the experimental
obtainment of the λ parameter in both designs.
The application counts all the SEUs injected and fails
occurred during emulation, and calculates the failure
rate in FIT and MTBF values, and displayed in the
FAILURE RATE text-box if FAILURE RATE labeled
button is pushed.

As Table I shows, there is a relevant difference
between theoretical calculation values and experimental
values. However, for the conventional design, both
group of data, theoretical and experimental, have the
same order of magnitude. Thus, the experimental
essay can validate the analytical data (a little bit more
conservative).

This is because, the emulated time is not enough to get
closer to the theoretical values. Also, for the ruggedized
design the experimental values are significative. During
the essay the FILTER did not suffered any errors. The
combination of TMR and scrubbing enhances the system
adding fault tolerance and error mitigation respectively.
Thus, the values are caused by faults that are generated
in the controller, which is not ruggedized.

IV. Conclusions
In this paper an automation platform for collection

of λ parameters of designs based on digital filters im-
plemented on FPGAs has been presented. Although it
can be used in any digital filter circuit implementation
design, it has been focused on IIR filter designs. The
design uses conventional filters and ruggedized filters
combining Triple Modular Redundancy and scrubbing.

The redundancy increases the use of resources of the
device, despite the obtained results are acceptable for the
majority of control applications, obtaining a significant
improvement in system reliability. The proposed plat-
form is a valuable step in the process of integrating au-
tomation in parameter collection in commercial devices,
specifically in safety-designs area.

Future work in this field includes: the implementation
of the proposed platform in any FPGA family device and
integration of a reliable communications gateway.
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Abstract—Neural recording and processing systems are key-
instruments for investigating brain mechanisms and exploring
innovative solutions for neuroprosthetic devices. At early exper-
imental stages, configurability is an important feature for the
neural processing units. We present in this paper the design of
a configurable ASIC, dedicated to the analysis of Local Field
Potential spectral distribution in rats’ deep brain region. We
detail the filter bank design strategy, regarding specifications
such as flexibility, low power consumption and high linearity
range. Simulation results are presented with numerical and in

vivo recorded neural signals.

I. NEW CHALLENGES FOR BIOMEDICAL RESEARCH ON

PARKINSON DISEASE

The Parkinson Disease (PD) is known as a neurodegen-

erative brain disorder, but symptoms underlying mechanisms

are poorly understood. The three major symptoms (tremor,

akinesia and dystonia) can’t fully describe the disease effects

as each patient has his own response to neural degeneration.

Consequently, studies are conducted on PD by investigating

the source of motor movements: the subtalamic nucleus (STN)

of the cortical basal ganglia. Deep brain neural recording and

processing systems investigate Local Field Potentials (LFP)

for motor tasks [1] and are used for studying brain disorder

as essential tremor [2] or PD [3]. While LFP could carry

symptoms biomarkers, recording them is a recent consid-

eration. Standard recording systems mainly focus on spike

detection (for spike sorting, frequency analysis, statistics), or

record the whole LFP bandwidth (DC to 300Hz, up to few

mV amplitude) [4]–[8] but not many can discriminate precise

bandwidths inside the LFP frequency range. For example,

Denison [4] proposes a chopper-stabilized amplifier and an

original modulation scheme to extract spectral information

on LFP. Our goal is to develop smart neural recording ICs

to be used by biologists who intend to explore hypotheses

on PD mechanisms. Such ICs can be the basis for a new

neuroprosthetic device. They should be able to track on-line

different frequency bands of LFP signals, and output signals

that can be used as detection flags, or for further processing

to generate a feedback control signal. In such applications,

the key point is the re-configurability of the recording system

[9]. Furthermore, we keep in mind the possible objective

of a neuroprosthetic device and therefore pay attention to

two design constraints: low power consumption and real-time

operation, which is maximized with analog design.

This article presents configurable analog Application-

Specific Integrated Circuit (ASIC) for on-line LFP process,

in the context of LFP analysis for PD research. Section II

Fig. 1. Upper part: neural recording ASIC architecture. The 1st block is a

low noise Bio-Amplifier (BA) with 20dB gain that receives the in vivo neural

signal. The 2nd block (LF for LFP filter) is a 300Hz cut-off frequency 20dB
attenuation lowpass 1st order Gm-C filter. The next block (Filter Bank -Fi,

i ∈ [1;4]-) is made up of two 2nd order filters (F1, F2) and one 4th order filter

(F3 cascaded with F4, quoted F3-F4). Lower part: ASIC functional diagram.

presents the ASIC architecture and components, including low

frequency analog filters and wide transconductance range op-

erational transconductance amplifier (OTA). Section III details

the ASIC designed in 0.35µm CMOS process and emphasizes

the response of the filter bank to in vivo recorded neural

signals.

II. NEURAL RECORDING SYSTEM DESIGN FLOW

A. System Topology and Specifications

Neural processing systems generally present a mixed

analog-digital architecture. The analog part handles the front-

end processing. That should be implemented as close as

possible to the biological tissues. It classically includes: a Bio-

Amplifier (BA) with minimum noise and negligible distortion,

and pre-filtering blocks, for example to separate spiking activ-

ity from LFP (we consider that 300Hz is the LFP maximum

frequency). Then comes an analog-to-digital converter, and

if necessary a RF transceiver block. We intend to design a

tunable device for exploring LFP data. The proposed ASIC

(Fig.1) implements the analog part of a neural processing

unit, with specific requests for filtering: it should be able to

discriminate a series of tunable frequency bands, in the low

frequency range of LFP. This ASIC is then composed with: a

BA (LFP & Spike filtering), a LFP filter (whole LFP filtering)

and a filter bank (specific low bandwidth (BW) filtering).

The input signal Vin is in the range [0; 10µ-1m]V; it is

applied to the BA, first stage of the unit. Its BW is 1-12.5k Hz,
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Fig. 2. LFP filter (LF) and Bandpass Filter (Fi) Description. The LFP filter capacitor C is decomposed in a π structure (Ca, Cb, Cc): the blocked transistor
Mpol ensures a correct DC biasing. The bandpass filter Fi is composed of two blocks : a Gm0 voltage-to-current converter and a OTA filter (Gm1,Gm2,Gm3,

C1, C2). The filter BW is tuned by Ibiasn
.

with 20dB gain, under 10µVrms input referred noise and low

distortion (1% THD for 1mV or more). As we use a state-

of-the-art BA topology [10] adapted to our specifications, we

will not detail its design in this paper. The second stage, LF,

is a 1st order 300Hz-20dB Gm-C low-pass LFP filter (Fig.2).

The filter equivalent loading capacitor is C = Ca +
Cb.CC

Cb + CC

and provides a 20dB attenuation (
Vb

Va

=
Cb

Cb + CC

). So, taking

into account the BA and LF filter gains, the signal applied to

the filter bank has a voltage range of [0; 10µ-1m]V and the

typical frequency range of LFP.

The next section details the third stage: the filter bank (Fi)

used to track specific frequency bands of LFP signals.

B. Bandpass Filter Banck Topology & Sizing

As presented earlier, we focus on bandpass filter techniques

that can achieve very low frequency bands (below 10 Hz), have

programmable characteristics, a minimum distortion over our

input range and a limited power consumption. Among filtering

techniques adapted to low frequencies, we considered the

solution presented in [11] where the programming element is

a capacitively coupled current conveyor. This element is used

to build a bandpass filter and the programming feature relies

on floating-gate transistors. The quality factor Q is from 0.5

to 9 with programmable weak, moderate or strong inversion

differential pairs. Results show that it could be compatible with

low center frequencies (around 10Hz) but we did not choose

this solution here.

We also considered the bandpass filter proposed by Veer-

avalli [12] as an adaption of a universal biquad. This structure

allows easy BW configuration thanks to OTA bias current

Ibias. The center frequency f0 and quality factor Q can be

separately tuned. However, the range of programmable BW

proposed in [12] is too limited regarding our specifications

(center frequency from 0.6 to only 6Hz).

We adapted Veeravalli’s architecture for our bandpass filter

Fi, which configurable Gm range has to be wide enough to

provide a center frequency between 10 and 60Hz.

Veeravalli’s bandpass filter topology can be adapted for

different input and output variables (voltage or current). Some

adapted it to current mode [13] to optimize the number of com-

ponents, linearity, stability... In our design, we have separated

the Volt-to-Volt (V→V) biquad bandpass filter Fi in two blocks

(Fig.2): the first one is an OTA-based (Gmi) V→I converter

and the second one is a bandpass transimpedance filter with a

capacitor C1, an equivalent resistor (with Gm1 OTA) and an

equivalent inductor (with a Gm2,Gm3, C2 gyrator topology).

The filter bank is composed of three parallel filters: two 2nd

order and one 4th order to build a 2nd order Butterworth filter.

So we can separately control the linear input range (V→I

block) and the filter frequency characteristics (bandpass I→V

block). The DC offset sensitivity of the open loop Gm0 OTA

is critical. We choose on that prototype to control it by an

external circuit which corrects the V 0 potential depending on

Vgyr DC level. The transimpedance function of the Fi second

block is:

Vout

Iin

(jw) =
jw.C2

(jw)2.C1.C2 + jw.Gm1.C2 + Gm2.Gm3
(1)

with: w0 =

√
Gm2.Gm3

C1.C2
and Q =

w0.C1
Gm1

.

Regarding the ASIC area cost and because low time constant

filters design require compromise between large capacitors and

small Gm, we used Cmax = C1 = C2 = 200pF. This choice

has two consequences. First, the maximal filter bank input

voltage (1mV) is not a problem regarding the linearity of the

Gm-C 1st block filter. In order to prevent transimpedance

amplifier output saturation which depends on C1, we set

the V→I converter Gm0 = 3.27µS. Second, according to

our frequency specification and using both 2nd order 100%

and 80% Butterworth configurations on eq.(1), we obtain a

[5.1;45.3] nS-Gm range when varying center frequency from

10 to 25Hz. Considering these initial choices the question we

discuss in the next part is: how can a unique OTA topology

achieve the Gm range required for the targeted frequency

bands (10 to 60Hz) ?
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C. Wide Gm Range Low Power Weak Inversion OTA

In the design of low frequency filters, several techniques

are proposed to perform very small Gm or large capacitances.

Solutions for very low Gm are current division, current cancel-

lation, weak-inversion, floating-gate or bulk-driven techniques,

while impedance scaler technique can be used to limit the

capacitors’ areas [11], [12], [14]–[19]. As highlighted in [17],

the OTA power consumption increases with the complexity

of the topology. One of the most performing low Gm OTA

is Arnaud’s one [14]: it uses a strong inversion differential

pair and large current division. But this OTA can’t reach the

Gm range we need (Fig.3(b), lower plot: Gm is less than

30nS). Hence, we designed a weak inversion (WI) symmetrical

OTA to get very low Gm with ultra-low power consumption.

Our WI OTA (Fig.3(a)) is designed in accordance with low

Gm design methods [20], [21], with WI layout techniques

(i.e. interdigitated structures, common-centroı̈d configuration,

careful matching between differential pairs or current mirrors)

and the output current mirror has been sized to reach the limits

Gmin to Gmax we previously defined (Fig.3(b), upper plot).

Using Ibias to tune the Fi filter will allow us to compensate

fabrication mismatch. Noting B the (W/L) ratio between

differential pairs and output mirror transistors (Fig.3(a)), we

observe in Fig.3(b) that the Gm dependence on Ibias is fitted

by a straight line which slope is proportional to B and depends

on WI region characteristic. Note that Ibiasis sourced by a

current mirror divider (by 10) from an external input (up to

2µA).

III. SIMULATION RESULTS

The ASIC was designed using the AMS (AustriaMicroSys-

tems) 0.35µm 2P4M CMOS process with 3.3V power supply.

As illustrated by the microphotograph of the ASIC pre-

sented in Fig.4, the chip area for the presented blocks is

2455µm x 1845µm without pads. F1-4 identified in Fig.4

are the Fi blocks defined in Fig.1. Table I presents simula-

tion results that characterize the power consumption and the

linearity of bandpass filters (F1 and F3-F4). Ibias inputs are

set to fix two central frequencies f0 (11.5 and 25Hz) by 4

simulated configurations: F1 (100%) with f0={11;25}Hz and

F3-F4 (80%) with f0={11;25}Hz. It highlights that the I→V

block power consumption does not exceed 70nW, while the

Gmi V-to-I converter dissipates 2.48µW. We can then consider

that the system has a constant 2.48µW power consumption

whatever the implemented BW. THD performance is reported

for the maximum filter bank input amplitude (1mV): from

our estimation, up to 10% distortion is acceptable for the

next stage. Fig.5 plots the system response to neural signal

recorded on in vivo 6-OHDA rat (6-OHDA is a standard

Parkisonian animal model) with 80% configuration (F3-F4,

f0 = 25Hz). We can observe that the outputs do not saturate,

which is true for all the configurations we simulated (not

shown here). The Power Spectral Density (PSD) is reported

for the input and output signals of the chip, ie. related to

the entire system. On Vin spectrum, we can observe specific

LFP frequency components: around 5Hz (related to tremor

0

10n

20n

30n

40n

50n

1n 10n 100n 1u

Arnaud

Gm ( B = 1.62 )
Gm ( B = 1.0 )

0

20n

40n

60n

80n

1.0n 2.0n 3.0n

G_min

G_max

Gm (S)
Gm (S)

Ibias (A)

Ibias (A)

Fig. 3. Wide Gm range Weak inversion (WI) OTA used in Fig.2. (a) WI OTA

Topology (b) Simulation of OTAs Gm vs Ibias, from Arnaud [14] (referred as
’Gm1’) and our OTA for two values of B, the (W/L) ratio between differential

pairs and output mirror transistors (cf (a)). Top right: zoom for low Ibias. It

shows that our OTA reaches the required specifications ([5.1; 45.3] nS Gm
range) with a linear tuning feature.

Fig. 4. Microphotograph of the fabricated chip with BA, LF and Fi blocks

(F1-F4) as described on Fig.1.

TABLE I

TRANSIMPEDANCE BANDPASS FILTER GM SPECIFICATIONS AND

CORRESPONDING PERFORMANCES

f0 (Hz) BW (Hz) gm1; gm2,3 (nS) Power (nW) THD (%)

11.5 (100%) 1.39-18.72 20.44;14.45 20.23 1.88

25.0 (100%) 10.77-47.65 44.43;31.42 43.79 5.48

11.5 (80%) 6.47-14.78
{5.8;10.48};

33.33 2.1
{10.82;19.31}

25.0 (80%) 14.93-35.18
{12.76;22.78};

67.58 6.1
{23.51;41.98}

frequency), 10, 16, 21 and 25Hz. The bandpass filters have

been tuned to track three center frequencies: 11.5, 25 and 32

Hz, and we analyze the PSD on Vout F3F4. As metrics, we

computed the in-band mean power (P ) and the mean power

over the 3dB-bandwidth (P/BW). Results are reported in Table

II. The total input mean power P (V in) is 130.12µV 2
rms. We

can see that P is correlated to the PSD peak amplitude, which
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Fig. 5. System’s response to in vivo recording neural signals. Left plots: input

and output signals (Volts). Right plots: Power Spectral Density (nV2/Hz). Vin,
the ASIC input signal, is a in vivo recorded signal on a rat, sampled at 400Hz

and notch-filtered at 50Hz. VoutF 3F4 is the output signal of the cascaded BA,

LFP filter and 80% F3-F4 filter. This 25Hz-centered bandpass necessitates a

[320; 605] pA Ibias range.

TABLE II

FILTER OUTPUT POWER FOR DIFFERENT LFP FREQUENCIES IN AN in vivo

RECORDING

f0 BW P P/BW P Noise

(Hz) (Hz) (µVrms) (µVrms /Hz) (µVrms)

11.5 5.5-13.16 67.18 8.77 0.81

25.0 14.93-35.18 75.30 3.71 0.68

32.0 19.4-44.6 63.80 2.53 0.67

could be considered for a further threshold detection method

for detecting pathological signals. In Table II, the filter square

integrated input referred noise (P Noise) are computated on

each BW for each Fi filter. The total input referred noise (from

BA to Fi, 1-10k Hz) reaches 9.78µVrms. For all cases, the

P Noise is negligible compared to the recorded P .

IV. CONCLUSION AND IMMEDIATE PERSPECTIVES

This paper describes an IC designed for on-line frequency

tracking of neural signals. It will be a component in a

processing chain, detecting on-line specific patterns in LFP

signals recorded in a deep brain region of Parkinsonian animal

models. LFP processing specifications have been discussed

with neurophysiologists to fit demands in in vivo experiments

on awaken animals. The main requirements are the flexibility

of the processing functions, a large linearity range and a

minimum power consumption. Besides classical input blocks

(a low noise pre-amplifier and a LFP wide range lowpass

filter), we designed a low frequency bandpass filter bank, used

to track LFP frequency bands. We discuss in this paper the

design choices that led us to implement Gm-C filters with a

unique wide Gm-range OTA. The resulting ASIC has been

designed in 0.35µm CMOS process. Simulation results are

presented with numerically computed inputs, and with LFP

inputs from in vivo experiments. The filter bank tuning feature

allows to scan the LFP spectrum; it paves the way to a further

detection process of early PD markers. The chip is currently

in characterization and will be soon available, for in vivo

experiments.
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Abstract—It is a known fact that Hardware/Software partition 

definition is a crucial step in complex digital design, and that 

there is still no definitive methodological approach to this 

problem. One of the most important limitations of this challenge 

is that the hardware part of the partition has to be transformed 

by a complex and tedious process before an estimation can be 

made. This work focuses on demonstrating a new hardware 

performance estimation tool that works with high-level system 

specifications. This tool automatically gives a low boundary 

performance figure, enabling rapid design decisions, and 

avoiding exhaustive redesign. Every element of the algorithm is 

decomposed into primitive operations that are dynamically 

queued in a sliding-window of limited size. Several hardware-

related restrictions are applied to this queue, so we end up with a 

scheduling that represents a hypothetical optimal implementation 

on a limited-resources platform. The whole transformation from 

the high-level language to this optimal implementation is 

performed automatically, so this approach can reduce the design 

time one order of magnitude. 

Keywords-Hardware, estimation, dynamic, scheduling 

I.  INTRODUCTION 

A. Motivation 

During the last years, all versions of the International 
Technology Roadmap for Semiconductors (ITRS) have 
highlighted that the system complexities are dramatically 
increasing; making the design of SoCs more and more 
complex. In this scenario, failing to meet the non-functional 
constraints when the final platform (or even the prototype) has 
been created may be catastrophic. Early design decisions have 
a drastic impact on those parameters [1] and a failure in the 
definition in the early steps may lead to costs of about 90% of 
the overall cost of the product [2], thus early decisions have a 
high value in the design of a system. These decisions are now 
being taken based on expert architects’ speculation or 
experience, but the current panorama lacks an automated or 
methodological approach. This problem is motivating a huge 
effort in the conception of new methodologies and tools to 
estimate the behavior and performance of hardware systems 
before a real prototype is available. 

The main methodology for the design of a 
Hardware/Software (HW/SW) System-On-Chip is depicted in 
Figure 1. It starts with a coarse untimed executable model that 

expresses the functionality of the algorithm that the designers 
have in mind. Based on a profiling of this model, the slowest 
functions are isolated and optimized to suit the target 
architecture. In most cases, these transformations imply the 
behavioral synthesis of some of the functionality and 
transformation to HW modules, automatically or even 
manually. The hardware is communicated with the software 
using a standard interface, and the whole system is evaluated 
using a co-simulation environment. 

 

Figure 1: Codesign flow: The main steps of the commonly 

used co-design flow. In green we show the steps that can be 

automatically performed. In red, we show the steps which 

need human intervention.  
 

In this paper, we propose a methodology and a proof-of-
concept tool that enables the straightforward estimation of the 
hardware part of a partition without costly transformations. 
This allows the re-design loop to be reduced in the early stages 
of the design flow. Specifically, the input is the high-level 

This works has been funded by Spanish MICINN  under  
TEC2008-04107 project. 
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codification of the algorithm and a coarse description of the 
destination platform, so results can be provided after the 
HW/SW partition step. Bearing in mind Figure 1, it is easy to 
see that the benefit of the proposed flow is huge. Even 
considering that the accuracy of the results is around 30%, the 
tool can be used to guide the first design steps where the use of 
a more accurate framework would be impractical because of 
the limited knowledge of the target platform or the lack of 
flexibility in it. The challenges for our simulation framework 
so it can help a hardware designer in the definition of the 
HW/SW partition and the codesign tasks are the following: 

• The expected behavior of the algorithm or custom-
hardware has to be described (or coded) in a commonly 
used high-level software language (C or C++). Thus, the 
same code could be mapped transparently to software or 
hardware. 

• There should be no need to adapt the source code for 
hardware-implementation performance analysis.  

• All language constructions have to be supported.  

• The hardware platform must be modeled with a minimum 
set of system-level parameters such as bus bandwidths, 
memory sizes, maximum number of concurrent operations, 
operator execution time and power consumption. During 
estimation, normally there are few details about the 
physical platform, thus only a reduced set of high-level 
parameters can be specified. 

II. STATE OF THE ART 

 
To add performance estimations to the design-flow 

described in Figure 1, there are two main approaches: 

• Synthesis-then-analysis [8]-[11]: The high-level 
implementation of the algorithm is analyzed by a 
hardware-synthesis tool that generates a Hardware 
description of the algorithm as output. A testbench is then 
combined with the result of the synthesis and the whole 
system is simulated so performance metrics can be 
obtained (i.e. execution time, area, power consumption, 
etc.).  

• Static Source analysis [12]-[13]: The high-level 
implementation of the algorithm is analyzed by a 
language-specific parser that generates an AST (Abstract 
Syntactic Tree); a tree representation of the structure of the 
algorithm independent of the language it has been created 
with. By analyzing this representation along with a model 
of the target platform, performance estimations can be 
obtained.  

We have noticed many pitfalls in current approaches: 

For synthesis-then-analysis approximation frameworks: 

• Usually, the tools that use this approach [8]-[11] provide 
facilities to the programmer to integrate several different 
development frameworks into a common environment. 
The approach, however, is hard to follow as it involves 

synthesis and simulation environments that are complex to 
learn and difficult to integrate together. 

• The target platform must be precisely described and 
characterized prior to the start of the process. Behavioral 
synthesizers and Co-Simulation environments need a very 
detailed description of the target platform, which is not 
available in the first stages of the design process. 

• The synthesis tools do not commonly support the full 
grammar of high-level languages. This is because the high-
level description of the algorithm has been designed to be 
run on software, in which infinite resources are assumed. 
Thus, dynamically assigned memory, recursion, pointers, 
etc. are not supported and the designer has to manually 
adapt the algorithm to cope with these limitations. This 
means that Behavioral/High-Level synthesis tools require 
the original code to be adapted. Other limitations of the 
current tools using these methodologies include specific 
data types, synthesis directives or coding styles. 

• The results are obtained after an laborious process of 
HW/SW partition definition, interface creation, behavioral 
synthesis and simulation, testbench creation and checking,  
leading to a final implementation that might be totally 
ineffective because the constraints are not fulfilled or the 
platform is not yet fully described so the solution is not 
implementable. 

For Static Source analysis: 

• For medium-large simulations, very large execution traces 
have to be scheduled and this might be impractical.  

• In algorithms where the complexity is high, the execution 
time of the estimation algorithm could make it impossible 
to use. 

• Runtime dependencies might not be taken into account 
(for example, array element dependencies). 

• The number of possible execution paths could be very 
high. 

• Some language features (for example, “while” or “for” 
loops) are not totally supported. 

III. PROPOSED SOLUTION 

We have noticed that in the early steps of design flow, 
when the HW/SW partition is studied while the platform is 
only roughly characterized, the key point in any methodology 
is not the final implementation, but the answer to the question 
“It is worth the effort of implementing a Hardware module to 
perform a specific functionality of the algorithm or not?”, so 
our aim is not try to provide an accurate functional scheduling, 
but a practical way to simulate the whole system and answer 
this question. To this end, we consider some restrictions in the 
parallelism that leads to a low boundary of the execution time. 
Any possible hardware implementation, which complies with 
the hardware platform model parameters, should have an 
execution time higher than this limit. This boundary is, in 
practice, very useful because in a first place, it enables the 
designer to know whether a given algorithm will fit in a given 
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platform or not. Thus, it avoids the synthesis for platforms that 
are not computationally powerful enough. Secondly, in an 
iterative design process, if we are trying different 
implementations of a given algorithm on a fixed platform, it 
allows the designer to guess how much relative effort will be 
needed for each iteration to reach the optimum implementation. 
In this sense, the tool is useful to discriminate among several 
initial implementations, to choose the one with which the 
development will continue. 

In our approach the embedded software is compiled with 
the toolchain of the host system, but instrumented to reflect its 
execution in the specific target platform. This approach has 
several advantages over the analyzed state-of the art techniques 
in the sense that the process is easier than the whole synthesis + 
simulation one. However, several difficulties arise when it is 
used to perform hardware component estimations. Two 
problems remain unsolved at this point of the discussion: 

• The program is run on a sequential platform, while 
hardware is parallel by nature. We will need to add a 
hardware planning system that assigns a time to each 
hardware operation based on its dependencies and not 
based on the order in which it is executed sequentially. 

• The program is run in a system that is different to the final 
platform, so we need to model the target architecture of the 
destination platform instead of relying in the parameters of 
the platform where the code is being run (i.e. we cannot 
use the memory accesses of the program when run in the 
host platform for memory profiling as the target platform 
will usually have different memory sizes). 

As far as the authors know, this is the first approach on 
using dynamic scheduling to perform hardware performance 
estimation. In terms of performance estimation, the solution 
provided is equivalent to Behavioral synthesis and HW-SW co-
simulation. The novel approach of this work, however, enables 
this to be done in a fraction of the time, and without the need to 
define interfaces or change source code, so the results can be 
used to drive the design space exploration, even when there is 
no detailed description of the final implementation. 

Our co-simulation framework enables early non-functional 
verification before a prototype can be built; enabling the 
designers to decide if the effort of HW transformation will 
make a difference. This can avoid time-consuming, exhaustive 
redesign, which can incur high design costs and sub-optimal 
results. 

IV. METHODOLOGY OF THE DYNAMIC PLANNING 

A. Model of the target architecture 

The standard architecture of our platform is shown in 
Figure 2. As can be seen, the architecture is composed of: 

 

 
Figure 2: Hardware Platform Model: We use the platform 

to model a system where Hardware and Software are 

interconnected by a hierarchy of buses that enables 

communication of Software and Hardware partitions with 

different levels of the memory hierarchy. 

 

 

• A CPU performs the coarse functionality of the algorithm, 
while the critical parts are implemented in custom 
hardware processing elements.  

• External memory resources (i.e. DRAM main memory) 
are used to transfer data from the CPU to the custom 
hardware. 

• The specific logic of the ASIC performs the critical 
operations and has its own memory to accelerate the 
access of critical data. 

 
As we explained in the introduction, the model of the 

platform is intended to be as minimal as possible, so a new 
technology can be easily fitted into the tool even if its internal 
architecture are not completely defined. The main high-level 
parameters of this platform are the speed of the buses and the 
memory, the number of operational elements in the ASIC and 
the structure of the memory hierarchy. 

B. Overall Performance Estimation Methodology 

 
Our tool for evaluating performance is based on source 

code annotation and on-line performance analysis. Source-code 
annotation refers to the user code being introduced into a parser 
that automatically analyzes all the low-level operations and 
introduces the necessary functionality into the code to provide 
performance analysis. As not all the actual information is 
present at compilation time (the main problem of static analysis 
simulation frameworks), the performance computation is 
actually done on-line, as the program is run in the host-
computer, so data dependencies are calculated at run time. This 
approach enables us to know, at any point of the code, the 
exact path that the algorithm has followed to reach that point 
and all the links that constrain each instruction with the one on 
which it depends, even if this relationship is not static (i.e. 
when a pointer to a variable is used). With this information we 
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can perform a first ASAP scheduling preserving the data 
dependencies so every instruction has the data on which it 
depends when it is executed.  

To be able to assign time to a purely untimed language such 
as C/C++, every variable in the original source code has to be 
loaded with information about performance figures. To do so, 
all the basic types of the standard C/C++ language have been 
duplicated with time-related information. Compound objects 
and structures are automatically decomposed and their internal 
fields are flattened to simple standard C data types. These new 
types are included in the C file by linking towards our library. 
The annotator tool has to duplicate all the variables and create a 
copy of them that uses the modified type. All the operations 
that are performed on the variables of the code are also 
performed on its derived copies. 

This first scheduling, however, does not take platform 
limitations or memory hierarchy into account. The combined 
handling of memory hierarchy, hardware operators and sliding 
windows is the crux of the dynamic planning method; 
furthermore, typical behavioral synthesis tools do not handle 
hierarchical memory and use only a set of predefined hardware 
operators and a bench of registers that can be accessed by 
them. The simulation of all these together is not trivial for three 
main reasons: 

• We have to dynamically change the order of operations, 
because what we run is sequential code on a platform that 
is parallel and different from the target architecture. 

• In this dynamic assignment of operations to time slice 
periods there are several loop-dependencies. The 
assignment of an operation in a certain state affects 
operations that have already been assigned, and the 
movement of such operations also affects the original one.  

• Memory handling adds new dependencies that must be 
considered. These dependencies introduce new loops that 
are more difficult to analyze than operation dependencies, 
as the delay of the memories not only depends on the other 
operation's position but also on the CPU-to-memory bus 
contention. 

The first two problems have been addressed in classical 
analysis of hardware algorithms, but the relationship between 
hierarchical memories and the operation execution core is still 
an open research line. 

The core of the simulation library handles these three 
elements in four steps: 

1. ASAP online assignation of operations as they are being 
executed in the host machine. 

2. Dynamic computing of operation mobility 

3. Introducing resource limitation. 

4. Introducing access memory delays and bus contention. 

The output of the algorithm is a directed graph of 
operations where each node (with an associated start and end 
time) represents an operation and each edge a dependency 
between operations. 

C. Restriction that leads to a low-boundary implementation 

 
As was mentioned in the introduction, in our approach we 

compute a time that we consider to be the boundary of all 
solutions given by synthesis tools. This boundary mimics the 
maximum performance that can be archived theoretically in a 
constrained platform. To obtain this lower time, we consider 
the following constraints; which are based on known 
methodologies commonly used by synthesis tools to reduce 
execution time: 

• There are no limits between basic blocks in the code. This 
means an operation enclosed in a particular basic block 
can be moved out of it and be executed in the same time-
slot as operations of another basic-block.  

• Pre-fetching is allowed: This means that we can predict 
which operations will be executed in the future, and ask 
for their operands before the operation is actually 
performed. 

• Constant propagation. When a variable is assigned with a 
constant value, the time assigned to this transaction is zero, 
as the value does not need to be taken from registers. If, 
after that, and without any change, another variable takes 
the value from this newly created variable, we can assume 
that the second variable takes its value from the constant 
too, so we can also consider zero time for this transaction. 
Actually, the second variable is considered as an alias of 
the first one until its value differs. This assignation of the 
constants is particularly important in the platform, as it 
performs automatic loop-unrolling in for-loops where the 
indexes start and are incremented with constant values.  

• Speculative execution. With this rule we assume that, 
whenever a conditional operation is performed, we can 
always predict the correct way the algorithm will continue, 
so all the data needed in this branch can be pre-loaded. 

• LRU policy for memories. When an element has to be 
removed from a hierarchical level in the memory in order 
to provide room for newer data, LRU policy expulses the 
element that will be used last. This policy has proved to be 
the best in terms of execution time, but it is impossible to 
implement in real hardware.  

D. ASAP assignation 

 
As the operations are executed in the native simulation 

framework, the pre-dependencies of each one are detected and 
the operation is assigned in a pre-scheduling buffer. As we are 
actually executing the code, the dependencies of every 
operation are known, even if they are dynamic (i.e. with a 
pointer). The operations are assigned in a sliding window that 
moves in time while the sequential algorithm is being executed. 
If the last pre-dependency is available in a state that is previous 
in time to the beginning of the sliding windows, the operation 
is scheduled in the first state. The size of the pre-scheduling 
sliding windows is configurable and indicates the amount of 
parallelism that the tool is able to explore (Figure 3). 
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Figure 3: When the operation is executed by the software 

in the development platform, it is scheduled in a sliding 

window with an ASAP policy 

 

E. Dynamic computing of operation mobility 

As the operations ‘born’ and are scheduled in the pre-
scheduling buffer, the mobility of the operations that have 
already been scheduled is also calculated (to make this more 
effective, the mobility is only updated when the operation 
added to the pre-scheduling windows creates a critical path, 
and only for the operations on which the newly added one 
depends in a recursive way). The mobility indicates the last 
time where the operation can be assigned without affecting the 
critical path. If the operation is assigned after this state, more 
space will have to be made in order to make room for it, and 
the whole execution time of the algorithm will be affected. 
Once the operation is assigned between its ASAP state and the 
ASAP state plus the mobility, this modification will not affect 
the global performance (i.e. execution time) of the algorithm. 

F. Introducing resource limitation 

Until this point in the discussion, we have not considered 
the hardware limitations of the platform. As we assume that an 
infinite number of operations can be executed in parallel in 
hardware, thus every operation can be executed between its 
ASAP and ALAP time, and so no additional penalty would be 
produced because of the lack of operators and the total 
execution time would be equal to the graph’s height. These 
assumptions of course are far from reality, and the results 
obtained with them could not be achieved by an 
implementation with limited resources. 

In this step the constraints of operations are added to the 
planning. To do so, we will analyze only the first state, and 
decide which of the operations that have been assigned to it 
should be maintained there, and which ones need to be delayed. 
As the delay of an operation beyond its mobility step penalizes 
the execution time of the whole system, even when the delay in 
the operation does not affect the global performance, the 
operations are first ordered by mobility, and the ones with less 
mobility are assigned first to be maintained in the state. The 
rest of the operations are delayed one state, and are considered 
in the next iteration. 

G. Introducing access memory delays and bus contention. 

 
In the last step, memory contention is considered for the 

operations that remain in the first state of the sliding window. 

The request to move data to the register level implies several 
transactions and times in the buses: 

 

• The request of data needed by an operation is added to the 
list of bus transactions. 

• If the download of the data from its current hierarchical 
level to the register level would be available before the 
operation, the pre-fetching of the data is possible, and the 
operation does not need to be delayed. However, if the 
data would be available after the current state, the 
operation needs to be delayed to the quantum of time when 
the data will be available. 

• If, when downloading data to make it directly available to 
the operators, the registers fill up, an element from the 
registers has to be expulsed and uploaded to the fist level 
of hierarchy. Two parameters model this behavior; the 
policy that decides which one is expulsed to registers and 
uploaded to memory, and the time the transaction takes. 
LRU policy has been implemented. When data have to be 
expulsed, we search the pre-scheduling windows for the 
element that is used last, and we expulse it. Even 
considering that the time is not accurate, as we are looking 
in the pre-scheduling buffer instead of the final one, the 
order of operations is maintained between these two 
buffers, so the prediction of the last expulsed data is 
correct. 

V. FRAMEWORK IMPLEMENTATION 

To implement the described simulation framework we rely 
on llvm [14]. For instrumentalization, a new optimization step 
has been created that intercepts all unary operations, binary 
operations, memory load/store operations, array handling 
operations and branching operations and calls a library function 
for every one of them. These functions are provided in the 
library and perform the dynamic planning following the steps 
described in previous sections. The code is finally compiled for 
the host architecture (development station) and linked to the 
estimation library that actually performs the scheduling when 
the program is run. 

 

 

Figure 4: Implementation of the simulation framework.  
 



VI. ESTIMATION EXAMPLE 

As a simple example to evaluate the estimation 
methodology, several FIR filters have been described in C, 
each one with a different number of taps. The hardware model 
used in the example represents a Xilinx Spartan 3 FPGA, 
whose high-level details are described in Table 1. The same set 
of hardware parameters is used as the constraints for a 
commercial hardware synthesis tool (Mentor Graphics Catapult 
[8]). 

Providing the same input signal to both models, we 
measure the estimated time for the Mentor solution and the 
boundary given by our tool. Results are given in Figure 5. 

 

Figure 5: Resulting simulation boundaries compared with 

a Catapult synthesis of a filter with a variable number of 

taps. 
 

High-Level Parameter Value 

Number of Registers 80 

Number of Parallel Operations 200 

Bus Transfer Rate 1 Mb/sec 

Internal Memory Access Time 1 cycle 

External Memory Access Time 4 cycles 

Table 1: High-level parameters used in the test case 

We can see in Figure 5 that the framework is able to 
provide an estimated time boundary which constrains a set of 
possible implementations of the given algorithm. 

The time estimations have been obtained taking into 
account the restrictions discussed in Motivation: 

• The Algorithm has been described in a high-level language 
(C). 

• The code does not need to be modified to fit in the 
synthesis tool. 

• The platform is described with a minimum set of 
parameters in mind, so useful results can be provided in 
early design stages, where the hardware platform has not 
been fully described. This, in conjunction with the fact that 
the code does not need to be modified, and the facility to 
integrate hardware and software elements in the same 
framework, can make the estimation methodology a good 
candidate for Design-Space-Exploration, where many 
alternatives have to be analyzed and modified in an easy 
and lightweight way. 
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Abstract—In the past, there have been many attempts to use functional
programming languages, specifically Haskell, to specify and synthesize
hardware components by using functions to model logic gates. All these
attempts share a common problem: Haskell functions are considerably
more powerful than the input-output mechanism of logic gates.

We present a formal (and even executable) approach to tame Haskell
functions to become compatible to modeling logic gates by using a higher-
order type class which implements a data structure called Arrow. By an
example - an implementation of the Tiny Encryption Algorithm - we,
finally show how to synthesize an Arrow to VHDL.

Index Terms—Functional Programming, Arrows, Higher-Order Type
Classes, Hardware Design Algebra, Design Methodologies, Cryptographic
Hash Algorithms, VHDL

I. INTRODUCTION

Procedural, Imperative languages are common for modeling hard-
ware, specifically logic gates are modeled in this way. The idea to
use functional programming techniques to model hardware is as old,
as the idea to model hardware with software itself. There are also
approaches in different languages and with different methodologies.

Shallow embedded approaches like muFP, Lava, Hydra [18], [10]
or HDRE, describe hardware completely with the host language
features. These approaches suffer from the problem, that “functional”
functions over-feature the real hardware function in many ways
(currying, higher-order, etc.). Another problem is the so called sharing
problem [4]. It is hard do decide what elements of a recursive circuit
can be used multiple times, while others are there in only one
incarnation. A different approach is the deep embedded approach,
where the circuits are represented inside the language. Here, data
types inside the host language are used to store the constructed circuit.
The problem with deeply embedded approaches are that the complex
evaluation mechanism has to be implemented from the developer by
“hand”. And there are again other approaches that build a compromise
between the shallow and deep embedded style like ForSyDe or
reFLect. These approaches use self reflecting code, where the abstract
syntax tree (short: AST) of the building circuit code is transformed
through functionalities of the host language like in meta programming
techniques. The circuit is described using only features of the host
language but also through reflexive code.

In the authors’ view, a good compromise are Arrows which are
mainly a deeply embedded approach, where a newly developed
concept from category theory - Arrows - is used to downgrade
the feature set of functional functions down to the features of real
hardware. The Arrow approach yields the positive effect, that the
evaluation mechanism is straightforward, they have a sound mathe-
matical foundation and there are different incarnations of Arrows.

An Arrow can be described as the generalization of a monad [9],
[14], and since many programmers find it difficult to understand
monads, Arrows are a bit harder to understand. Arrows offer a explicit
interface to the feature set of the host-language’s functions. With this
ability, they yield the needed downgrade mechanism to functional
functions. Arrows have strong similarities to structures from category
theory (i.e. Freyd-Categories or Cartesian-Closed-Categories) [1], [7],

[6], [2], [5], [3], [16], [15], [8] and in the authors’ first approach they
are easy to depict them using UML activity diagrams. Last but not
least, Arrows are a part of the Glasgow Haskell Compiler, the quasi
standard compiler for the language Haskell, which makes it natural
to work with them.

Between this approach, Arrows are also used in the construction of
parser libraries [17]. There is a development library for XML called
HXT [11] which makes great use of Arrows. And also there are
approaches, where active web pages (CGI) are programmed with the
help of Arrows [9].

In Haskell, an Arrow is implemented through a higher order type-
class. Higher order type-classes represent an executable and maximal
generic model for semantics of hard- and software description lan-
guages. Newly created higher-order type-classes allow to “reason”
over a model, they allow to simulate a model or also allow to
synthesize a model down to a netlist or to VHDL code. Arrows
are also a flexible concept, the developer has all the host language
features at hand to work with them. And also the type system helps
the developer at his job, which means, that Arrows are type checked
at the compile process. This helps to avoid drastic errors and therefore
makes the outcome robust.

In Haskell there is a way to “lift” an ordinary function into an
Arrow. This approach is called a structural design approach. Beside
this, there is also the possibility to do behavioral design, which can
be accomplished over the composition of Arrows to bigger complex
structures.

Section 2 describes how Arrows can be a design algebra for
hardware. In section 3 the Arrow type classes are described in detail
and in section 4 an encryption algorithm is developed with the help
of Arrows. Section 5 and 6 show the internal data structures, that
hold the Netlist and with section 7 the higher order type-class that
is able to combine and construct a hardware circuit is introduced. In
section 8 the generation of VHDL code is shown. The paper closes
with a conclusion and a forecast on future work.

II. ARROWS AS HARDWARE DESIGN ALGEBRA

To describe what an Arrow is, we briefly explain the concept of a
monad and it’s need in functional programming.

In functional programming, the term “function” has a different
meaning than in the most other programming languages, which are
mainly at their core concepts “procedural / imperative”. This means,
that a function in its sense is an aggregation of imperative statements
that can all be accessed in a specific order by the functions name.

The functional programming approach differs in the meaning of
what a function is. Strictly mathematical spoken, a function is a
projection of input values to output values and the output only
depends on the given inputs, they do not effect anything on the side.
This claim however prohibits a function that returns a random number
or a function that prints user input onto a screen. Functions that
communicate with the environment in any sense are only possible,
if the environment is part of the input parameters, so it can depend
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upon. So the solution to the problem with side-effecting functions is,
to always pass the whole environment as parameter into the functions.

Functional programming, is based upon functions, which are a
powerful concept. There are features of these functions that aren’t
constructible in hardware like higher-order functions or currying.
The concept of currying is the partial application of the function
so that it yields another function, which then expects the missing
arguments as inputs. It is hard to imagine a circuit that can handle
partial application to return a different circuit. Another mismatch
between functions and circuits are the higher-order functions which
take not only values, but functions as inputs. So functions correlate
to hardware components on the one hand but offer unconstructible
features on the other hand. To describe hardware components with
functional languages, only the subset of the function features that
correlate to circuits are needed.

There is a lately developed concept in category theory, called
Freyd categories[8] and is also known as Arrows in the functional
programming community. Arrows provide an abstract interface to the
features of a “function”. Due to Haskells powerful type system, the
concept of an Arrow can be implemented directly as a Haskell type
class[9], [13].

The reason why we are interested in Arrows is manifold: 1: Arrows
give us a tool to downgrade the feature-set of a Haskell function.
Arrows enable the programmer to choose exactly as many features
as a hardware component can “tolerate”. 2: Arrows themselves map
very naturally to hardware. 3: An Arrow’s interface is adequately
abstract.

The most powerful concept of functional functions is currying,
i.e. in the process of function application, not all of a function’s
arguments need to be provided. A function may be applied to only
a subset of its arguments yielding a function which expects to
be applied to the rest of its arguments at a later point in time.
Additionally, a function may not only yield a function as a result,
but it may expect a function as a parameter, so called higher-order
functions.

Hardware components have less features than a function in a
functional programming language. The concept of currying as well as
such higher-order functions cannot be translated into hardware. The
fact, that an hardware component misses these features is reasonable,
and if we want to model such components it is in our view totally
acceptable. But: Concepts which have less features can at the same
time be modeled more abstract. This is unfortunately not the case for
todays Hardware Description Languages, which are very concrete
about the “objects” which flows along the connections between
components.

We believe that the concept of an Arrow provides a whole bunch of
advantages over traditional HDL’s: 1: A maximum level of abstrac-
tion, where Arrows can be used to generate code, to verify properties
of a circuit / software or to simulate, depending on the underlying
concrete instance. 2: A clear notion of the meaning of an Arrow /
component through a set of laws that an Arrow / component should
adhere. 3: Arrows can be tailored to describe hardware components.

III. ARROW TYPE CLASSES

In Haskell the type of a function which takes values of type b as
input and yields values of type c as output ist denoted as

b → c

The entity (→) is a higher-order type, i. e. a type which takes two
types as argument (namely b and c) and yielding a type as result
(namely the function type (→) b c); note, that (→) is just the prefix
notation of the infix type-operator →. The goal is, to construct a

similar but more common concept than a function. So we generalize
the “→”-operator to a higher order type variable a getting the type

a b c

This is, however, too general to be useful. Fortunately, Haskell
supports an elegant way to specify which properties a type variable
(or a higher-order type variable) should have, namely type classes.
The following type classes define properties of the type a b c by
specifying a set of function headers which should be defined for
every higher-order type a which is one.

In Haskell, an Arrow is implemented as a type-class that is called
Arrow. Every Arrow a is also in the typeclass Category from which
it inherits the bind operator (>>>) as well as the identity function.
This operator behaves similar to the function composing . operator
of normal functions only with a reversed order. With the Arrow-class
inheriting from the category-class the strong connection to category
theory is represented inside the library code.

c l a s s C a t e g o r y c a t where
id : : c a t a a
( > > >) : : c a t a b −> c a t b c

−> c a t a c

The Arrow class defines a way to generate an Arrow out of an
ordinary function, as well as the basic combination operators. Note
that the arr is a function, which lifts an “ordinary” function into an
Arrow, where the function takes a parameter of type b and produces
a result of type c. (∗∗∗) and (&&&) are combinators, that stick
two Arrows together. The (∗∗∗) is used to build parallel computing
Arrows that work on completely independent input values. In the
example f ∗∗∗ g the function f takes a parameter of type b while g
takes parameters of type b’ (cf. fig. 1). The &&& operator differs in
the type of the input parameter. Here both functions take inputs of
the same type, but produce different output types (cf. fig. 2).

c l a s s Arrow a where
a r r : : ( b −> c )

−> a b c
(∗∗∗ ) : : a b c −> a b ’ c ’

−> a ( b , b ’ ) ( c , c ’ )
(&&&) : : a b c −> a b c ’

−> a b ( c , c ’ )

f

g

c

c’

b

b’

Figure 1. Schematic representation of (∗∗∗)

f

g

c

c’
b

Figure 2. Schematic representation of (&&&)

Another interesting Arrow typeclass is the ArrowChoice class.
With Arrow choice one can model different execution paths depend-
ing on the input parameters type that enters the Arrow. The result
type is of type Either and has two possible outputs.

c l a s s ArrowChoice a where
(+++) : : a b c −> a b ’ c ’

−> Ei th e r ( b b ’ ) ( c c ’ )
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( | | | ) : : a b c −> a b ’ c
−> Ei ther ( b b ’ ) c

Again, we have two incarnations of a choice-operator. There is
the (|||) -operator, that combines two Arrows with different input
types to an Arrow with the same output type. This one is shown in
figure 4. And than there is a more abstract version, the (+++)-operator
which not only accepts two different input types, but also returns two
different output types. This one is shown in figure 3.

f

g

b

b’

Either b b’ Either c c’

c’

c

Figure 3. Schematic representation of +++

f

g

b

b’

Either b b’ c

c

c

Figure 4. Schematic representation of |||

IV. THE TEA DESCRIBED WITH ARROWS

As an example we have implemented the Tiny Encryption Algo-
rithm (short: TEA) with Arrows. The TEA is a block-cipher with
64-bit wide plain text chunks that are encrypted using a 128-bit
key. The basic structure depends on two feistel rounds which form
a cycle. The reasons why we choose the TEA as a running example
are: As its name suspects it is easy to implement. Furthermore, it
reflects basic cryptographic concepts like round-keys, rounds and
cycles. Additionally, there are many different implementations in
many different software and hardware programming languages which
makes it easy to compare implementations.

>> 5

<< 4

>> 5

<< 4

K3

Deltai

K2

K1

Deltai

K0

Figure 5. Schematic TEA depiction

Figure 5 shows a schematic depiction of a TEA cycle which
consists by itself on two feistel rounds. We can identify the basic
building blocks of the TEA from this diagram. These are:

• a shift-left-by-4-operator
• a shift-right-by-5-operator
• an addition
• an exclusive or

All these components do exist as functions in Haskell and we can
lift them into traversal Arrows. We can show this exemplary with the
shift left by 4 function. The function shiftL takes two parameters,
a value that is shifted and the integer that indicates by how much.
flip shiftL 4 is a function that shifts everything passed by 4.

a S h i f t L 4 : : ( Arrow a ) => TrArrow a I n t I n t
a S h i f t L 4 = augment_f_SG ( f l i p s h i f t L 4 )

emptyGraph { name = " SHIFTL4 "
, s i n k s = mkPins 1
, s o u r c e s = mkPins 1
}

This generates the traversal Arrow aShiftL4 which has one input
pin as well as one output pin. We can also combine the two steps of
shifting something by 4 and then adding another value to the result.
For this example we assume that we have beside the aShiftL4 Arrow
an addition Arrow aAdd. 1

aShif tL4AddKey : : ( Arrow a )
=> TrArrow a ( ValChunk , KeyChunk ) I n t

aShif tL4AddKey = f i r s t a S h i f t L 4
>>> aAdd

As can be seen from figure 5 a TEA cycle consists of two feistel
rounds and therefore can be composed from two. This is exactly what
to do, when modeling the TEA with Arrows.

a F e i s t e l R o u n d : : ( Arrow a )
=> TrArrow a ( ( Int , I n t )

, ( Int , I n t )
) ( Int , I n t )

a F e i s t e l R o u n d =
a r r ( \ ( ( p0 , p1 ) , ( k0 , k1 ) )

−> ( p0 , ( ( ( aSh i f tL4addKey ( p1 , k0 )
, aAddDel ta p1 )

, aSh i f tR5addKey ( p1 , k1 ) )
, p1 ) ) )

>>> a I d ∗∗∗ ( ( aXor ∗∗∗ a I d ) ∗∗∗ a I d )
>>> a I d ∗∗∗ ( aXor ∗∗∗ a I d )
>>> a r r ( \ ( p0 , ( tmp , p1 ) )

−> ( ( p0 , tmp ) , p1 ) )
>>> aAdd ∗∗∗ a I d

aCyc le = a r r ( \ ( ( k0 , k1 , k2 , k3 ) , ( p0 , p1 ) )
−> ( ( ( p0 , p1 ) , ( k0 , k1 ) ) , ( k2 , k3 ) ) )

>>> a F e i s t e l R o u n d ∗∗∗ a I d
>>> a F e i s t e l R o u n d

In the aFeistelRound definition the first step is an anonymous func-
tion, that is lifted into an Arrow by the arr -operator. The anonymous
function pattern matches the input parameters and supplies them
already to aShiftL4addKey, aAddDelta and aShiftR5addKey. Before
the first use of the bind-operator, these three steps are done. The
following steps xor the returned values together. As one can see, the
code makes use of some identity Arrows and this is because these
values need to be preserved for later actions. After that, another
anonymous function is used to change the tuple structure of the
results, so that the addition Arrow processes the right data.

With the defined feistel round in the back, the definition of a cycle
is straight forward. Again a anonymous function is used to pattern
match all parameters and structure them in an intelligent way. This
means, that the k0 and k1 are grouped together with p0 and p1. k2

and k3 take a place in the structure, so that no second restructuring
after the first feistel round is needed. The second step executes one
feistel round. The identity preserves the key values for the second
round, which is than executed in the last step.

1The TEA calculates with values and keys which are integers. The types
ValChunk and KeyChunk document in the code, what kind of integer is meant
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V. REPRESENTING HARDWARE

While developing an Algebra for Hardware Design, an appropriate
datatype to store this data into is needed. Logic gates are components
that can be connected. There is no preferred way in which they are
connected, one gate can have no inputs - for example a constant gate
- while others may have multiple inputs. Self referencing connections
also need to be model able.

A first approximation of such a structure may be a rose-tree like
structure. A rose-tree is a recursive structure, with nodes that have
up to n different sub-nodes. Every sub-node is a rose-tree by itself.
A problem that this topology dictates is the nonexistence of self
references.

The only way to represent hardware components is a structure
that takes looping connections into account. A graph structure is
such a structure where the nodes are the unique logic gates and the
connections between the logic gates are the edges of the graph. The
graph also is able to depict sequential pipelining structures, which
are hard squeezed into a tree.

VI. BUILDING NETLISTS

In Haskell a graph is modeled by two lists, one for the nodes and
one for the edges. Beside this basic information that define a graph, it
needs to be augmented with additional information for the subsequent
compile process. First of all the basic types are defined.

Every component is identified by an ID that is represented by an
integer value. This holds also for the IDs of the pins, which are
identified by an integer value also.

type CompID = I n t
type PinID = I n t
type P i n s = [ PinID ]

An edge represents a wire between two pins on different compo-
nents and is identified by the tuple of CompID and PinID which is
called an AnchorPoint. There are also two different anchor points,
one that goes into a component called SinkAnchor as well as one
that comes from a component, the SourceAnchor.

type AnchorPo in t = ( Maybe CompID , PinID )
type SinkAnchor = AnchorPo in t
type SourceAnchor = AnchorPo in t

Note that the Maybe constructor is used here, because there can
be edges / wires from and to nowhere. These represent the edges
of a component which are not yet connected to the outside world.
This by the way maps also to the real world, where it is normal, that
components which are not yet placed have pins from and to nowhere.

An edge is a wire, is a connection between two components or to
be more precise, it is a connection between two anchor points.

Edge = MkEdge { s o u r c e I n f o : : SourceAnchor
, s i n k I n f o : : SinkAnchor }

The record notation is used, to obtain accessor functions (sourceInfo
and sinkInfo ) within one step.

Last but not least the actual graph is defined. It holds the infor-
mation about the node which is similar to the component. The name
is later used in the VHDL generation to identify the entities. Every
node holds a list of sub nodes that represent from what this node
is build and helps to build up complex structures from basic simple
building blocks. It also holds a list of the connected edges, as well as
the list of input- and output pins. Accessor function are also gained
through the use of the record notation.

data S t r u c t G r a p h
= MkSG { name : : S t r i n g

, compID : : CompID

, nodes : : [ S t r u c t G r a p h ]
, edges : : [ Edge ]
, s i n k s : : P i n s
, s o u r c e s : : P i n s }

VII. DEFINING AN ARROW CLASS

In the next step, the Arrow itself is defined. This Arrow should not
only model functions from one type to another, but also should take
a StructGraph to another StructGraph. This implies - if a denotes an
Arrow type - the type of this Arrow should look like:

TR ( a ( b , S t r u c t G r a p h ) ( c , S t r u c t G r a p h ) )

This is not only noisy to read, but also tedious to write, so the
better version is the following:

newtype TrArrow a b c
= TR ( a ( b , S t r u c t G r a p h ) ( c , S t r u c t G r a p h ) )

Until now, there is no connection to Arrows. To make this new
type an instance of the type class Arrow it is necessary at first, to
make it an instance of Category. For Category a definition of the
identity and a definition of the function composition operator (.) is
needed.

i n s t a n c e ( C a t e g o r y a , Arrow a )
=> C a t e g o r y ( TrArrow a ) where
id = TR id
(TR f ) . (TR g )

= TR
$ proc ( x , sg ) −> do

( x ’ , sg_g ) <−g−< ( x , sg )
( y , s g _ f ) <−f−< ( x ’ , sg ‘ connec t ‘ sg_g )
r e t u r n A −< ( y , sg_g ‘ connec t ‘ s g _ f )

While the definition of the identity is straight forward, the defi-
nition of the function composition is a bit more complicated. The
inputs are two TrArrows which get unwrapped and are accessible
by their names f and g. On the right hand side, the new Arrow is
build up with the help of Ross Patersons do-notation for Arrows
[12]. There is a pattern matching for the incoming parameter and
StructGraph. Both are passed to the first function, which results
in a new value and a new StructGraph. The returned StructGraph
is connected with the incoming one, and is then together with the
returned valued passed over to the second function. Again a new value
and StructGraph are calculated which are then returned as result of
the whole computation2.

At this moment, the introduced type is an instance of the type
class Category. To make it an instance of the type class Arrow an
implementation of the arr function is needed as well as definitions
of the operators (&&&) and (∗∗∗). Again the arr definition is
pretty straight forward, the other two definitions are a little more
complicated. Note that a minimal complete definition consists only
of arr and first which is not the case with the TrArrow because the
inherited code handles the StructGraph in a wrong way and therefore
leads to unpredictable wrong results.

i n s t a n c e ( Arrow a )
=> Arrow ( TrArrow a ) where
a r r f = TR ( a r r ( \ ( x , _ ) −> ( f x , a r r G r a p h ) ) )
(TR f ) ∗∗∗ (TR g )
= TR
$ proc ( ( x , y ) , sg ) −> do

( x ’ , s g _ f ) <− f −< ( x , sg )
( y ’ , sg_g ) <− g −< ( y , sg )
r e t u r n A −< ( ( x ’ , y ’ ) , sg_f ‘ combine ‘ sg_g )

2Of course the second returned StructGraph is connected once more with
the previous one
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arr takes a function which is used on the given parameter, the
resulting value as well as a default StructGraph - called arrGraph -
are returned. For the definition of (∗∗∗) again the Arrow do-notation
is used. The parameter is a tuple together with a StructGraph. Both
elements of the tuple are passed to the according function, together
with the StructGraph, which is for both functions the same. The
resulting values form a new tuple and the two returned StructGraph
get combined together; all this forms the whole result.

VIII. A VHDL SHOW CLASS

In Haskell, there is a type class which enables its types to be
shown; the Show type class. As instance of this type class the show
function must be provided, which converts the given type into a string.
The show function for the StructGraph type returns a string, that
represents the VHDL source code.

To translate an StructGraph into VHDL code a temporarily repre-
sentation is needed, where the relevant parts are named so that solid
source code file can be generated. Therefore two Algebraic Data
Types (short: ADT) are used, whose details are beyond the scope of
this paper. There is one ADT that holds the edges and their according
names. This ADT provides the following functions:

• generateNamedEdges
• getAllEdgeNames
• getEdgeName
The other ADT holds the component ids together with the in- and

output pin ids and the according names. Again this ADT provides
functions, which are:

• generateNamedComps
• getInPinNames
• getOutPinNames
• getInPinName
• getOutPinName
The main function for translating a StructGraph into VHDL code

is divided into sub functions. They represent the specific subparts of
VHDL code.

showSt ruc t G raph : : S t r u c t G r a p h −> S t r i n g
showSt ruc t G raph g = concat $ map break

[ v h d l _ h e a d e r
, v h d l _ e n t i t y g namedComps
, v h d l _ a r c h i t e c t u r e g
, vhd l_componen t s g namedComps
, v h d l _ s i g n a l s g namedEdges
, v h d l _ p o r t m a ps g namedComps namedEdges ]
where namedEdges = genera teNamedEdges g

namedComps = generateNamedComps g

vhdl_header holds the header information that every VHDL source
code is opened with, like the included libraries. The vhdl_entity
function generates the entity definition of the source out of the
StructGraph and the NamedComponent list. An entity consists of a
header that holds the name of the entity, followed by its port definition
section. The named component ADT provides the sinks and sources
with the according names.

v h d l _ e n t i t y
: : S t r u c t G r a p h −> [ NamedComp ] −> S t r i n g

v h d l _ e n t i t y g namedComps
= concat $ map break
[ "ENTITY " ++ name g ++ " IS "
, "PORT ( "
, ( sepBy " \ n "

$ map ( \ x −> x ++ " : IN s t d _ l o g i c ; " )
$ s i n k s )

, ( sepBy " \ n "

$ map ( \ x −> x ++ " : OUT s t d _ l o g i c " )
$ s o u r c e s )

, " ) ; "
, "END " ++ name g ++ " ; " ]
where

snks = ge t InP inNames namedComps ( compID g )
s r c s = getOutPinNames namedComps ( compID g )

Pretty similar to the definition of an entity is the definition of
the components with the difference, that this is done for more than
one node. The same holds for the definition of the used signals in
vhdl_signals which boils down to the same core principle.

The tricky part starts with generating the portmaps. A portmap
defines for every instance of a component, how this instance is
“cabled” into the circuit. There are three different possibilities for a
component to be integrated into the circuit. The most common one is
the interconnection between two components (cf. fig. 6). The output
pins of component 0 are connected to the signals (i0 and i1) and
the input pins of component 1 are also connected with the signals.
Beside this common connection there are also two other possibilities,

Component

ID = 0

i0

i1

pinID  = 0

pinID = 1

pinID  = 0

pinID = 1

Component

ID = 1

Figure 6. Two interconnected components

to connect the sources of a component with the “outside” as well as
to connect the “outside” with the sinks of a component. These two
are shown in figure 7 and in figure 8.

Component

ID = 0

pinID = 0

pinID = 1

Figure 7. Connection to the outside

Component

ID = 0

pinID = 0

pinID = 1

Figure 8. Connection from the outside

Inside the vhdl_portmaps function a temporarily function settles
the portmap generation. Again the named component ADT as well
as the named edge ADT are used to achieve the desired result.

genPortMap namedComps namedEdges ownID
( MkEdge ie@ ( Jus t c i , pi )

oe@( Jus t co , po )
)

| ownID == c i
= iPinName ++ " => " ++ iSigName

| ownID == co
= oPinName ++ " => " ++ oSigName

where
iPinName = getOutPinName namedComps c i pi
oPinName = get InPinName namedComps co po
iSigName = getEdgeName namedEdges i e
oSigName = getEdgeName namedEdges oe
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This code snippet shows the part, where the portmaps for intercon-
nected components are build. The pattern matching in the first line
gathers the ADTs of named edges and components, it also takes
the component id and opens the structure of the given edge. In the
where-expression it then collects the all information that is needed via
the get[InPin, OutPin, Edge]Name functions, that the ADTs provide.
In the last step, this informations are used to generate the portmap
strings, which then can be embedded in the actual portmap definition.

Having the StructGraph be a member of the Show type-class brings
the possibility to “show” such a graph in terms of VHDL code. For
this reason a runTr function has been implemented, that takes an
Arrow as first parameter, it then generates an empty graph and passes
this one to the given Arrow. runTr also expects the parameters that are
then passed to the Arrow. The result is a tuple, where the first element
equates to the actual calculation result, while the second element
of the tuple is the showed version of the generated StructGraph
according to the implementation of the show function, which here
results in VHDL.

As brief example how generated VHDL source code looks, the
StructGraph for the aShiftL4AddKey Arrow

((aShiftL4 ∗ ∗ ∗ aId) >>> aAdd)

is shown.

LIBRARY i e e e ;
USE i e e e . s t d _ l o g i c _ 1 1 6 4 . a l l ;

ENTITY SHIFTL4_comb_ID_conn_ADD IS
PORT (

i n c 0 : IN s t d _ l o g i c ;
i n c 1 : IN s t d _ l o g i c ;
ou t0 : OUT s t d _ l o g i c

) ;
END SHIFTL4_comb_ID_conn_ADD ;

ARCHITECTURE SHIFTL4_comb_ID_conn_ADDStruct OF
SHIFTL4_comb_ID_conn_ADD IS

COMPONENT SHIFTL4Comp
PORT (

e0 : IN s t d _ l o g i c ;
a0 : OUT s t d _ l o g i c

) ;
END COMPONENT SHIFTL4Comp ;

COMPONENT IDComp
PORT (

e0 : IN s t d _ l o g i c ;
a0 : OUT s t d _ l o g i c

) ;
END COMPONENT IDComp ;

COMPONENT ADDComp
PORT (

e0 : IN s t d _ l o g i c ;
e1 : IN s t d _ l o g i c ;
a0 : OUT s t d _ l o g i c

) ;
END COMPONENT ADDComp;

SIGNAL i0 , i 1 : s t d _ l o g i c ;

BEGIN

SHIFTL4Inst1 : SHIFTL4Comp
PORT MAP ( e0 => inc0 , a0 => i 0 ) ;
I D I n s t 1 : IDComp
PORT MAP ( e0 => inc1 , a0 => i 1 ) ;
ADDInst1 : ADDComp
PORT MAP ( e0 => i0 , e1 => i1 , a0 => ou t0 ) ;

END;

IX. CONCLUSION AND FUTURE WORK

As the authors showed, the design of hardware through the use
of advanced functional programming techniques is not only possible,
but also a good idea. The designer can take advantage of the abstract
programming techniques. Nevertheless the functional approach comes
with a challenging learning curve; the abstract functional thinking and
the big gap between imperative and functional styles are obstacles for
a wider use.

In the future it could be possible to simplify the design process
with Arrows. As the reader may have noticed, the depictions of the
Arrows strongly resemble to what UML diagrams look like. There
might be a way to combine an UML drawing toolkit with an Arrow
library so that Arrows might be composed graphically.
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Abstract—Thermal management has become an important is-
sue both in MPSoCs and in the larger-scale world of datacenters.
So far, cooling has been seen as an imperative solution to reduce
the temperature of processors, although proper scheduling can
also help to mitigate the problem. However, current scheduling
solutions do not take into account the different nature of the
workload nor the resources of heterogeneous systems. This
paper presents an optimization framework that first analizes the
workload and its impact on the performance of the processors of
an heterogeneous system from a thermal-aware point of view, and
then provides the scheduler with this information. Results show
that this scheduling process lowers the maximum temperature up
to 6.5 degrees. This decrease leads to a reduction of the cooling
costs of the system.

I. INTRODUCTION

Advances in the field of process technology in the de-
sign and manufacturing of microprocessors, specially when it
comes to deep submicron design, have increased the device
density and performance of circuits. In the last few years,
architectures of embedded systems have evolved from us-
ing single microprocessors to the so-called Multi-Processor
System-on-Chip’s (MPSoCs). Due to the CMOS technology
characteristics, this has lead to a rapid increase in power
consumption and, consequently, to a raise in the peak and
average temperatures of the chips [1].

But this issue does not only affect MPSoCs. The problems
found in small-scale at embedded system level are also found
in larger-scale systems, such as datacenters. In the world of
high-performance and high-density computing, temperature
has become an issue of great importance. There has been a
large increase in the number of existing datacenters, most of
them host a large number –the order of hundreds– of blade
servers, each of which has several processors [2], [3].

For both scenarios there are severe limitations regarding the
peak temperature of processors and the cooling techniques,
and some of the proposed solutions to lessen this problems
are similar. Most of them are based on thermal-aware task
scheduling, focusing on heat balancing of queues or deferred
execution of tasks [4]. Fewer studies base their solution on
exploiting the benefits of heterogeneous architectures, even
though there seems to be a trend for MPSoCS and datacenters
both to begin using heterogeneous architectures [5]. In any
case, none of these scheduling solutions take into account the

properties of the target application that will be executed in
each processor.

However, if we could split the workload of a system in
tasks, we would learn about the behavior of the system –in
terms of temperature– by characterizing the performance of
each processor of the heterogeneous system for the different
tasks. This is what we will hereafter call task characterization,
and allows to generate schedules that adapt to the different
resources of our system, reducing the peak temperature of the
processors and, thus, the cooling costs.

In this paper we focus on thermal-aware optimization for
heterogeneous processors by using a feedback system that
allows us to split the workload into different tasks and charac-
terize the processors where those tasks are executed in terms
of temperature, power consumption and execution time. We
show that by profiling the different processors for each kind
of task, we can decide which tasks behave better in each
processor and thus make smarter schedulings of the workload
that adapt better to the resources of the whole system. That
is, we schedule the tasks in the processors where they have
proved to consume less or to have lower maximum and average
temperatures.

In order to do that, we work with two different proces-
sors: ARM926-EJ/S and MIPS32-34Kc, which are running
the tasks of the Collective Benchmark (cBench) [6] that are
outlined hereafter. We characterize some of these tests by
using OVPsim [7], and we see the impact each task has
on the maximum temperature of the processor using the
simulator 3D-ICE [8]. Once characterization is done, examples
of workload schedules are provided, in order to show that by
means of task characterization we can generate schedulings of
the workload that reduce the ”hot spots” of the system.

Even though this solution is presented with processors
designed for embedded systems, we believe that it could
be also applied to the whole abstract problem of cooling,
whatever the target is: embedded systems or high-performance
scenarios such as datacenters.

The rest of the paper is organized as follows: Section II
gives further information on the motivation and the related
work on this topic. Section III details the proposed solution,
whose results and evaluation are given in Section IV. Finally,
the most important conclusions are drawn in Section V.
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Fig. 1. Historical data center energy consumption

II. RELATED WORK

The importance given by literature to ”the temperature
problem” is wide. Raises in temperature, specially the ones re-
lated with high peak temperatures –hot spots– and temperature
gradients have an effect on the reliability and lifetime of the
circuits, reducing their time-to-failure. Also, high temperatures
lead to higher leakage currents, which mean more power
consumption in the chip. Because the curve of cooling cost is
steeper for higher values of temperature [9], [10], the cooling
concern in the world of MPSoCs grows as the efforts for dis-
sipating the heat produced by the microprocessors increases,
Some studies are also beginning to take into account the peak
temperature problems for low-power embedded systems [11],
which becomes more important for newer dies that use 3D-
stacking and new dielectric materials such as beol.

The same concern applies, and in a more severe way,
to the world of datacenters. This can be seen as a larger-
scale or coarser grain problem, but the same principles as
the ones seen before apply. Nowadays, a datacenter can host
from tens to hundreds of blade servers, each having several
processors. The problem of datacenters is not only related to
the presence of hot spots and its adverse effects on chips,
but also to cooling costs, understood as the amount of money
to be paid in electricity bills. These cooling costs come
from the power needed by the servers to work and from the
Computer Room Air Conditioning Units (CRACs) alike, and
have become a severe problem in datacenters [3]. Besides,
the failure of CRAC units in todays datacenters is critical
and is usually solved by the usage of redundant systems.
Very few datacenters have systems able to apply dynamic
policies to recover from this kind of failures, i.e: automatic
reallocation of tasks from racks affected by the CRAC failure
to others which are not affected. Figure 1, which has been
taken from [12], depicts the historical power consumtion of
data center electricity and its future projections.

The problem of hot spots and cooling has been faced
from different perspectives: some approaches try to reduce
the power or energy consumption of the chips [13], while the
others try to reduce the hot spots by minimizing the peak
temperature or balancing the heat in the die [14]. Offline or

runtime study of hot spots are accomplished with different
tools, such as HotSpot [15], 3D-ICE [8] or fast thermal eval-
uation methods. Once characterized, different solutions that
take into account scheduling and task allocation are applied.
Some of the most common approaches are thread migration,
voltage scaling for thermal management or scheduling based
on queues, which implies methods such as heat balancing or
deferred execution of hot tasks [4].

With the increasing usage of heterogeneous systems, new
alternatives to task planning and scheduling appear [16]. A
new way to reduce the hot spots of the system and decrease
the temperature gradients is to exploit the capabilities of
heterogeneous systems. The most common approach so far is
the usage of voltage-frequency scaling in the most appropriate
way taking into account the differences between processors.

However, cycle-accurate simulators allow task character-
ization in other ways, such as in execution time, power
consumption, number of memory accesses, etc. This is the
case of OVPsim simulator tool [7]. OVPsim has several models
of different commercial processors. Some of these models –
MIPS32 and ARM9 family of processors– are part of plat-
forms on which complete benchmarks and even GNU/Linux
operating system can be run.

In the following section, the proposed solution for minimiz-
ing peak temperatures and generating smarter schedules, which
uses both the OVPsim and 3D-ICE as simulation tools, is
presented. With these tools we are able to characterize different
tasks of a benchmark and draw some conclusions about their
behavior in the different processors under study.

III. PROPOSED SOLUTION

The solution proposed in this paper is based on the char-
acterization of the workload entering a system, so that tasks
are scheduled and allocated in a more intelligent way from
the thermal point of view. This is, tasks will be executed
in the processors where they best fit. The main goal is to
reduce the peak temperature of the chips and the hot spots
of the system to increase their lifetime and reliability, and
to reduce the cooling costs. However, this approach can also
be used to reduce the average temperature of the chip, the
gradient temperature or to optimize the power consumption of
the system.

Reduction of peak temperatures is accomplished by exploit-
ing the advantages of having heterogeneous systems, that is,
the different thermal performance that the same tasks have
in different processors. A general system comprises a task
scheduler and an allocator that decide when and where are
the different tasks of the workload executed. Our system
incorporates two more modules: the task characterization
module and a temperature measurement block. The idea is to
divide the workload entering a system into different tasks and
characterize the performance of the processors executing those
tasks to discover how well the tasks fit in them. Afterwards,
tasks are classified depending on their performance on the
different processors, and that information is used as feedback
for the scheduler and the allocator, so that they can place
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Fig. 2. Caracterization Feedback Loop

Fig. 3. Simulator Architecture Modules

each task where it better addapts. As the tasks comprising
the workload of a datacenter are often similar and do not
change much over time, the overhead introduced by this
characterization and classification is acceptable.

Once the scheduled and allocated tasks have been executed,
we can discover the final temperature of the dies and the power
profile of the processor to check if regarless of the process hot
spots have still appeared. If that were the case, the information
can be used as feedback for the task characterization, the
scheduler and the allocator to further refine their behavior,
without having to re-run the whole characterization process.
In figure 2, we can see a diagram of the complete feedback
system.

The task characterization is accomplished by means of a
simulator, as described below, to obtain the complete system.
In the following subsections we show the main architecture of
this simulator, as well as the parameters used to describe the
tasks and how schedules are made and classified.

A. Architecture Overview

The simulator is an automatic tool that, once configured for
the selected workload, characterizes all the tasks, giving its
main parameters at the end. It is prepared to receive feedback
from the temperature and power consumption values that were
simulated during the execution of the scheduled workload, so
its values can change the scheduling for the next iterations,
without re-running all the characterization process. The archi-
tecture of the task characterization simulator comprises the
following modules, which can be seen on figure 3.

• Task packetizing: the workload is divided into several
tasks, each of which will be characterized in order to
obtain its main features.

• Platform generation and cross-compilation of tasks: in
order to run a simulation, a specific platform with a
specific processor must be prepared. The cycle-accurate
simulator used in our case, which is OVPsim, offers some
predefined platforms with some predefined processors. In
some of them a GNU/Linux OS can be run, whilst in
others the appropriate platform will have to be created.
After preparing the platform, all tasks that are part of the
workload will have to be cross-compiled in order to work
in one of the concrete architectures.

• Cycle-accurate simulation: We have added some libraries
to OVPsim that allow to run all the tasks of the workload
in an automatic way in a GNU/Linux OS, monitoring the
execution time and the power consumption of each task.
Our libraries contain information that lets us customize
parameters needed for the different processors, i.e: work-
ing frequency, MIPS, etc., that have been obtained from
the chip manufacturers. Appart from task characteriza-
tion, OVPsim can also be used to obtain the complete
power profile of the scheduled and allocated workload.
As output to this block, information on the activity of
the different tasks is obtained.

• Power model: this element transforms the activity in-
formation obtained by OVPsim, into power profiling
and execution time information of the different tasks. It
also parameterizes the die and packaging size of each
processor, so that the thermal simulator works with the
appropriate values in the appropiate format.

• Thermal model: temperature simulation is accomplished
with the original 3D-ICE, which has been modified in
order to be adapted to the particular requirements of our
system. 3D-ICE is prepared to work with a 3D stack, but
in our case we will use a 2D simulation in which both
the die and the packaging of the components is taken
into account. 3D-ICE will then automatically include the
packaging for the die and a conventional heat sink to
dissipate heat to the air. The thermal model offers as
output temperature information of the executed tasks.

B. Characterization parameters

As output for the task characterization simulator, we obtain
several parameters which are useful for different kinds of
simulation. On the one hand, the cycle-accurate simulator and
power model provide information on the execution time of
each task, switching activity, power profile and memory access
profile. On the other hand, the thermal simulator returns the
maximum, average and gradient temperature of the die when
executing the task under characterization. All this parameters
are used to classify the tasks, deciding in which processor they
behave better, according to the following aspects –which are
ordered from highest to lowest priority–:

1) A task is understood to behave best in the processor
where it presents the lowest peak temperature.

2) If a task presents the same –or very similar– peak
temperature in all processors, it behaves best where it
presents the lowest execution time.



484

3) If both peak temperature and time are similar, we
understand that a task behaves best where it presents
the lowest energy dissipation value.

The information provided by the task characterization is
fed to the scheduler and allocator, in order to generate more
efficient schedulings that place tasks where they best fit. Even
though this paper focuses on the reduction of hot spots in the
system, which means a task characterization oriented to the
minimization of maximum temperatures, this solution can be
used for different optimizations. As we have both the power
profiling information and the temperature information, we are
currently extending our solution to be able to focus on costs,
regarding both power costs –minimizing power consumption–
and cooling costs –minimizing hot spots–.

C. Scheduling evaluation

Once task characterization is done, we also evaluate the
resulting scheduling by using the same simulator tools. In this
case what do is to run both the power model and the thermal
model blocks for the given schedulings, in order to decide
which of them are the best, and then use this information
as feedback for the task scheduler and allocator. As we have
already characterized the different parts of the workload there
is no need to re-run the cycle-accurate simulator –which is
the slowest part of our simulation tool– so schedulings can be
profiled very fast.

It is important to remark that this does not mean that
all the possible schedulings should be profiled in order to
evaluate which is the best one. What we propose is that in
the case –very common in datacenters– when the same –or
a very similar– workloads have to be run several times, the
schedulings can be modified and improved between iterations
thanks to the feedback provided by the power and thermal
model, so that the system can refine its behavior.

IV. RESULTS

To evaluate the solution proposed in this paper we have
characterized a workload in two different processors: an
ARM926-EJ/S at 470MHz and a MIPS32-34Kc at 500MHz.
The workload consisted on some tests of the Collective
Benchmark that were given to our simulator split in four
different tests: bzip2d, telecom gsm, consumer jpeg and net-
work dijkstra. The tests were cross-compiled, ran and char-
acterized for both architectures, obtaining as a result the
maximum and average temperature of the die. As we were
focussing on the reduction of hot spots, the classifier took
as main optimization parameter the peak temperature of the
die, pushing to the background the execution time and power
values. However we present all the values for the ARM and
MIPS task characterization. Temperature values are given in
Kelvin, time is given in units of execution time-slices of
OVPsim simulator and energy in Watts per time-slice. Each
execution time-slice is equivalent to 5 seconds, which leads
to simulator times which are in the order of minutes. Data
resulting from characterization is given in table I. It can be
seen that the ARM926 processor is slower than the MIPS32

ARM926EJ/S Processor
Task Max temp Avg temp Energy Time

1-bzip2 301.09 300.79 11.77 25
2-gsm 301.77 301.24 20.08 38
3-jpeg 301.11 300.8 11.98 22

4-dijkstra 300.32 300.26 2.15 5
MIPS32-34Kc Processor

Task Max temp Avg temp Energy Time
1-bzip2 301.24 300.89 13.65 11
2-gsm 302.73 301.90 32.13 25
3-jpeg 302.12 301.48 24.46 19

4-dijkstra 300.32 300.39 4.41 4

TABLE I
CHARACTERIZATION OF CBENCH TASKS

for the same tasks. However, it also presents the best peak and
average temperatures.

In order to prove that by making different schedulings of
the workload we can obtain different results regarding the
presence of hot spots and different temperature distribution,
we have supposed a workload consisting of 8 different tasks
–2 tasks of each one of the exposed tests– to be distributed
between the two processors under test, that is, the ARM926
and the MIPS. Table II summarizes the results for five different
schedulings of the workload, which are the following:

• Scheduling 1: Both ARM926 and MIPS32 execute the
four different tasks –bzip2, gsm, jpeg and dijkstra–, with
the following pattern: ARM: 1-2-3-4 and MIPS: 1-2-3-4.

• Scheduling 2: ARM926 executes bzip2 and dijkstra tasks
and MIPS32 executes gsm and jpeg tasks, with the
following pattern: ARM: 1-1-4-4 and MIPS: 2-2-3-3

• Scheduling 3: ARM926 executes gsm and jpeg tasks
and MIPS32 executes bzip2 and dijkstra tasks, with the
following pattern ARM: 2-2-3-3 and MIPS: 1-1-4-4

• Scheduling 4: ARM926 executes jpeg and dijkstra tasks
and MIPS32 executes bzip2 and gsm tasks, with the
following pattern ARM: 3-3-4-4 and MIPS: 1-1-2-2

• Scheduling 5: ARM926 executes bzip2 and gsm tasks
and MIPS32 executes jpeg and dijkstra tasks, with the
following pattern: ARM: 1-1-2-2 and MIPS: 3-3-4-4

These distributions have been chosen because they represent
the most significant results. In table II we see the maximum
temperature, power and time for each one of the cores in
each schedule. We emphasize the maximum values for each
scheduling in bold. If we assume Scheduling 1 to be the task
assignment we would have done by default –both processors
execute all the tasks, without exploiding any of the possible
benefits of task characterization– we can take its maximum
temperature value as the reference for comparison between
schedules. We must take into account that as we are executing
benchmarks for a small period of time, only to characterize
tasks and to demonstrate the differences between tasks and
schedules, we do not consider relevant the real absolute value
of the maximum temperature, but the differences between the
peak temperatures of the schedule.

Making these assumptions, we can compare the results of
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Scheduling Tmax Energy Time
1 MIPS 307.25 88.29 70

ARM 305.46 66.06 128
2 MIPS 311.84 145.30 113

ARM 303.35 39.82 82
3 MIPS 305.03 60.58 49

ARM 305.48 66.28 125
4 MIPS 307.87 95.96 76

ARM 302.43 28.26 54
5 MIPS 304.80 57.74 46

ARM 305.28 63.70 126

TABLE II
EXECUTION RESULTS FOR DIFFERENT SCHEDULINGS

Fig. 4. Coefficient of Performance of CRAC units

the other schedulings to check if they are worse or better,
depending on the way tasks were distributed. The difference
between the average scheduling –Scheduling 1– and the
worst in terms of peak temperature –Scheduling 2– is 4.6
degrees. The difference between the best scheduling in terms
of peak temperature –Scheduling 5, which is also the most
temperature-balanced– and Scheduling 1 is 2 degrees. These
differences in temperature increase if we compare the best
peak temperature case –Scheduling 5– with the worst one –
Scheduling 2–. That is, a difference of 6.6 degrees in peak
temperature, which implies a significant save.

These savings come from the fact that, keeping constant
other ambiental factors such as humidity, a lower peak tem-
perature in the processor leads to lower values of enthalpy
to be extracted, which means that the temperature of the air
supplied by the CRAC unit is lower. As it can be seen on
figure 4, taken from [2], the coefficient of performance of the
CRAC will be then higher, and the air conditioning costs will
be reduced [10].

As it can be observed, thermal-aware scheduling has an
effect on the maximum temperature for the case of heteroge-
neous systems. This means that ”smarter” schedulings in terms
of workload characterization and adaptation to the processors
result in systems reaching a lower peak temperature, while
systems in which the behavior of the workload have not
been taken into account may have worse results in terms of
maximum temperature and the presence of hot spots.

V. CONCLUSIONS

In this paper we show that systems with heterogeneous
processors, no matter if they are MPSoC’s or high performance
devices such as the ones found in datacenters, should take into
account the features of the workload, and how the different
tasks adapt to the resources of the system, in the scheduling
and allocating stage. In order to do this, we have proposed
a thermal-aware optimization framework based on automatic
tools that, using a cycle-accurate simulator, a power model and
a thermal model, allow us to provide feedback information to
the scheduler and the allocator about the particular perfor-
mance of the workload. This framework can be understood as
a general way to characterize the workload that goes into a
system in terms of its behavior on the different processors
of the system, and generate useful information so that the
scheduler and allocator can behave in a more efficient way.

By characterizing some tasks of the Collective Benchmark
for two different processors, we have proved that these tasks
behave differently and generate better or worse maximum
temperatures, depending on the core where they are run. We
have also provided some examples that show how different
task schedulings may result in temperature decreases of up
to 6.5 degrees. As the curve of cooling costs grows steeper
for higher peak temperature values, this implies an important
difference from the point of view of the cooling costs.

Future work on this topic will cover some other aspects such
as more comprehensive schedulings and more cpu-intensive
workloads for further study in the effects on the reliability of
circuits, and the generation and use of more platform models
for OVPsim, so that we can run simulations in SparcV8,
PowerPC32 or even Xeon processors. Also, there is a need to
compare the simulation results with the real world. To do so,
we plan to substitute OVPsim and 3D-ICE for real measures
taken from real processors which will be running parts of the
workload to be characterized. This way, we will generate a
solution able to work in the real world and to decrease both
the cooling and the power costs of processors.
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