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Abstract. We present a compiler for CAO, an imperative DSL for the
cryptographic domain. The tool takes high-level cryptographic algorithm
specifications and translates them into C implementations through a
series of security-aware transformations and optimizations. The compiler
back-end is highly configurable, allowing the targetting of very disparate
platforms in terms of memory requirements and computing power.

1 Introduction

The development of cryptographic software poses a set of challenges that dif-
fer from general-purpose software. Producing cryptographic code requires a set
of skills related to mathematics, electrical engineering and computer science.
Moreover, performance is usually critical and aggressive optimizations must be
performed without altering the security semantics. It is common to find crypto-
graphic software directly implemented in assembly because this permits a more
efficient implementation, whilst ensuring that low-level security policies are sat-
isfied. Hence, the development of cryptographic software is often an error-prone
and time consuming task that only experts can be trusted to carry out.

The CAO language [1] aims to change this. It is a domain specific language
(DSL) tailored for the implementation of cryptographic software. In this paper
we present a tool for compiling CAO programs into C libraries, i.e., cryptographic
components that can then be integrated into more complex software projects.
Although at the high-level it appears similar to that of a standard compiler, the
architecture of the CAO compiler has been tailored to cater for the widely differ-
ent scenarios for which cryptographic code may need to be produced, with two
main design goals: i. to create a compilation tool that is flexible and configurable
enough to permit targeting a wide range or computing platforms, from powerful
servers to embedded microcontrollers; and ii. to incorporate, whenever possible,
domain-specific transformations and optimizations early on in the compilation
process, avoiding platform-specific variants of these transformation stages. One
example of this is the generation of indistinguishable operations needed in the
deployment of countermeasures against side-channel attacks.
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CAO Language CAO is an imperative language that supports high-level cryp-
tographic concepts as first-class features, allowing the programmer to focus on
implementation aspects that are critical for security and efficiency. The memory
model of CAO is extremely simple to prevent memory management errors. CAO
does not provide a way to perform input/output, as it is targeted at implement-
ing the core components of cryptographic libraries.

The native types and operators in the language are highly expressive. The
CAO native types are: booleans, arbitrary precision integers, machine integers,
signed/unsigned bit strings of a given length, rings or fields defined by an in-
teger, extension fields defined by a type and a polynomial, vectors of elements
of a type and a given length and matrices of elements of a type and a given
size. There is a number of built-in operators and expressions which deal with
values of these types. The operators include: arithmetic binary/unary operators,
operators for comparing elements, bitwise operators for bit-strings and shift, ro-
tate and concatenation operations on bit-strings. CAO is strongly typed, and the
type system provides a powerful mechanism for implementing templates of cryp-
tographic programs by using symbolic constants and a limited form of dependent
types. A detailed description of (an earlier version of) the CAO language, type
checking rules and a proof of their soundness can be found in [1].

In addition to the CAO compiler described in this paper, CAO is supported
by two other tools: the CAO interactive interpreter and the CAOVerif tool [3],
a deductive verification tool inspired by the Frama-C platform.

2 Compiler Architecture

The CAO compiler is logically divided in classical front-end, middle-end and
back-end structure. The front-end parses the input file and produces an abstract
representation, or Abstract Syntaz Tree (AST), which is then checked against the
typing rules of the language. This results in an annotated AST which is used in
subsequent stages. The most distinctive parts of our compiler are the middle-end
and the back-end which we will describe in more detail in the following.

2.1 Middle-end

In addition to generating C code, the CAO compiler is also intended to perform
meaningful CAO-to-CAO transformations. The middle-end takes the annotated
AST and applies a sequence of such transformations towards a CAO format
suitable for easy translation to C. The most interesting steps are the following.

Expansion. This optional transformation follows from the fact that most cryp-
tographic algorithms use iterative structures with statically determined bounds.
The body of the iteration is unrolled and the loop variables are instantiated.

Evaluation. This transformation evaluates all the statically computable ex-
pressions, possibly instantiated in the previous step. Operator properties such
as idempotence and cancellation are also used to simplify expressions.



Simplification. This transformation is in charge of reducing the mismatch be-
tween CAO and C. Compilers that generate assembly code traditionally use an
intermediate representation known as three-address code, in which every instruc-
tion is in its simpler form with two operand addresses and one result address.
Our format shares some of the same principles and, looking ahead, it is consistent
with the syntax adopted in the construction of the supporting static libraries.

Optimization. At this stage, the Control Flow Graph of the CAO code is in-
ferred and transformations to and from SSA form are implemented using adap-
tations of the algorithms of Cytron et al. [4] and Sreedhar et al [5]. We provide
a set of functions to manipulate the CFG (and CFG in SSA form), to ease the
task of implementing (domain-specific) optimization passes.

Side-channel countermeasures. The CAO compiler incorporates a popular
software countermeasure against side-channel attacks [2]. The compiler ensures
that the code generated for two potentially vulnerable functions (specified by the
user) is indistinguishable: both functions execute the same sequence of native
CAO operations. To this end, it reorders instructions and, if necessary, introduces
dummy operations. The resulting code is kept as efficient as possible by heuristic
optimization. This is done after the optimization stage, since optimization could
break this security-critical protection. We note that such countermeasures do
not guarantee security against to side-channel attacks, but are commonly used
to increase the resilience of implementations.

2.2 Back-end

Targeting a language like C poses different challenges than translating code to
assembly. One of the reasons for this is that the design space is much larger
and the C code can be compiled to very disparate platforms. We tackle this
problem using a two-layer approach: the CAO code is translated to a specific C
format, which is then linked with a static library where the semantics of the CAO
operations is implemented and the datatypes are defined. This allows adjusting
the C data type definitions and the implementation of the operations to the
characteristics of the target platform. We identified the following variants of
static library implementations that may be preferrable depending on the target:

native variable declarations versus complex declarations using C macros;

— automatic static allocation of memory versus explicit dynamic allocation;
— implementing operations using C functions versus using C macros;

— returning results by value versus returning results by reference;

— calling a function by passing values versus passing references;

— translating literals to constants versus initializing auxilliary variables;

— implement operators so as to preserve the input values in arguments versus
unsafe implementations.

For each target platform, our back-end takes a configuration file that describes
the specific implementation choices adopted for the static library and generates



the C code accordingly with the definitions. For example, in the case of variables
of a given type use explicit allocation, the compiler will know to call a memory
allocation routine. Similarly, if operations over a given type take parameters by
reference, then the code generator will make sure the routine receives a pointer
to the input parameter.

An important point is that the target platform specification also declares
which operations are defined in the static library allowing for incomplete imple-
mentations. Therefore, the compilation may fail with an error when the trans-
lation is not possible because an operation or datatype is not supported.

3 Conclusions and directions for future work

The CAO compiler has been successfully used to implement different crypto-
graphic functions and algorithms, targeting both powerful computational plat-
forms and constrained embedded devices. Example implementations include the
SHA familty of hash functions, HMAC authentication algorithms, RSA-OAEP
encryption and Rabin-Williams signatures. The compiler code is reasonably sta-
ble and the current release can be used in real-world contexts. It is available
from http://crypto.di.uminho.pt/CAO and will soon be published as an open-
source project in the Hackage repository.

So far we have only preliminary results regarding a comparative analysis of
the tradeoff between the reduction in development time and the performance
penalty incurred by using the CAO compiler. Future work will include a more
detailed analysis of these trade-offs. Nevertheless, these results indicate that a
highly optimized CAO back-end can lead to C implementations with analogous
performance to those offered by open-source off-the-shelf cryptographic packages.
This is because the output of the CAO2C compiler is essentially a sequence
of calls to an underlying static library, which can incorporate state-of-the-art
optimizations, with the extra advantage that these can be transparently reused
from one CAQO program to another.

Additional directions for future work include improving the compiler effi-
ciency, supporting additional countermeasures against side-channel attacks, and
supporting novel cryptographic constructions, namely those based on lattices.
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