Ensemble – an innovative approach to practice computer programming

Ricardo Queirós
José Paulo Leal
CRACS/INESC TEC & ESEIG/IPP, Polytechnic Institute of Porto, Portugal
CRACS/INESC TEC & Department of Computer Science, Faculty of Sciences, University of Porto, Portugal

ABSTRACT
Currently the teaching-learning process in domains, such as computer programming, is characterized by an extensive curricula and a high enrolment of students. This poses a great workload for faculty and teaching assistants responsible for the creation, delivering and assessment of student exercises. The main goal of this work is to foster practice-based learning in complex domains. This objective is attained with an e-learning framework - called Ensemble - as a conceptual tool to organize and facilitate technical interoperability among services. The Ensemble framework is used on a specific domain - computer programming. Content issues are tackled with a standard format to describe programming exercises as learning objects. Communication is achieved with the extension of existing specifications for the interoperation with several systems typically found in an e-learning environment. In order to evaluate the acceptability of the proposed solution an Ensemble instance was validated on a classroom experiment with encouraging results.

Key words: Learning Objects, Assessment, Standards, Interoperability, programming languages, repositories.

INTRODUCTION
For someone to acquire, improve or even maintain a complex skill it is necessary to practice it on a regular basis (Gross, 2005), (Eckerdal, 2009). The amount of practice required depends on the nature of the activity and on each individual. How well an individual improves with practice is directly related with its inherent capabilities, its previous know-how about the domain and the type of feedback that is available for improvement. If feedback is either non-existent or inappropriate, then the practice tends to be ineffective or even detrimental to learning.

An apt example of a complex skill is music. Learning music requires discipline and perseverance while acquiring the concept of reading scores, practising an instrument or playing with a group. In order to enhance these skills and motivate young students, instructors use e-learning, mainly in introductory courses, to make the learning of music more appealing. One good example is the NoteFlight\(^1\) web application (Figure 1), a tool designed to teach music by creating, viewing, printing and hearing music notation. The tool was recently integrated\(^2\) with Moodle, a popular LMS. This integration enables instructors to create assignments (e.g. giving students a partial composition to be completed), to manually grade the student submissions and to give them feedback promptly.

\(^1\) NoteFlight web site: http://www.noteflight.com
\(^2\) NoteFlight demo with Moodle integration: http://videos.noteflight.com/MoodleBasicLTI.mov
Besides music, there are other areas where evaluation is a key component in practice such as management, health sciences, electronics. Playing business games in management courses, or simulating a human patient in life sciences courses, or simulating an electronic circuit in electronics courses are examples of learning processes that require the use of special authoring, rendering and assessment tools. These tools should be integrated in instructional environments in order to provide a better learning experience. However, these tools would be too specific to incorporate in an e-learning platform. Even if they could be provided as pluggable components, the burden of maintaining them would be prohibitive to institutions with few courses in those domains.

The motivation for this work comes from yet another domain with complex evaluation: computer programming. Introductory programming courses are generally regarded as difficult and often have high failure and dropout rates (Ala-Mutka, 2005), (O'Kelly, 2006), (Robins, 2003). Researchers pointed out several causes for these rates (Esteves, 2010). The most consensual are: teaching methods based on lectures about programming language syntaxes, subject complexity (learning how to program means to integrate knowledge of a wide variety of conceptual domains such as computer science and mathematics while developing expertise in problem understanding, problem-solving, unit testing and others) and student’s motivation (the public image of a "programmer" as a socially inadequate "nerd" and the reputation of programming courses as being extremely difficult affects negatively the motivation of the students). Many educators claim that "learning through practice" is by far the best way to learn computer programming and to engage novice students (Gross, 2005), (Eckerdal, 2009). Practice in this area boils down to solving programming exercises. Nevertheless, solving exercises is only effective if students receive an assessment on their work. An exercise solved wrong will consolidate a false belief, and without feedback many students will not be able to overcome their difficulties.

A number of learning tools and environments have been built to assist both teachers and students in introductory programming courses.
Rongas, Kaarna, and Kalviainen (Rongas, 2004) established a classification for these tools dividing them into four categories: 1) integrated development interfaces, 2) visualization tools, 3) virtual learning environments, and 4) systems for submitting, managing, and testing exercises. To the best of the author's knowledge, no e-learning environment described in the literature integrates all these facets (Verdu, 2011), (Gomes, 2007), (Esteves, 2010).

For instance, an evaluator should be able to participate in learning scenarios where teachers can create exercises, store them in a repository and reference them in a LMS and students solve the exercises in integrated development environments and submit to evaluators who delivers an evaluation report back to students.

Several systems (Somyajit, 2008), (Verdu, 2011), (Xavier, 2011), (Guerreiro, 2008) try to address this issue allowing the integration of automatic assessment tools with course management systems but these approaches rely on ad hoc solutions or proprietary plug-ins rather on widely accepted international specifications for content description and communication among systems.

In this paper we present a proposal for an e-learning framework called the Ensemble E-Learning Framework (EeF). The EeF is a conceptual tool to organize a network of e-learning systems and services based on content and communications specifications. The EeF is the basis for the design and implementation of Ensemble instances as realizations of the framework. In this work we present the specialization of the Ensemble framework for a specific domain: the computer programming learning domain. In order to validate the instance, we use the Ensemble instance in a Polytechnic School and we present the main results.

The structure of the chapter is as follows. The second section presents a brief background on the topics of e-learning standards and systems. The third and fourth section details the Ensemble framework specialization for the computer programming domain. The next section validates the use of an Ensemble instance in classroom. We conclude the chapter with the presentation of the main contributes of this work and a brief discussion of future research.

BACKGROUND

The Ensemble framework recommends the use of several types of e-learning systems, as well of several international e-learning specifications. Thus, a detailed study was made to identify the most prominent and mature e-learning systems and specifications.

E-Learning Systems

The evolution of eLearning can be summarized by the transition of the early monolithic systems developed for specific learning domains to the new systems that can invoke specialized services and be plugged in any eLearning environments. These types of systems evolved from Content Management Systems (CMS). The CMS was introduced in the mid-1990s mostly by the online publishing industry. This type of system can be defined as a data repository that also includes tools for authoring, aggregating and sequencing content in order to simplify the creation, administration and access to online content (Nichani, 2009). The content is organized in small self-contained pieces of information to improve reusability at the content component level. These content components when used in the learning domain are called "learning objects" (LO) and the systems that manage them are called Learning Content Management Systems (LCMS) (Leal & Queirós, 2010). LO are context independent, transportable and reusable pieces of instruction that are digitally managed and delivered (Rehac, 2003). There are other definitions for Learning Objects (LO). Rehak & Mason (Rehac, 2003) define a learning object as: "a digitized entity which can be used, reused or referenced during technology supported learning".
Nowadays services play a crucial role in learning processes. These services can be easily recombined in different learning processes to assist on the teaching-learning process. This chapter focuses on learning processes within domains with complex evaluation such as computer programming learning. In this domain there are several candidates to offer services such as those referred by Rongas, Kaarna, and Kalviainen (Rongas, 2004), namely: LMSs, LORs and ASs.

In the LMS side, an interoperability comparative study (Leal, 2012) was conducted to select an LMS on which to base the development of e-learning systems integrating heterogeneous components. Two LMS vendors were chosen (Moodle and Blackboard) and their interoperability features were analysed by splitting in two facets (learning content management and academic management) reflecting the broad classes of systems of a typical LMS operational environment.

In the LOR side, an interoperability study (Queirós, 2013) was conducted on the existing repository software distinguishing two categories of repositories - digital libraries and learning objects repositories. It also focused on the distinction between the actual repositories and the software used to implement them, highlighting the differences in their interoperability features.

Finally, a survey (Queirós, 2012) was made on ASs for programming exercises focusing on their interoperability features. The survey gathered information on the interoperability features of the existent ASs and compared them regarding a set of predefined criteria such as content specification and interoperation standards with other tools.

**E-Learning Standards**

In the eLearning context, standards are generally developed for the purposes of ensuring interoperability and reusability in systems and of the content and meta-data they manage. In this context, several organizations (IEEE, AICC, IMS, ADL) have been developed standards and specifications regarding the creation of standards, specifications, guidelines, best practices on the description and use of eLearning content. In the last decade practitioners of eLearning started valuing more the interchange of course content and learners' information, which led to the definition of new standards. These standards are generally developed to ensure interoperability and reusability in content and communication. In this context, several organizations (IMS, IEEE, ADL, ISO/IEC) have developed specifications and standards (Friesen, 2005). These specifications define, among many others, standards related to learning objects (Rehak and Mason, 2003), such as packaging them, describing their content, organizing them in modules and courses and communicating with other eLearning systems.

Packaging is crucial to store eLearning material and reuse it in different systems. The most widely used content packaging format is the IMS Content Packaging. An IMS CP learning object assembles resources and meta-data into a distribution medium, typically an archive in zip format, with its content described in a manifest file in the root level. The manifest file - named imsmanifest.xml - adheres to the IMS CP schema and contains several sections such as Metadata to describe the package as a whole and Resources to refer to resources (files) needed for the manifest and metadata describing these resources. The metadata included in the manifest uses another standard - the IEEE Learning Object Metadata. The IEEE LOM is a data model used to describe a learning object. The model is organized in several categories that cover general data, such as title and description, technical data such as object sizes, types and durations, educational characteristics and intellectual property rights, among many others. These categories are very comprehensive and cover many facets of a LO. However, LOM was designed for general LO and does not to meet the requirements of specialized domains, such as the automatic evaluation of programming exercises. For instance, there is no way to assert the role of specific resources, such as test cases or solutions. Fortunately, IMS CP was designed to be straightforward to extend through the creation of application profiles.

The term Application Profile generally refers to "the adaptation, constraint, and/or augmentation of a metadata scheme to suit the needs of a particular community". A well know eLearning application profile...
is SCORM that extends IMS CP with more sophisticated sequencing and Contents-to-LMS communication.

The IMS GLC is also responsible for another application profile, the Question & Test Interoperability specification. QTI describes a data model for questions and test data and, since version 2.0, extends the LOM with its own meta-data vocabulary. QTI was designed for questions with a set of pre-defined answers, such as multiple choice, multiple response, fill-in-the-blanks and short text questions. Although long text answers could be used to write the program's source code, there is no way to specify how it should be compiled and executed, which test data should be used and how it should be graded. For these reasons we consider that QTI is not adequate for automatic evaluation of programming exercises, although it may be supported for sake of compatibility with some LMS. Recently, IMS Global Learning Consortium proposed the IMS Common Cartridge that adds support for several standards (e.g. IEEE LOM, IMS CP, IMS QTI, IMS Authorization Web Service) and its main goal is to shape the future regarding the organization and distribution of digital learning content.

The standardization of the learning content is not enough to ensure interoperability, which is a major user concern with the existing systems (Leal and Queirós, 2010). In the last few years there have been initiatives (Holden, 2004) to adapt Service Oriented Architectures (SOA) to eLearning. These initiatives, commonly named eLearning frameworks, had the same goal: to provide flexible learning environments for learners worldwide. While eLearning frameworks are general approaches for eLearning system integration, several organizations proposed service oriented approaches specifically targeted to the LMS (IMS Digital Repository Interoperability – IMS DRI) and Repositories (IMS LTI).

The IMS DRI specification provides a functional architecture and a reference model for repository interoperability composed by a set of recommendations for common repository functions, namely the submission, search and download of LOs. It recommends the use of web services to expose the repository functions based on the Simple Object Access Protocol (SOAP) protocol, defined by W3C. Despite the SOAP recommendation, other web service interfaces could be used, such as, Representational State Transfer (REST) (Fielding, 2005).

A common interoperability standard that is increasingly supported by major LMS vendors is the IMS Learning Tools Interoperability (IMS LTI) specification. It provides a uniform standards-based extension point in LMS allowing remote tools and content to be integrated into LMSs. The main goal of the LTI is to standardize the process for building links between learning tools and the LMS. The IMS launched also a subset of the full LTI v1.0 specification called IMS Basic LTI. This subset exposes a unidirectional link between the LMS and the application. For instance, there is no provision for accessing run-time services in the LMS and only one security policy is supported.

THE ENSEMBLE FRAMEWORK INSTANCE

This chapter presents a specialization of the Ensemble framework (Queirós & Leal, 2013) for a new domain - computer programming. The presentation includes the overall architecture of the Ensemble instance followed by the description of the data and the integration models. The data model relies on the PExIL specification - an interoperability language for describing programming exercises - included as a LAO resource in an IMS CC package as recommended by the Ensemble specification. The integration model detailed how systems and services of this Ensemble instance are connected through the extension of the recommended specifications of the EeF. The integration model includes the creation of a new service for the communication with the AS based on the Evaluate service genre and the extension of the IMS DRI and LTI specifications for the integration of LOR and LMS, respectively. Then, a workflow of a network based on this Ensemble instance was presented showing how systems and services interact.

Finally, a selection of tools adjusted to the models was presented. This process was straightforward evidencing the interoperability features of the framework. Three of these systems and services that
integrate this network were created from scratch, more precisely, the crimsonHex repository, the BabeLO converter and the Petcha Teaching Assistant. The acceptability of this Ensemble instance is validated in next chapter through an experiment in a pedagogical environment.

**Architecture**

This section presents the overall architecture of a network of e-learning systems and services participating in the automatic evaluation of programming exercises. The architecture (Figure 2) is composed by the following components:

- Teaching Assistant (TA) to interface the users with the network and to mediate the communication among all components;
- Integrated Development Environment (IDE) to code the exercises;
- Assessment System (AS) to evaluate exercises of students;
- Learning Objects Repository (LOR) to store and retrieve exercises;
- Learning Management System (LMS) to present the exercises to students;
- Conversion System (CS) to convert exercises formats.

![Figure 2 – Overall architecture of the Ensemble instance](image-url)
Data Model

The concept of Learning Object (LO) is fundamental for producing, sharing and reusing content in e-Learning (Friesen, 2005). In essence a LO is a container with educational material and metadata describing it. Since most LOs just present content to students they contain documents in presentation formats such as HTML and PDF, and metadata describing these documents using LOM (or other metadata format). When a LO includes exercises to be automatically evaluated by an e-learning system, it must contain a document with a formal description for each exercise. The QTI specification is an example of a standard for this kind of definitions that is supported by several e-learning systems. However, QTI was designed for questions with predefined answers and cannot be used for complex evaluation domains such as the programming exercise evaluation (Leal & Queirós, 2009). In particular, the programming exercise domain requires interdependent resources (e.g. test cases, solution programs, exercise description) usually processed by different services in the programming exercise life-cycle. This kind of data cannot be characterized as metadata as they are data effectively needed for evaluation.

The data model of the Ensemble instance extends the IMS CC specification for describing programming exercises. This extension is achieved by adding a new LAO resource in the CC package (Figure 3) as recommended by the Ensemble specification.

![Figure 3 – Programming exercise as a IMS CC package](image.png)
A LAO resource contains an XML descriptor that serves as the entry point for the target system. The descriptor file is not intended to be displayed within the target system. Rather, it is intended to be processed by the target system upon import of the cartridge. The descriptor file (pexil.xml) is associated with a LAO by means of a file element. It includes references for two XML documents: pexildefinition.xml and pexilmanifest.xml. The former describes all data needed for the generation of the evaluation resources. The latter is a manifest with references for all the evaluation resources generated. These resources - called associated content resources - comprise the exercise description, tests and feedback files and the solution program.

Integration model
The integration model depicted in Figure 4 relies on communication standards recommended by the Ensemble specification. This network model abstracts specific systems and focuses on system types. For instance, it is possible to use in this network any repository as long it supports the IMS CC specification to formalize the description of programming exercises and it implements the IMS DRI specification for communication with other services.

![Figure 4 – Network component diagram](image)

The previous subsections report on the efforts made to integrate the systems and services of an Ensemble instance for the computer programming domain. These efforts included the creation and extension of communication specifications such as:

- the extension of the IMS DRI specification for the integration of LOR;
- the extension of the IMS LTI specification for the integration of LMS;
- the creation of an evaluation service for the communication with the AS.
For each specification the interface definition and response bindings were presented. This subsection summarizes all the interactions among systems and services based on these specifications and represented in the UML sequence diagram depicted in Figure 5.

The workflow presented in Figure 5 starts by the selection of an LTI activity by the student. This activity was previously configured by the teacher by selecting a collection of exercises. After selection, the LMS launches the TA through the Launch function of the LTI specification passing the user and course parameters. In order to present the programming exercises to the student the TA forwards the search to the LOR using the Search DRI function with the given collection URL. Meanwhile the TA gets from the AS the evaluation capabilities for later evaluation using the ListCapabilities function. In general each student is able to make several submissions for the same exercise and an activity may include several exercises. Each evaluation starts with an Evaluate request from the TA to the AS, sending a program and referring an exercise and a programming language. The AS retrieves the LO from the repository to have access to test cases, special correctors and other metadata. The AS responds with a ticket and an evaluation report, if the evaluation is completed within a certain time frame. The TA may retrieve the evaluation report using the GetReport function with the ticket as argument. When the student ends the session, the TA sends an usage report to the LOR using the DRI report function and a grade back to the

Figure 5 - Sequence diagram of the Ensemble instance.
LMS using the LTI replaceResult function. This latter feature is not yet implemented due to the missing Full LTI support by the most important LMS.

**Tools Selection**

The data and integration model of this Ensemble instance relies on content and communication standards as recommended by the Ensemble specification. These interoperability effort abstracts specific systems and focus on system types. This approach has facilitated the selection of tools for deployment purposes. The next paragraphs discuss the selection of each type of system or service.

On the LMS side the choice fell on Moodle since it is a popular and open source LMS, arguably the most popular LMS nowadays (Davis, 2009), (Cole, 2007). This LMS has made efforts to support interoperability with other e-learning systems at two levels: content (e.g. IMS CP, SCORM, IMS CC) and communication (e.g. IMS LTI). Also successfully tests were made with Sakai LMS on this network evidencing the interoperable characteristics of the proposed approach.

The LOR system selected was CrimsonHex - a software for the creation of repositories of programming exercises. The exercises are described as learning objects and complying with the IMS CC specification. The repository also adheres to the IMS DRI specification to communicate with other systems. Other software for repositories were analysed (e.g. Flori, HarvestRoad Hive, IntraLibrary) but none of them met the domain requirements for the content and communication interoperability and most of them follow a commercial development model.

The AS system selected was Mooshak (Leal & Silva, 2003). Mooshak is an open source system for managing programming contests on the Web including automatic judging of submitted programs. This was the logical choice after the survey made to 15 assessment systems. One of the most important reasons for its selection was the support of web services.

The IDE system selected was Visual Studio Express for C\# assignments. Successful tests were made also with the Eclipse IDE for JAVA assignments on this network.

The TA system selected was Petcha (Queirós & Leal, 2012). Petcha has a two-fold goal: to coordinate the systems and services of this network and to interface with users, both teachers and students. Given the specificity of this role no other similar systems were found.

The CS system selected was BabeLO (Queirós & Leal, 2013). This system converts formats of programming exercises among systems. At the time of writing this dissertation no other system was found with these characteristics.
ENSEMBLE EVALUATION

This chapter evaluates the Ensemble instance. The Nielsen's model (Nielsen, 1994) is used to evaluate the acceptability of Petcha as the user interface of the network. For this evaluation an experiment was conducted with undergraduate students and their teachers. This chapter starts by presenting the evaluation model followed in the experiment based on the heuristics of Nielsen. Then, the design of the experiment is described. The description includes the methodology followed, the educational context and infrastructure where the experiment occurs and the instruments used to collect the data. Finally, the evaluation results are presented and analysed.

Evaluation Model

According to Nielsen (Nielsen, 1994) the acceptability of a system is defined as the combination of social and practical acceptability. The former determines the success/failure of the system, since the more the system is socially acceptable the greater is the number of people using it. The latter relates factors such as usefulness, cost, reliability and interoperability with existing systems. An adaptation to the Nielsen's model (Nielsen, 1994) is depicted in Figure 6.

![Figure 6 - System acceptability. Adapted from Nielsen.](image)

The usefulness factor relates the utility and usability offered by the system. Utility is the capacity of the system to achieve a desired goal. As the system perform more tasks, more utility he has. Usability is defined by Nielsen as a qualitative attribute that estimates how easy is to use an user interface. He mentions five characteristics involved in the concept of usability: ease of learning - the system should be easy to learn so that the user can start doing some work with the system; efficiency - the system should be
efficient to use, so after the user learns the system, a high level of productivity is possible; **memorability** - the system should be easy to remember so that the casual user is able to return to the system after a period without using it, without requiring to learn it all over again; **errors** - the system should prevent the user from committing errors as should deal with them gracefully and minimizing the chance of occurring catastrophic errors; **satisfaction** - the system should be pleasant to use so that users become subjectively satisfied when using. The **cost** factor was not considered since Petcha is a free (and open source) software. The **reliability** is the ability of a system or component to perform its required functions under stated conditions for a specified period of time. **Interoperability** is the ability of two or more systems or components to exchange information and to use the information that has been exchanged.

This chapter presents an acceptability evaluation on an Ensemble network for the computer programming domain. To carry out this evaluation an experiment was conducted in a higher education school. This evaluation focuses on three facets: usefulness, reliability and interoperability.

For the usefulness facet, a questionnaire based on the Nielsen's heuristics was filled in by students in the end of that experiment. On one hand, the results showed that the aesthetic was the heuristic with higher values of satisfaction. The respondents claim that the minimalist design is one of the strongest points of Petcha (the front-end of the Ensemble network). On the other hand, the results reveal deficiencies in three areas: flexibility, freedom and documentation. In the flexibility heuristic, the respondents felt difficulties in personalize the user interface and speed up the execution of frequent actions (e.g. definition of shortcuts). The freedom heuristic was another area where students were not satisfied since Petcha does not allow, for instance, the undo/redo of actions. Finally, students complained of the unavailability of supporting documentation while using Petcha.

In the reliability facet students stated difficulties in understanding error messages and teachers complained about the lack of intuitiveness in the creation of exercises.

For the interoperability facet, the communication between pairs of systems was analysed during the experiment by comparing the expected values with the real values (those obtained through service logs). The results show that the proposed e-learning framework is useful in practice. The figures collected during the experiment are within reasonable bound from the expected values. These results show that the network is stable enough to handle a significant number of students, and exercises and can be used in a classroom setting.

**Experiment Design**

The experiment took place at the Escola Superior de Estudos Industriais e de Gestão (ESEIG) - a school of the Polytechnic Institute of Porto - during the months of October and November of 2011. The participants were students from the first-year of the course Algorithms and Programming and their teachers. This course is offered to the degree in Mechanical Engineering and aims to introduce students to programming concepts.
The experiment methodology followed the experimental research method (Oncu, 2011). For this purpose experimental and control groups (two classes from the same course) were settled. The first class (the experimental group) had 21 students and the second class (the control group) had 19 students. Students of both groups have similar characteristics such as the gender and previous background. For instance, the gender in both groups were well distributed, respectively 62% and 57% of females in both groups.

The conditions of the experiment were also equal for both classes (e.g. syllabus, teaching times, teacher, labs, technical means).

Although it could be assumed that the population of the classes were almost randomly formed, strictly the experiment should be called a quasi-experiment. A completely randomised design was not possible due to operational reasons. Based on this type of design, a static group comparison design (Borg, 1971) was followed where students of class A used Ensemble (the experimental group) and students of class B did not use it (the control group).

The course has an average enrolment of 40 students per year divided in two classes. The course is organized in two lectures of one hour each and one lab session of 4 hours per week. The experiment occurred in 6 lab sessions. In each lab session both groups (a total of 40 students) had 3 exercises to solve. In the experimental group the teacher only intervenes to solve operational issues related to the use of Ensemble and does not give any feedback to students regarding the exercises. Prior to the experiment, teacher and students were prepared for the experiment.

The instruments used for collecting data on the experiment were the following: surveys (session & final survey), service logs, students' attendance logs and grades.

The surveys were fulfilled and collected on-line using Google Forms. Two types of surveys were presented to students: session and final survey (Appendix 1). The former was filled in by both groups of students after each lab session. The questionnaire includes questions on the number of solved exercises and the feedback impact. It had an average of 38 responses per session (the equivalent to 95% of the total of students). The latter was presented to the experimental group at the end of the experiment. The questionnaire includes questions on the Petcha usefulness and reliability. The final survey was completed by all the students from the experimental group.

The service logs were used to attest the accuracy of the experimental group questionnaires responses. The data collected in the surveys of the experimental class was checked against the logs of Petcha and other systems in the network. An average discrepancy of 4.6% between these two sets of values was found.

The student attendance and student outcomes (programming module and semester grades) were collected through the Academic Management System used at ESEIG. The data was exported to a spreadsheet to simplify the data processing.

---

3 http://www.google.com/google-d-s/forms/
4 http://goo.gl/AlhsL
Results and discussion
In this section the Ensemble network is evaluated based on three Nielsen heuristics: usefulness, reliability and interoperability.

Usefulness
Usefulness combines the utility and usability of a system. Utility is the capacity of the system to achieve a desired goal. Usability is defined by Nielsen as a qualitative attribute that estimates how easy is to use an user interface.

Petcha was evaluated according to the Nielsen's model using a heuristic evaluation methodology. A heuristic evaluation is an inspection method for computer software that helps to identify usability problems in the user interface (UI) design. Jakob Nielsen's heuristics (Appendix 2) are arguably the most used usability heuristics for user interface design. Based on these heuristics a questionnaire (with 41 questions was designed in Google Forms. The aim of the questionnaire is to identify usability problems in the UI design of Petcha. Two profiles of users answered this questionnaire in the end of the experiment: 21 students (experimental group) and 4 teachers (although only one was the teacher of the students that participated in the experiment).

Figure 7 shows the results obtained grouped by the Nielsen's heuristics. The data collected are shown in graphs. In the chart graphs the heuristics are sorted in ascending order of user satisfaction.

Figure 7 –Results of each heuristic in the student's profile.
The results highlight deficiencies in three areas: Flexibility, User control and freedom, Help and documentation.

In regard to the flexibility of the system, respondents considered that the system do not allow the personalization of the interface as shown in Figure 8, more precisely, the activation/deactivation of certain functions and the configuration of the screens. The possibility of use of accelerator keys to speed up the interaction with the TA is also a handicap of Petcha.

![Figure 8 – Evaluation of Petcha’s flexibility.](image)

The User control and freedom is the second worst facet (Figure 9). Most of the complaints focused on the inability to cancel or roll back mistakes made to a previous and safe state.

![Figure 9 – Evaluation of Petcha’s freedom.](image)

The Help and documentation is another heuristic with negative values as shown in Figure 10. The respondents state that is difficult to find help and documentation in Petcha.

![Figure 10 – Evaluation of Petcha’s help and documentation.](image)
The respondents reveal that the error messages are sometimes unclear and inadequate in Petcha. The respondents also state that the documentation is scarce and is hard to find it.

The final classification of Petcha is shown in Figure 11.

One can conclude that the majority of students classified Petcha as a good tool according to the parameters evaluated.

Regarding the teacher profile, Figure 12 shows the results obtained.
The results are similar to those of students. In one hand the aesthetic factor was the one with higher values of satisfaction. The respondents considered that the information contained on the screen is only what is needed and the system is aesthetically pleasing on the factors: color, brightness, etc. In the other hand the flexibility, freedom and documentation heuristics had some of the lowest values. However another heuristic had a low value: the Ease of Use. Figure 13 shows the results associated to this heuristic.

**Reliability**

The reliability of a system is the ability of a system or component to perform its required functions under stated conditions for a specified period of time.

In the final survey a reliability section was added in order to check on what tasks students and teachers had the difficulties. Figure 14 shows the results of the survey in this facet.
Students reported difficulties in understanding error messages related to programs submission. Some users have left comments and suggestions, and the following were the most common:

- the message wording should be more friendly;
- the feedback should be more complete;
- the help system is insufficient for novice users;
- the exercise statistics should be more complete (e.g. time to solve, students rankings).

The comments and suggestions of the teachers were the following:

- the creation of exercises is not intuitive;
- the evaluation based on test cases should be more flexible in the comparison between the outputs generated by the student solution with the accepted outputs;

**Interoperability**

In the design of the experiment a network was deployed based on the Ensemble instance previously. This network is composed by several systems and services that need to interoperate to achieve a common goal. In this subsection the interoperability of this network is validated. Table 1 summarizes the communication between pairs of systems. These results were gathered from 6 lab sessions. In each session a class of 21 students had 3 exercises to solve. Based on these figures were computed the following expected values: the expected number of accesses to the system that is given by multiplying the number of students with the number of assignments (21 * 6 = 126); and the expected number of accesses to the exercises by all the students that is given by multiplying the number of students with the number of assignments and with the number of exercises by assignment (21 * 6 * 3 = 378).
<table>
<thead>
<tr>
<th>Observation Point</th>
<th>Expected</th>
<th>Real</th>
</tr>
</thead>
<tbody>
<tr>
<td># accesses to the system (LMS to TA)</td>
<td>126</td>
<td>135</td>
</tr>
<tr>
<td># exercises requested to the repository (TA to LOR)</td>
<td>378</td>
<td>345</td>
</tr>
<tr>
<td># exercises that students try to solve (TA to IDE)</td>
<td>378</td>
<td>342</td>
</tr>
<tr>
<td># submissions (TA to AS)</td>
<td>378</td>
<td>819</td>
</tr>
<tr>
<td># exercises requested to the repository (AS to LOR)</td>
<td>18</td>
<td>18</td>
</tr>
<tr>
<td># exercises in which the students got feedback (AS to TA)</td>
<td>378</td>
<td>810</td>
</tr>
</tbody>
</table>

*Table 1. Statistical data on interoperability of the network components*

The first line of the table indicates that the system worked well since only nine extra sessions were used. These extra values were mainly due to the accidental closing of the application by students.

The number of exercises requested by the TA (Petcha) measures the number of times that students got an exercise statement from the repository. This action triggers an automatic request from Petcha to the repository. From the collected data it can be observed that not all exercises were actually read by all the students. There are two possible justifications: either the students did not have time to read all the available statements or some students may have given up after reading the exercise title. In any event students did not report any difficulty in accessing to problems.

The third line of Table 1 is the number of exercises that students tried to solve. It is assumed that a student tried to solve an exercise when (s)he ran locally a set of tests to validate the code. The real number is less than the expected and less than the number of exercise statement accesses. Most likely some students read an exercise statement, but did not have time to code a solution, or run the tests, or simply given up on solving it.

The number of submissions is the number of requests for evaluation received by the AS. On average each student made approximately two submissions per exercise.

The number of exercises requests reflects the need of the AS to obtained the full LO from to repository given its reference. Since the AS has a cache mechanism the expected and real values are identical thus showing that the AS cache feature is working as expected and is accelerating the evaluation process.

The number of exercises in which the students got feedback should be similar to those of the number of submissions. Since they are almost identical (a difference of 9) one can conclude that the communication among the two systems (TA and AS) works well.

**CONCLUSION**

Learning complex skills is hard. Introductory programming courses are generally regarded as difficult and often have high failure and dropout rates (Ala-Mutka, 2005), (O'Kelly, 2006), (Robins, 2003). Many educators claim that "learning through practice" is by far the best way to learn computer programming and to engage novice students (Gross, 2005), (Eckerdal, 2009). Practice in this area boils down to solving programming exercises. Nevertheless, solving exercises is only effective if students receive an assessment on their work. Assessing the work of students and providing individualised feedback to all students is
time-consuming for teachers and frequently involves a time delay. The existent tools and specifications prove to be insufficient in complex evaluation domains where there is a greater need to practice (Rongas, 2004).

This work proposes an e-learning framework - called Ensemble - that acts as a conceptual tool in the definition and deployment of e-learning networks using complex evaluation. The framework relies on interoperability standards and specifications, thus several studies and surveys were conducted to select the most relevant for the framework. Based on this framework a network of systems and services was created and deployed for a specific domain - the computer programming domain. Content issues are tackled with a standard format to describe programming exercises as learning objects. Communication issues are addressed with the development or adaptation of systems and services for managing the life-cycle of exercises, namely their authoring, storage, conversion and assessment.

The framework instance was deployed for use in practical classes of undergraduate programming courses. The experience gained using Petcha (the pivot component) in this context and the experiments designed to assess the impact of this tool were also presented in this dissertation. These experiments showed an increase on exercises solving, attendance and grades when Petcha replaced a human Teaching Assistant (TA). However, these results show also that the automatic feedback provided by Petcha is less effective than that of a human TA. There is clearly room for improving automatic feedback in Petcha, although it can be argued that automated feedback is still a remedy for situations where a human TA is not available.

**Contributions**

The main contribution of this work is a conceptual model - the Ensemble framework - for the definition and deployment of e-learning networks using complex evaluation. The architectural model of this framework relies on central components (called axial systems) replicated for each teacher and student machines. One of these central components assumes a pivot role orchestrating all the communications within a single deployment of an Ensemble instance. Since it is distributed over each network user, this approach prevents any single-point-of-failure issues that might occur. This pivot component communicates locally with other axial systems and remotely with core and secondary services representing a distinctive feature regarding other e-learning frameworks.

Part of this main contribution is the specialization of the framework for a specific domain - the computer programming domain. This framework instance comprises several systems and services and their integration poses interoperability issues at two levels: content and communication. The content interoperability relies on the definition of an interoperability language for programming exercises called PExIL. The communication among systems and services was supported by the extension of existing specifications (e.g. IMS DRI, IMS LTI) and the creation of new ones (e.g. Evaluate service).

Other important contribution is the systematic study on the state of the art regarding e-learning systems and standards. This comprehensive study focuses on several surveys presented in the state of the art that were instrumental to chose the better e-learning systems and standards for the Ensemble framework. This contribution may prove helpful to other researchers studying the interoperability of e-learning systems.
The remaining contributions are related with the design and implementation of components that comprises the Ensemble network for the computer programming domain. These components are the crimsonHex repository (including a plug-in for accessing crimsonHex based repositories from Moodle), the Petcha teaching assistant and the BabeLO exercises converter. All these components are open source and can be downloaded from the following URL: http://ensemble.dcc.fc.up.pt.

Opportunities for future work

The motivation for this research was drawn from the computer programming domain. However, it was always kept in mind that the proposed concepts and tools could be used in other domains. The main opportunity for future research comes from extending this framework to other domains and requirements. Nevertheless, the evaluation of Ensemble and the validation of the thesis highlighted a number of issues that must be resolved in the computer programming instance of Ensemble.

Framework validation

The main challenge resulting from this research is to apply the framework to other domains. Although the research hypothesis were in general validated, the framework as such is not yet validated since it was only applied to a single domain. One interesting domain is serious games applied to management courses where students develop their skills using simulation. Business simulation games improve the strategic thinking and decision making skills of students in several areas (e.g. finances, logistics, and production). Through these simulations students compete among them as they would in a real world companies. A business simulation service fulfils a role similar to that of the assessment systems in programming exercises and it also requires a repository containing specialized LO describing simulations. Thus, this specific domain poses challenges not only in the development of the network TA, but also in the refinement of the framework specifications and services (e.g. repository, assessment system) to meet the new evaluation domains requirements.

Framework extension

The current version of the framework focuses mainly on exercise authoring, exchange and evaluation. Other kinds of data and services should be added to improve the practice-based environments supported by Ensemble, both in the computer programming domain and in new domains.

- Plagiarism checker - this component can be added to the framework to avoid plagiarism and ensure good scholarly practices. This tool is transversal to several areas and is therefore a good candidate to integrate the Ensemble framework;
- Sequencing component - Sequencing of exercises is another topic that can be explored in the future and it is closely related with pedagogical issues during the construction of a learning scenario. Several standards appeared in recent years trying to cope this topic but fail due its complexity for e-Learning systems to implement. One research path is to deliver exercises to students dynamically according with their profiles, knowledge evolution and course goals. An intended addition is a sequencing and adaptation tool to guide the student through a collection of expository and evaluation resources. The network pivot component will report the exercise assessment to this new tool that will use it to propose the appropriate content or exercise to the student;
• E-Portfolio - this is a special type of a repository where a collection of electronic evidence is assembled and managed by a user. They are distinct from LMSs since they are user-centric rather than course-centric. The integration of such tool in the Ensemble framework can be achieved at content or communication level through data (e.g. LeapA specification) or tools integration (e.g. IMS LTI specification);

• Standards and specifications - support for other LO package specifications (e.g. SCORM objects and for MathJax for displaying math expressions in the description of exercises.

**Ensemble instance improvements**

The computer programming instance of Ensemble is currently being used in the practical classes of undergraduate programming courses at ESEIG and will continue to be used in the next academic year. Several improvements are planned for immediate implementation based on the suggestions of teachers and students after the experiment. These improvements focus on Petcha - the visible system of the network, and include:

• User interface - make the GUI more intuitive and flexible;
• Evaluation reports - improve the visualization of the evaluation reports using new formats (e.g. PDF);
• Statistics - improve statistical data on student activity (e.g. time to solve, rankings);
• Help - extend the documentation to guide users;

In general, the improvements presented previously are minor issues that should be easily fixed for the next version of the Ensemble instance. There is also a collection of new features that would improve automatic assessment but that will require a major redesign of the AS.

• Feedback - improve the feedback mechanism based on, for instance, the use of static analysis over the students' code. Existing work in this area (Nielson, 1999) can be used to improve the feedback given to students after submission.
• New evaluation models - a programming problem definition must have an unambiguous evaluation model. Typically a program from a student is assessed by the evaluator as a single program. Another approach is the student code be included within a set of programs from different learners for competitive evaluation. A third approach is where several programs from different learners are evaluated simultaneously interacting with a central component (an "oracle") also in a competitive fashion. For instance, in the Tic Tac Toe game the student's program plays the game against the oracle;
• Other types of languages - the current evaluator can be configured for any programming language with a command line interface and processing standard input/output. There are computer languages that are not strictly programming but are regularly used in computer science courses such as query languages (e.g. SQL), modelling languages (e.g. UML) and user interfaces (e.g. HTML). In most cases these languages can be evaluated statically by comparing the submitted source code with the solution.
REFERENCES


Leslie, S. (2006). Challenges to Implementing DSpace as a LOR.


http://doi.acm.org/10.1145/2325296.2325344


http://doi.acm.org/10.1145/65294.71198


http://doi.acm.org/10.1145/507758.377666


KEY TERMS & DEFINITIONS

E-Learning framework: A service-orientated approach to the development and integration of computer systems in the sphere of learning and education. Usually these types of frameworks come in two levels: abstract and concrete.